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Preface

IBM® Z platforms underpin mission-critical enterprise workloads where disruptions directly 
impact availability, data integrity, and business outcomes. Business continuity is achieved 
through engineered resiliency and recovery, leveraging platform capabilities to contain 
failures, preserve service, and ensure predictable outcomes.

Resiliency sustains service during disruption by isolating faults, eliminating single points of 
failure, and enabling graceful degradation. Recovery restores service after disruption through 
deterministic, automated processes aligned to defined RTO and RPO objectives. Together, 
they deliver consistent availability, reduced downtime, and rapid restoration across IBM Z® 
environments.

Disruption is inevitable. Systems fail, workloads evolve, infrastructure is maintained, and 
threats continue to emerge. The real measure of success is not avoiding disruption, but 
ensuring controlled behavior under stress and fast, reliable recovery.

This IBM Redbooks® publication examines resiliency on the IBM Z platform, focusing on 
system behavior under failure and the architectural choices that drive availability and 
recovery. It introduces deployment patterns ranging from restart-based recovery to multi-site 
continuity, providing a practical framework for aligning business requirements with design.

The publication highlights enabling capabilities across the IBM Z stack, including 
infrastructure, z/OS®, middleware, applications, and operations, with emphasis on 
automation, observability, and AI-assisted, predictive operations.

Business continuity depends on predictable behavior under stress and reliable restoration 
after stress. This publication helps you design and operate IBM Z environments to achieve 
that outcome.

Authors

This book was produced by a team of specialists from around the world:

Bill White is an IBM Redbooks Project Leader and Senior IT Infrastructure Specialist at IBM 
Redbooks, Poughkeepsie Center.

Diego Bessone is a Global Software Sales Director for IBM Z. He entered the mainframe 
field in 1987 when he started working at the data center of Aerolíneas Argentinas, the flag 
carrier of Argentina. After 10 years, he continued to use his experience as a technical 
consultant for the IT departments of multinational companies, financial institutions, utility 
providers, and government agencies. Diego joined IBM in 1998 in Argentina, where he led the 
sales strategy for the IBM mainframe systems management portfolio. He moved to the US in 
2001 to lead the IBM Tivoli® S/390 Latin America team, and added business operations 
management to his role. In 2009 Diego began leading IBM Z middleware software sales at a 
worldwide level. In July 2022, he was promoted to an executive role as IBM Z Sales Director, 
managing global sales of IBM Z high-end platforms. Since 2024, he has led the IBM Z 
Software sales strategy for pricing, and strategic initiatives such as IBM Z Cyber Vault and 
IBM Z Cybersecurity. He has written extensively on data management, systems 
management, mission-critical systems, and resiliency.
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Chapter 1. Business continuity: A 
foundation for the intelligent 
digital business

Digital services are now inseparable from business outcomes. Revenue generation, customer 
experience, regulatory compliance, and brand trust all depend on the continuous operation of 
core IT services. When those services are disrupted, the business impact can be immediate 
and material. In today’s market, outages are not merely technical incidents; they are business 
continuity events.

For many organizations, the tolerance for disruption is rapidly approaching zero. Consumers 
expect continuous service, regulators demand accountability, and competitors are only a click 
away. Business continuity is no longer optional, it is the foundation for an intelligent digital 
business.

Business continuity rests on two equal pillars: resiliency and recovery. Resiliency shapes how 
systems sustain service during both normal and failure conditions, while recovery ensures 
service can be restored within defined objectives after disruption.

Both resiliency and recovery are essential, and neither is sufficient on its own. Together, they 
define the full spectrum of behavior required to maintain business operations under adverse 
conditions.

In this chapter, the following topics are discussed:

� 1.1, “Why resiliency and recovery matter” on page 2
� 1.2, “Cost of downtime and business impact” on page 3
� 1.3, “Business continuity concepts” on page 4
� 1.4, “Business continuity objectives: resiliency and recovery” on page 7
� 1.5, “IBM Z resiliency deployment patterns” on page 10
� 1.6, “Strategy for improving business continuity” on page 12
� 1.7, “Architectural realization of business continuity” on page 13

1
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1.1  Why resiliency and recovery matter

In this digital age, businesses depend almost entirely on Information Technology (IT) to 
support their various business functions, making resilience a crucial business necessity. 
While the impact of an outage varies depending on the business itself, the time of day, or day 
of the year, the impact of a service outage can be enormous. Even short outages can cost 
millions of dollars in revenue loss, reputational damage, and, in severe cases, legal or 
regulatory penalties. 

For businesses today, IT services have become the backbone of operations. Manual 
processes have been largely replaced by digital services, and the integration of machine 
learning and artificial intelligence has further revolutionized business operations. 

During earlier stages of digital transformation, manual processes could act as a temporary 
fallback. Now, those alternatives are often unavailable or impractical, and customers are more 
willing than ever to move to competitors when services are disrupted.

When disruption occurs, the business is impacted in two ways: service must be sustained 
where possible, and restored quickly when interruption cannot be avoided.

Business operations occur at speeds that manual processes cannot sustain.

In business terms, resiliency is risk mitigation: 

risk = likelihood x impact

This is a simple way to quantify risk by combining how likely something is to happen with how 
bad it would be if it did.

System failures, regional disasters, cyberattacks, and planned maintenance windows are a 
reality. Proper planning, architecture, application design, and service management processes 
can help reduce both the likelihood of these events and the impact when they occur. 

These same practices also influence how quickly and reliably services can be restored after 
disruption, ensuring that business operations can resume within acceptable limits.

Balancing the risks and costs of mitigation is essential to achieving business goals. By 
balancing the risk of a type of failure and the cost of the corresponding solution, you can 
determine how much redundancy and availability management you can design into your IT 
infrastructure. By understanding the real cost impact of service unavailability, you can 
calculate the costs to provide the required availability. These factors also determine when it is 
best to perform maintenance and upgrades to the IT infrastructure.

As depicted in Figure 1-1 on page 3, organizations must continuously balance the cost of 
resiliency against the financial and operational impact of outages. Making informed decisions 
requires a clear understanding of both sides of this equation, preventing disruption where 
possible and restoring service when necessary. An understanding that begins with 
quantifying the true cost of downtime.

Under-investment can result in “spending money by not-spending money,” increasing risks to 
the business. If an outage occurs, you might be able to bear the cost of recovery at the time of 
the outage, but the cost of recovery can be greater than the cost of prevention.

In this context, recovery includes not only the technical effort to restore systems, but also the 
operational and business impact incurred while services are unavailable.
2 Business Continuity on IBM Z
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Over-investment can drive unnecessary cost. Higher levels of protection demand upfront 
investments in advanced technologies and infrastructure, followed by sustained increases in 
software, operations, and planning. Although initial capital costs level off, the ongoing cost 
base often continues to rise, ultimately eroding value and limiting investment in business 
innovation.

Figure 1-1   Risk vs Cost optimization

Organizations achieve resiliency through different architectural approaches, each providing 
varying levels of availability, recovery speed, and operational complexity. These approaches 
can be grouped into a set of resiliency deployment patterns that reflect how systems are 
designed to respond to failure and restore service after failure; ranging from simple restart to 
coordinated, multi-environment recovery.

The patterns will be introduced later in this chapter and used throughout this publication to 
describe availability behaviors and trade-offs.

1.2  Cost of downtime and business impact

The cost of downtime is a critical factor in determining how much an organization should 
invest in resiliency. While it may seem straightforward to calculate, the true impact extends 
beyond direct financial loss to include reputational damage, regulatory exposure, and 
operational disruption.

IT resiliency is the ability to rapidly adapt and respond to any internal or external disruption, 
demand, or threat, and continue business operations without significant impact. Resiliency is 
important because when systems are down, business services are not available, and that 
means you are not generating revenue. There are financial, reputational, regulatory, and 
operational implications when this happens (see Table 1-1 for examples). 
Chapter 1. Business continuity: A foundation for the intelligent digital business 3
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Table 1-1   Cost of an outage

Some of these examples are easily measurable, while others are more difficult to quantify. 
Every industry, every business will be different. For some, the financial costs and regulatory 
compliance will be the driving factors for improving resiliency. The financial industry tends to 
fall into this category. Every financial transaction can be quantified, and the cost of repair and 
recovery can be measured. For others, like healthcare, the inability to deliver critical services 
will top their list. 

Understanding the cost of an outage in business terms is the first step in determining the 
resiliency outcomes your architecture must deliver, how much you should invest, and where.

There are techniques that can help you articulate the risks to your business: 

� A Business Impact Analysis (BIA) is a systematic process that determines the potential 
consequences (financial, operational, and reputational), of disruptions to critical business 
functions. It identifies essential processes, recovery objectives, and necessary resources 
to build effective business continuity and disaster recovery strategies. The BIA should be 
done at least annually.

� A Component Failure Impact Analysis (CFIA) is a technique that can help you determine 
the impact of a component failure on other IT services and ultimately help you determine 
the business impact. It identifies single points of failure (SPOFs), evaluates risk, and 
guides resiliency planning by listing configuration items against services to determine 
downtime impact, helping prevent cascading outages.

Highly resilient solutions can be architected, designed, configured, and deployed to mitigate 
risk when aligned with your risk posture, business requirements, and implementation 
investment.

Resiliency is not delivered through a single capability, but through a coordinated set of 
architectural approaches, recovery behaviors, and operational practices.

Addressing these challenges requires platforms and architectures that are designed for 
resiliency from the ground up. Enterprise systems such as IBM Z integrate resiliency 
capabilities across compute, storage, and operations, helping organizations manage risk 
while maintaining performance and availability at scale.

The following section introduces the core concepts and terminology that will be used 
throughout this publication.

1.3  Business continuity concepts

To translate business risk into effective system design, organizations need a shared set of 
resiliency concepts and terminology.

Resiliency is a multi-dimensional concept that spans business objectives, architectural 
design, and system behavior. It is not delivered through a single capability, but through a 

Financial Reputational Regulatory & Compliance Operational

� Direct revenue loss
� Cost of repair and 

recovery
� Reduced productivity 

and idle resources
� Transaction loss

� Brand impact
� Failure to meet service 

commitments
� Strained relationships 

with customers, 
partners, and investors

� Regulatory fines and 
penalties

� Compliance violations
� Legal and audit 

exposure

� Inability to deliver 
critical services

� Service degradation
� Disruption of internal 

processes
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coordinated set of principles and technologies that work together to reduce both the likelihood 
and impact of service disruption. 

Recovery is the complementary dimension that ensures service can be restored and 
validated following a disruption.

1.3.1  IT resiliency and business continuity overview

IT resiliency is the ability of an organization to rapidly adapt and respond to internal or 
external disruptions, demand changes, or threats, while continuing to operate critical 
business services with minimal impact.

When services are disrupted, the ability to generate revenue, serve customers, and meet 
regulatory obligations is impacted immediately. Resiliency, therefore, is not simply a technical 
capability; it is a fundamental business requirement.

Business continuity (BC) represents the organizational capability to maintain or quickly 
restore critical services during and after disruptive events. These events can include 
hardware failures, power outages, cyberattacks, natural disasters, human error, and supply 
chain disruptions. Effective business continuity planning considers not only direct system 
failures, but also secondary effects such as workforce availability, transportation disruption, 
and regional service degradation.

Key elements of an effective IT business continuity program include:

� Risk and impact analysis

Identify threats to systems, applications, data, facilities, vendors, and personnel, and 
assess the potential business impact of disruptions.

� Continuity and recovery strategies

Define approaches such as redundancy, backups, failover, alternate processing sites, 
cloud recovery, and remote work capabilities.

� Response and recovery execution

Establish incident response and disaster recovery procedures to detect, respond to, 
recover from, and communicate during disruptions.

� Governance and operational discipline

Define roles, responsibilities, escalation paths, decision rights, and vendor coordination to 
ensure clear accountability.

� Testing and continuous improvement

Validate plans and changes through exercises, failover tests, and recovery drills, and 
regularly update them as business and technology evolve.

Resiliency is realized through multiple domains that address different types of disruption and 
business risk.

1.3.2  Resiliency domains

Resiliency is commonly described across three primary domains, each addressing a different 
class of disruption and recovery requirement:

� High availability (HA) focuses on minimizing the impact of component failures within the 
primary processing environment. Systems are designed to operate continuously, typically 
through redundancy, rapid failover, or fault tolerance. The objective is to mask failures from 
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end users and maintain uninterrupted service. This is often done through use of 
redundancy and automated failover.

� Continuous operations is the ability to perform planned maintenance, upgrades, and 
backups without impacting service availability.

� Disaster recovery (DR) addresses large-scale disruptions, such as site-level or regional 
failures. It focuses on restoring services using alternate infrastructure and preserved 
copies of data. Unlike HA, disaster recovery assumes that interruption occurs and 
emphasizes timely restoration of service in another environment.

� Cyber resiliency addresses logical data corruption events, often caused by cyberattacks 
such as ransomware or by accidental data corruption. In these scenarios, system 
availability alone is not sufficient because the integrity of the data cannot be trusted. Cyber 
resiliency focuses on protecting, validating, and restoring trusted copies of data, often 
using immutable and point-in-time backups combined with forensic analysis.

Each domain represents a different failure scenario and requires distinct architectural and 
operational approaches. Together, they define the scope of resiliency that organizations must 
address.

These domains are implemented through different recovery behaviors that determine how 
systems respond to failures and how those failures are experienced by users.

1.3.3  Recovery behaviors

The resiliency domains are realized through specific recovery behaviors in system design. 
These behaviors describe how a system reacts to failure and how service continuity is 
maintained. These behaviors apply across both resiliency and recovery objectives, depending 
on the type and scope of disruption.

At a high level, recovery behaviors fall into three categories:

� Restart-based recovery

Service interruption is accepted, and recovery is achieved by restarting failed 
components. This approach is typically the simplest to implement but results in visible 
outages.

� Failover-based recovery

Service is restored by switching processing to an alternate system or location after a 
failure. This approach reduces recovery time but in some cases might involve a brief 
interruption.

� Failure masking (fault tolerance)

Service continues despite component failures, often with reduced capacity. Workloads are 
already distributed across redundant components, allowing the system to absorb failures 
without interruption to users.

Each recovery behavior introduces different levels of architectural complexity, operational 
discipline, and performance considerations. Selecting the appropriate behavior depends on 
business requirements, acceptable downtime, and the cost of implementation.

These behaviors are implemented across multiple layers of the technology stack, each 
contributing to overall resiliency outcomes.
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1.3.4  Technology layers

Designing for resiliency requires coordinated capabilities across multiple layers of the 
technology stack. A failure at any layer can impact service availability, so resiliency must be 
considered holistically.

There are five key layers that make up the IBM Z technology stack:

� Infrastructure

Includes compute platforms, storage systems, network components, and dynamic 
component replacement. Built-in redundancy, error detection, and self-healing capabilities 
provide the foundation for resiliency. 

� Operating systems

Provides core system services and resource management. On IBM Z, this includes 
environments such as z/OS, which incorporate advanced recovery and fault management 
capabilities, as well as advanced clustering technologies.

� Middleware

Includes databases and application platforms such as Db2, IMS, CICS, WebSphere®, and 
MQ for z/OS. These components manage transactions, data integrity, and communication, 
and must be designed for availability and recoverability.

� Applications

Business logic and services developed by organizations or provided as packaged 
solutions. Application design plays a critical role in determining how failures are handled 
and how quickly services can recover.

� Management

Includes tools and processes used to monitor, manage, and automate the environment. 
Automation and observability are critical for detecting failures, initiating recovery actions, 
and maintaining consistent operations.

Resiliency is achieved only when these layers work together in a coordinated manner, 
supported by automation, monitoring, and well-defined operational processes.

As environments grow in scale and complexity, organizations are increasingly extending 
these capabilities with advanced analytics and artificial intelligence (AI). AI can enhance 
traditional observability and automation by identifying patterns in operational data, detecting 
emerging issues earlier, and supporting more informed decision-making. This shift introduces 
the potential for more adaptive and predictive resiliency behaviors, where systems are not 
only able to respond to failures, but can anticipate conditions and adjust dynamically over 
time.

Together, these concepts provide the foundation for defining measurable resiliency objectives 
and aligning system design with business requirements.

These concepts are realized through deployment patterns (see 2.1, “Deployment pattern 
overview and alignment” on page 16).

1.4  Business continuity objectives: resiliency and recovery

These concepts become actionable only when expressed as measurable objectives that can 
guide architecture and operations. These objectives define the two equal pillars of business 
continuity: resiliency (sustaining service) and recovery (restoring service). Resiliency 
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objectives define how service is sustained, while recovery objectives define how service is 
restored.

There are service-level performance and recovery-level performance objectives that will drive 
the architecture and system design needed to meet your business requirements.

Service-level performance objectives define how well the service should run under normal 
conditions, these include: 

� Service Level Agreement (SLAs) are external, contractual promises to consumers about 
service availability and performance. SLAs are customer-facing, legally binding or part of a 
contract, and may include penalties if not met. 

Examples include: 

– 99.9% monthly availability
– 95% of transactions under 200 ms

� Service Level Objective (SLO) are internal targets that engineering/operations team uses 
to meet the SLA. SLOs for system components will be more stringent than the SLAs and 
individual components may have different objectives. These objectives guide architectural 
design, capacity planning, and the acceptable behavior of the service during failure and 
recovery. 

Examples include:

– Design for 99.95% availability so the SLA of 99.9% is always met
– Keep mean transaction latency < 100 ms

� Service Level Indicator (SLI) is a measurement of how the service is actually performing. It 
is the raw metric used to determine whether the SLA/SLO is being met. 

Examples include:

– Percentage of successful transactions
– 95th percentile response time
– MQ queue depth over time
– Availability of VIPA endpoint
– Sysplex Distributor routing success rate

Together, these metrics ensure that business continuity is defined not just by uptime, but by 
the overall quality and consistency of service delivery during both normal and disrupted 
conditions. 

Availability without performance is still a failure. A service that remains reachable but 
consistently violates response-time or throughput objectives may still represent a business 
failure. For this reason, resiliency architectures must be evaluated based on both service 
continuity and performance behavior during failure and recovery.

Recovery objectives define the counterpart to resiliency objectives; how service is 
re-established after disruption.

Recovery-level performance objectives define how the service behaves during recovery from 
incidents, these include:

� Recovery Time Objective (RTO) is the desired time to restore services after an outage. It 
includes the time to recover the data, prepare the physical facilities, switch the network, 
bring up the operating system, databases, management tools, and finally the applications. 
You may have RTOs for individual components like “CICS region must restart within 120 
seconds”. However, in most cases, the RTO is for full-service restoration and is the total 
time to restore all components. 
8 Business Continuity on IBM Z



Draft Document for Review July 30, 2026 11:43 am 8446ch01.fm
In the case of HA, recovery is done within in the primary data center. Typical objectives 
range from minutes to a few hours. The closer this objective is to zero, the more resilient 
and recovery-oriented the architecture needs to be. In addition to the technology itself and 
the architecture, automation, and efficient recovery processes are key to meeting 
aggressive RTOs for HA. 

For DR, failover to a second data center is required. Typical objectives range from two 
hours to 72 hours. To achieve objectives under two hours, tools like IBM GDPS and other 
automation tools combined with well tested processes are critical. 

For cyber resiliency, recovery is a little different. It needs to include forensic analysis to 
determine the scope of the corruption, find the best copy of data, perform the data 
recovery and test the recovered data before restoring the services to production. Typical 
RTOs are similar to DR values. However, the amount of data that is corrupted and the 
ability to find the best data to recover can elongate the actual recovery times. 

� Recovery Point Objective (RPO) is the amount of acceptable data loss and defines a key 
recovery objective for business continuity. For HA and DR, replication technologies are 
used to achieve these. It addresses data currency.

For HA, RPO is typically zero. A second copy of data created by synchronously replicating 
the primary data makes that possible. Combined with HyperSwap® capability, this can 
eliminate most disk related outages. If zero data loss is not required, the RPO will match 
the DR RPO. 

In the case of DR, this is typically several seconds. Asynchronous replication can 
generally achieve this. If the RPO is in hours, it is likely because data replication is not in 
place. Without data replication, tape-based backups mean data loss in the 12-24 hour 
range.

For cyber resiliency, the recovery objective has a slightly different meaning. While the 
objective itself is always “minimal data loss”, it is not quantified in the same way. Instead of 
replication technologies, multiple point-in-time copies provide several copies of data to 
pick from. How often copies are taken, how quickly the corruption is detected, and 
potential options for rolling forward or replaying transactions will determine the amount of 
data that cannot be recovered. 

IBM Z and IBM Storage are engineered for resiliency with built in redundancy, error detection, 
and automatic recovery. IBM Z software components have built-in resiliency capabilities and 
options to design your environment to meet your RTO, RPO, and other business 
requirements. These capabilities support both resiliency objectives (sustaining service) and 
recovery objectives (restoring service).

Defining these objectives forces organizations to make explicit trade-offs between cost, 
complexity, and acceptable business risk. This balance between resiliency and recovery 
determines the overall business continuity posture.

The resiliency concepts and architectural approaches described in this publication align with 
widely recognized industry practices for business continuity, service management, and 
enterprise risk management. International standards bodies and frameworks consistently 
emphasize outcome-based resiliency, including business impact analysis, clearly defined 
recovery objectives, controlled degradation during disruptions, and continual improvement 
through testing and verification. These principles apply equally to sustaining service during 

Important: SLA, SLO, RTO, and RPO requirements must be agreed with business 
stakeholders before architecture decisions are made, as they directly determine resiliency 
and recovery design choices.
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disruption and restoring service after disruption, forming the foundation of business 
continuity: resiliency and recovery.

These metrics are used to drive pattern selection and validation (see 2.1.3, “How to use these 
patterns (decision steps)” on page 17 and 2.2.1, “Availability and performance commitments 
(SLA/SLO nuance)” on page 19).

1.5  IBM Z resiliency deployment patterns 

Resiliency deployment patterns provide a practical way to translate business requirements 
into architectural decisions. They describe how business continuity is achieved through two 
complementary behaviors: sustaining service during disruption (resiliency) and restoring 
service after disruption (recovery).

IBM Z environments are uniquely positioned to support these patterns through tightly 
integrated hardware and software capabilities, reducing the need for complex, multi-layered 
resiliency implementations. Different patterns may apply to resiliency and recovery aspects of 
the same workload. Different components in your environment may be, or may need to be, 
more capable than others. Different applications may have different needs. It is very likely that 
your solutions will fit into more than one pattern.

This integration also strengthens recovery by enabling coordinated restoration across 
infrastructure, software, and operational processes.

Unlike distributed approaches that rely on multiple loosely coupled solutions, IBM Z delivers 
an integrated resiliency model across the stack, reducing operational complexity while 
enhancing reliability and performance through tightly coupled data-sharing capabilities.

The IBM Z hardware and software includes extensive built-in and automatic resiliency 
capabilities that, when enabled and operationalized through resiliency deployment patterns, 
significantly reduce both the likelihood and impact of high-risk events. 

The core resiliency deployment patterns include:

� Pattern 1: Reliable base 

This pattern represents the baseline availability behavior that most environments start 
from, relying on platform resiliency and disciplined operations. It emphasizes recovery 
through restart while relying on platform capabilities to sustain service within a single 
system. The architecture of IBM Z platforms has built-in self-detection, error correction, 
and redundancy. It reduces single points of failure to deliver the best reliability of any 
enterprise system in the industry. 

Transparent processor sparing and dynamic memory sparing enable concurrent 
maintenance and seamless scaling without downtime. Business workloads or individual 
components that fail can be restarted in place. The operating system (z/OS) has code 
designed to seamlessly recover from failures and even predict failures before they happen. 
This includes component module level recovery as well as component restart in place 
capabilities.

� Pattern 2: Failover capable 

Building on Pattern 1, this pattern focuses on removing single points of failure (SPOFs) by 
introducing redundant components such as hardware, storage, data copies, and 
environments. It balances limited resiliency within a primary environment with recovery 
capabilities that enable service restoration at an alternate location. At any given time, one 
component is actively providing the service while another remains on standby.
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If a failure occurs, the system detects it and switches (fails over) to the standby 
component. While this restores service, there may be a brief interruption during the 
transition.

� Pattern 3: Fault tolerant 

This pattern extends Pattern 2 by adding true fault tolerance. It prioritizes resiliency by 
sustaining service during failures, while recovery is primarily required for larger-scale or 
site-level events. Instead of relying on a standby component, multiple components operate 
simultaneously (active-active) and share the workload. 

If one component fails, the remaining components automatically absorb the workload with 
no interruption to the business service. Failures are effectively invisible to users because 
there is no need for a failover event.

� Pattern 4: Adaptive continuity 

While there is a natural progression through the first three patterns, adaptive continuity 
introduces capabilities that extend beyond traditional high availability approaches. It 
integrates resiliency and recovery through coordinated, policy-driven operation across 
multiple active environments.

Rather than focusing solely on failover or fault tolerance, Pattern 4 enables dynamic, 
policy-driven operation across multiple active environments, allowing workloads to be 
continuously adjusted in response to changing conditions.

This pattern leverages technologies that provide:

– Dynamic activation and movement of capacity across data centers
– Coordinated storage resiliency across sites
– Automation and orchestration for rapid response and workload redistribution

These capabilities require an architecture and operational processes that are highly 
efficient, integrated, and responsive.

A key objective is to minimize or eliminate both unplanned and planned outage time, 
enabling ongoing operations even during maintenance or site-level events.

Figure 1-2 on page 12 shows how adding capabilities from higher-level patterns enhances 
both resiliency and recovery, reducing the risk and impact of outages. For example, starting 
with a reliable base but adopting the concepts and technologies of the higher-level patterns to 
better deliver the services your business needs.
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Figure 1-2   Patterns of business continuity: resiliency and recovery

The patterns are mapped to specific resiliency behaviors and technology layers (see 2.3, 
“Pattern 1: Reliable base” on page 25 through 2.6, “Pattern 4: Adaptive continuity” on 
page 36)

1.6  Strategy for improving business continuity

Architectural design determines which resiliency outcomes are possible; operational 
discipline determines whether those outcomes are delivered consistently. Together, they 
determine the ability to sustain service during disruption and restore service after disruption. 
Effective resiliency strategies therefore require deliberate alignment between architecture, 
automation, and continuously tested operational processes.

There is no single resiliency solution that fits every organization or workload. A successful 
resiliency program is based on continual improvement and should begin with a holistic 
approach that addresses HA, DR, and cyber resiliency. Business continuity strategies that 
focus only on disaster recovery and site failover are incomplete; outages and data integrity 
events occur in many forms, and each requires a different architectural and operational 
response.

The next step is to clearly understand business needs and priorities and express them in 
business terms. The business needs define both resiliency expectations (service continuity) 
and recovery expectations (service restoration). These requirements include availability 
expectations, performance expectations, regulatory and compliance obligations, contractual 
commitments, and risk tolerance. They should be articulated independently of current 
technology limitations and then translated into measurable service objectives such as SLA, 
SLO, RTO, and RPO. These objectives define the target, or end-state, architecture that the 
resiliency strategy must support.
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With business objectives defined, the current environment should be assessed to identify 
gaps that introduce the risk of service disruption. This assessment must address both the 
ability to sustain service and the ability to restore service. This includes identifying critical 
components and dependencies and performing a BIA or CFIA to uncover SPOFs and 
understand the business impact of component loss or degradation.

To build a resiliency strategy and roadmap, resiliency objectives can be aligned with the 
deployment patterns as follows:

� Reliability aligns with Pattern 1, emphasizing a stable foundation that minimizes 
component failures through platform resiliency, disciplined operations, testing, and change 
management. This emphasizes sustaining service through platform capabilities and 
controlled recovery through restart.

� Survivability aligns with Patterns 2 and 3, focusing on eliminating single points of failure, 
implementing failover and fault-tolerant solutions, and using monitoring and automation to 
detect and respond to anomalies.This emphasizes sustaining service through redundancy, 
failure isolation, and automation, while enabling controlled recovery when required. Latest 
solutions increasingly incorporate machine learning and AI to analyze operational and 
security data, detect anomalies, and support automated response actions. Over time, 
these capabilities can enable more adaptive and predictive resiliency behaviors, 
complementing traditional automation and orchestration approaches. Applications must 
be designed to support these behaviors through techniques such as stateless processing, 
retry logic, and resilience to transient failures.

� Recoverability spans all patterns, encompassing the technologies and processes required 
to restore services and data following any disruptive event, with observability and 
automation playing a critical role. Applications must support recovery through 
mechanisms such as restartability, data consistency handling, and controlled 
reprocessing. This includes supporting both sustained operation under failure and 
predictable recovery when disruption occurs.

The roadmap should reduce risk and business impact incrementally, delivering value at each 
step. Identify milestones that address the most significant gaps first and build momentum 
through measurable improvements. A phased approach, typically three to five phases, with 
detailed planning for the initial phases provides structure while allowing flexibility as 
requirements and technologies evolve. Each phase should improve either resiliency, recovery, 
or both.

Regularly reassess objectives, architecture, and operational readiness to ensure both 
resiliency and recovery remain aligned with business outcomes. Business priorities change, 
new threats emerge, and technology capabilities improve over time. Regularly reassess 
objectives, architecture, and operational readiness, and adjust the strategy and roadmap as 
needed to ensure resilience remains aligned with business outcomes.

Each phase of the roadmap should deliver measurable reductions in risk or improvements in 
service availability, reinforcing business confidence in the resiliency strategy.

Business continuity is achieved only when resiliency and recovery are designed, 
implemented, and validated together.

1.7  Architectural realization of business continuity

This chapter established resiliency and recovery as an equally important pillar, defined the 
key concepts and metrics used to measure it, and introduced deployment patterns for aligning 
resiliency technology capabilities with business outcomes. 
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Business continuity is not achieved through isolated technologies, but through deliberate 
architectural choices that balance resiliency (sustaining service) and recovery (restoring 
service), supported by disciplined operations and continuous improvement.

Chapter 2, “IBM Z deployment patterns: Behavior under disruption” on page 15 builds on this 
foundation by translating these principles into concrete deployment patterns, demonstrating 
how IBM Z environments can be designed to sustain and restore business operations under a 
wide range of disruption scenarios.

Together, these concepts establish a unified approach to business continuity that integrates 
resiliency and recovery as co-equal design and operational considerations.
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Chapter 2. IBM Z deployment patterns: 
Behavior under disruption

IT resiliency is a journey rather than a single architectural choice. As organizations evolve 
their environments, they apply increasingly advanced technologies and operational practices 
to meet business requirements defined in SLA/SLO commitments. Those commitments 
translate into workload-specific objectives for sustaining and restoring service, including RTO 
and RPO targets and performance objectives (response time/throughput) that must be 
maintained during both normal and degraded operating conditions.

In Chapter 1, “Business continuity: A foundation for the intelligent digital business” on page 1 
we focused on business risk, resiliency objectives, and terminology. This chapter focuses on 
architectural behavior during disruption; how IBM Z environments sustain service when 
conditions degrade and restore service when interruption occurs.

Because organizations start from different baselines, we present four IBM Z deployment 
patterns as decision aids rather than as a single set of prescribed architectures. The patterns 
represent a range of service continuity behaviors, including restart-based recovery, 
site-aware failover, fault-tolerant continuity, and adaptive multi-site operation. They show how 
combinations of redundancy, replication, automation, and coordination shape system 
behavior during disruption and determine how effectively service can be sustained and 
restored.

In more advanced implementations, these capabilities can be further enhanced through 
analytics and artificial intelligence (AI), enabling more predictive and adaptive operational 
behavior.

The patterns are not a prescribed progression. Each workload aligns with the model that best 
meets its requirements, and multiple patterns can coexist within the same environment. 
Together, they provide a framework for aligning technology choices with desired business 
continuity outcomes.
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The following topics are covered:

� 2.1, “Deployment pattern overview and alignment” on page 16
� 2.2, “Validating and implementing resiliency decisions” on page 18
� 2.3, “Pattern 1: Reliable base” on page 25
� 2.4, “Pattern 2: Failover capable” on page 28
� 2.5, “Pattern 3: Fault tolerant ” on page 32
� 2.6, “Pattern 4: Adaptive continuity” on page 36
� 2.7, “From patterns to practical application” on page 41

2.1  Deployment pattern overview and alignment

This section introduces deployment patterns in a comparative context and provides guidance 
for aligning them with workload-specific requirements. Each pattern represents a distinct 
availability behavior under disruption, shaped by capabilities across infrastructure, software, 
and management layers. 

Key considerations include recovery model, service interruption, data consistency, 
automation requirements, and performance during degraded operation. Evaluating these 
dimensions helps determine how a design behaves under stress and whether it meets 
defined SLA and SLO commitments.

Because real-world environments are diverse, workloads often require different availability 
behaviors. The patterns therefore provide a framework for mapping requirements to 
architectural choices. In practice, multiple patterns may coexist within the same environment, 
and solutions may incorporate characteristics from more than one pattern depending on 
workload criticality, latency constraints, and operational maturity.

2.1.1  At a glance

The four deployment patterns, each defined by how service is sustained or restored and by 
the capabilities required across the architecture:

� Pattern 1: Reliable base - service is restored through restart within a single system

� Pattern 2: Failover capable - service is restored in an alternate system or site using 
replicated data and redirection

� Pattern 3: Fault tolerant - service is sustained through failure-masking with continued 
execution on remaining capacity

� Pattern 4: Adaptive continuity - service is sustained across multiple active sites through 
policy-driven routing and orchestration

The deployment patterns represent an evolutionary progression, where each pattern builds 
on the capabilities of the previous one to deliver increased resiliency and reduced recovery 
impact.
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2.1.2  Purpose and scope

The set of IBM Z resiliency deployment patterns describe how workloads behave when 
infrastructure, software, or site-level disruptions occur. The patterns provide a structured way 
to classify availability behavior across IBM Z environments and to relate that behavior to 
required capabilities in infrastructure, software (such as operating system, middleware, 
applications), and management layers across the stack.

The deployment patterns focus exclusively on availability under trusted operating conditions. 
They do not address specialized resiliency requirements, such as cyber recovery scenarios 
where data integrity or environmental trust cannot be assumed; these are discussed 
separately in 2.2.4, “Data integrity and safe operations” on page 21.

In practice, workloads often align with aspects of multiple patterns; the goal is to understand 
which pattern characteristics most closely match the required outcomes.

This comparative view provides the foundation for the decision steps described in the 
following sections.

2.1.3  How to use these patterns (decision steps)

The deployment patterns provide a framework for evaluating how architectural choices align 
with workload-specific availability and performance objectives. Applying the patterns involves 
translating business requirements into measurable targets and assessing which architectural 
behavior best satisfies those targets.

The following decision steps can guide this process, starting with the definition of service 
commitments and progressing through target derivation, pattern evaluation, and validation to 
ensure that the selected approach delivers the expected outcomes under both normal and 
disruption conditions:

� Begin with the defined SLA and SLO commitments, including both availability and 
response-time requirements. These commitments establish the conditions that must be 
met under normal operation as well as during disruption and recovery scenarios.

� Translate these commitments into workload-specific RTO and RPO targets, along with 
acceptable performance characteristics under degraded conditions. This includes 
identifying how much service interruption, data loss, and response-time degradation can 
be tolerated during disruptions and recovery actions.

� With these targets established, evaluate the deployment patterns based on how they 
behave under disruptions. Key considerations include the recovery model, the level of 
interruption, data consistency characteristics, automation and orchestration requirements, 
and performance under reduced capacity or cross-site operation. The objective is to 
determine which pattern, or combination of patterns, most closely aligns with the defined 
requirements within operational and economic constraints.

� Finally, validate the selected approach through testing. Measured outcomes, including 
achieved RTO, RPO, and response-time behavior during representative events, must 
confirm that the architecture performs as expected under both normal and degraded 
conditions. Validation ensures that architectural assumptions translate into reliable, 
observable behavior in production environments.

Note: All pattern decisions assume operation in a trusted-data state; data integrity 
concerns require a complementary cyber resiliency solution like IBM Z Cyber Vault. 
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Pattern selection is driven by service-level objectives (see 1.4, “Business continuity 
objectives: resiliency and recovery” on page 7).

2.1.4  Decision inputs and common trade-offs

There are sets of input that will drive the decisions that get made. Some examples include but 
are not limited to: 

� SLA/SLO commitments (availability and response time) 
� Workload criticality
� Target RTO/RPO
� Data consistency/integrity constraints
� Disruption scenarios to tolerate (member, storage, site)
� Operational maturity (automation, testing, on-call readiness)

In addition to the business and technology requirements you will use as input to the process, 
there will be common trade-offs to evaluate: 

� Lower RTO/RPO generally requires more redundancy, faster detection/orchestration, and 
more automation

� Tighter RPO at distance can introduce latency/bandwidth constraints 

� Masking failures can preserve availability but still degrade response time if capacity 
headroom is insufficient

� Multi-site active designs increase dependency chains1 and governance requirements

The following section expands on the considerations required to validate if your pattern 
alignment meets operational and business requirements.

2.2  Validating and implementing resiliency decisions

A deployment pattern establishes the architectural approach to meeting availability, recovery, 
and performance objectives. After aligning workloads to a deployment pattern, selecting an 
architectural approach alone is not sufficient. The chosen approach must be validated against 
SLA and SLO commitments and supported by the appropriate capabilities across 
infrastructure, software, and management layers.

Testing is the primary mechanism used to validate that architectural assumptions and design 
choices meet required outcomes.

This section provides the supporting detail required to confirm that a deployment pattern will 
behave as expected under both normal and disruption conditions. It expands on key 
considerations such as performance and availability commitments, testing methodologies, 
and the trade-offs associated with different resiliency mechanisms. It also introduces 
important boundaries, including the role of data integrity and the distinction between 
availability, disaster recovery, and cyber resiliency.

Best practice: Always test at scale with production-like workloads prior to full 
deployment to ensure RTO/RPO targets can be met (see 2.2.2, “Testing SLA/SLO 
compliance ” on page 19). 

1  A dependency chain answers the question: “What has to be working (and in what order) before this service can 
run?” 
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Together, these topics help ensure that architectural decisions are not only theoretically 
sound, but also operationally verifiable and sustainable in production environments.

2.2.1  Availability and performance commitments (SLA/SLO nuance)

SLA/SLO compliance is not limited to whether a service is up. Many SLAs/SLOs also include 
response-time (latency) and throughput commitments. Infrastructure disruptions or 
impairments can reduce capacity, increase contention, add routing overhead, or introduce 
replication latency, degrading response time even when the workload remains available.

As you evaluate patterns, consider not only recovery time (RTO) and recovery point (RPO) 
objectives, but also the ability to sustain required response times during member loss, site 
impairment, and recovery actions. This capability (CPU, memory, and I/O bandwidth), 
depends on matching capacity headroom to the workload’s SLO requirements and expected 
degradation behavior.

2.2.2  Testing SLA/SLO compliance 

Testing for SLA/SLO compliance means validating that the service meets its availability and 
performance commitments under the operating conditions the business cares about, such as

� RTO (time to restore or sustain service) 

� RPO (maximum acceptable data loss or data staleness)

� Response time/throughput behavior during both normal operation and degraded operation 
(for example, member/component loss, reduced capacity, cross-site routing, or recovery 
catch-up).

The testing process typically includes the following:

� What to measure to validate outcomes:

– Service availability: user-visible outage duration, error rates, and whether the service 
remained reachable (interruption vs degradation).

– RTO: elapsed time from event start/detection to service restored (or to stable state 
within SLO limits).

– RPO: measured data loss/data staleness at the recovery point (for example, replication 
lag, last consistent point, or last committed transaction available after recovery).

– Performance SLOs: P95/P992 response time, throughput, and queue depth/latency 
during steady state, during the event, and during reintegration/catch-up.

– Baseline: capture normal-state metrics (availability, P95/P99 latency, throughput, 
replication lag, capacity utilization) at representative load.

� Define the event and the criteria used to evaluate compliance: specify the scenario 
(planned maintenance, disk failure, member loss, site loss, network partition) and the 
thresholds that constitute compliance (RTO/RPO plus performance limits).

� Execute the scenario: trigger the event in a controlled manner and record timestamps for 
detection, automation actions, service impact start/end, and steady-state recovery.

� Measure and evaluate outcomes: compute achieved RTO and RPO; verify data 
consistency at the target; quantify response-time/throughput degradation and how long it 
persists.

2  Statistical terms for performance metrics representing 95th/99th percentile.
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� Repeat under stress and with layered failures (for example, member loss plus peak load) 
to validate performance SLO behavior under compound failures.

� Document and remediate: capture evidence, refine automation/runbooks/policies, and 
repeat until outcomes are consistently within targets.

� Pattern-specific testing emphasis:

– Pattern 1: focus on restart time variability, operator steps, post-restart backlog, and 
whether peak response-time SLOs are met during recovery surge.

– Pattern 2: focus on detection and orchestration timing, client redirection convergence, 
replication consistency and lag (RPO), and performance while operating on 
recovery-site capacity.

– Pattern 3: focus on whether failures are truly masked (no outage) and whether 
response-time SLOs remain acceptable during member loss, drain/reintegrate, and 
contention spikes.

– Pattern 4: focus on routing/policy behavior under impairment, integrity gates (when 
routing/replication must pause), end-to-end replication latency/backlog, and sustained 
response-time under cross-site routing and reduced capacity.

� Evidence to capture: timeline with timestamps, monitoring screenshots/exports (latency 
percentiles, throughput, error rates), replication-lag measurements, automation logs (what 
executed and when), and validation results showing the recovered dataset is consistent 
with the expected recovery point.

2.2.3  High availability, disaster recovery, and cyber resiliency

Building on the definitions introduced in 1.3, “Business continuity concepts” on page 4, 
availability outcomes differ based on whether an architecture is designed to mask failures, 
recover from disruption, or restore trusted state. HA and DR primarily focus on 
infrastructure-level and site-level events. Cyber resiliency, on the other hand, addresses data 
corruption events, where data integrity cannot be assumed.

The outcomes differ as follows:

� HA determines whether service interruption is visible to users during common component 
failures.

� DR determines where and how quickly service is restored following a system-level or 
site-level disruption.

� Cyber resiliency ensures that recovery actions are based on validated, trustworthy data 
when integrity may be compromised.

Unlike availability and disaster recovery mechanisms, which assume trusted data, cyber 
resiliency governs scenarios where that assumption no longer holds. As a result, data 
integrity must be treated as a distinct architectural consideration that complements, rather 
than replaces, availability and disaster recovery objectives. 

These distinctions are critical when validating whether an architectural approach can safely 
meet resiliency objectives under different disruptions.

The deployment patterns assume trusted data, this is an important boundary.
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2.2.4  Data integrity and safe operations

When validating resiliency architectures, data integrity defines the boundary of safe 
operation.

Meeting resiliency objectives requires more than aligning with a deployment pattern; it 
requires choosing the correct operational response under stress, such as deciding when to 
recover and when to restore. Recovery and restore address different disruption conditions 
and require different remedies:

� Recovery is the broader process of re-establishing service after disruptions when 
conditions and data are trusted. Recovery actions include restart, failover, reroute, and 
relocation.

� Restore is an action that focuses on data and state when data integrity or environmental 
trust is lost. Restore actions include isolate, validate, and restore from a known-good 
point.

Data integrity is the critical boundary that determines which approach is safe. Infrastructure or 
component failures generally permit recovery actions. However, logical data corruption can 
reapply a bad state after a restart, and replication and automation can accelerate the spread 
of corruption, especially when shared resources create a larger blast radius.

The deployment patterns assume data integrity to focus on the core design and availability 
objectives. They do not provide data integrity assurance. When strong data integrity 
guarantees are required, such as protection from ransomware, corruption, or targeted data 
tampering, complementary capabilities must be introduced.

Architectural implications (RTO/RPO):

� Restore and recovery must be treated as architecturally distinct concerns.

� Replication and automation improve RTO/RPO only when data integrity is assured; 
without validation, they can accelerate the spread of a bad state.

When data integrity is in doubt, restore takes precedence over recovery, even if short-term 
availability is reduced.

Component failures typically allow services to resume once the failed or redundant 
component is available. In contrast, widespread disruptions involving logical data corruption 
require different behavior: restarts can reintroduce corruption, and fast replication or failover 
can amplify the impact.

To address logical data corruption, IBM Z Cyber Vault provides an out-of-band, air-gapped 
IBM Z environment that holds protected point-in-time data copies. These copies can be 
analyzed and validated to ensure data integrity before initiating recovery actions on 
production systems.

IBM Z Cyber Vault (with IBM GDPS LCP) is designed for corruption scenarios such as 
ransomware attacks and targeted destructive data breaches. It complements, rather than 
replaces, existing IBM Z resiliency and recovery capabilities, and supports HA and DR 
architectures across all deployment patterns.

Recovery from a data corruption event can typically be achieved within hours and with 
minimal data loss, depending on the extent of the corruption and the overall solution design. 
For detailed architecture and implementation guidance, refer to Getting Started with IBM Z 
Cyber Vault.
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2.2.5  Technology layers and availability behavior

Validating a deployment pattern requires evaluating how capabilities across technology layers 
contribute to availability and performance outcomes. Resiliency behavior arises from the 
interaction of multiple technology layers. To meet SLA/SLO commitments, each layer must 
contribute specific capabilities that support availability and performance under disruption. All 
deployment patterns touch every layer; however, the essential capabilities required within 
each layer, and the resulting RTO/RPO and response-time outcomes vary by pattern.

For example, infrastructure redundancy and capacity headroom influence whether a workload 
can continue to meet response-time SLOs after a component failure; replication and data 
services determine achievable RPO and can add latency; middleware clustering and restart 
semantics determine whether recovery is restart-based or failure-masked; and 
management/automation determines how quickly detection, orchestration, routing, and 
reintegration occur (often the dominant factor in RTO). The patterns highlight these 
cause-and-effect relationships, enabling you to evaluate whether required capabilities across 
each layer are sufficient to meet workload objectives.

For each deployment pattern, the basic question is not whether a specific technology layer is 
present, but rather which layer capabilities are required to meet the workload’s SLA and SLO 
commitments, more specifically RTO, RPO, with acceptable performance during degraded 
operation. 

The technology layer perspective provides a basis for evaluating each resiliency deployment 
pattern. Figure 2-1 shows by adding resiliency capabilities like in the higher level patterns, the 
business risk and impact of outages can be lowered. 

Figure 2-1   Patterns of Resiliency 

The technology layers include all hardware, software, and operational capabilities available to 
the IBM Z stack. Resiliency is built, enabled, coordinated, engineered, and ultimately 
orchestrated (see Table 2-1 on page 23).
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Table 2-1   Relationship of technology layers to deployment patterns

2.2.6  Performance degradations and accelerated recovery

Modern enterprise systems must demonstrate resilience not only during steady-state 
operation, but also under conditions of reduced resources and constrained headroom, such 
as workload surges, disruptions, or recovery actions. The ability to sustain acceptable 

Technology layer Component examples Essential capabilities by pattern

Infrastructure 
(Chapter 3, 
“Infrastructure layer: 
Building resiliency” on 
page 43)

Compute, storage, network, 
virtualization

Pattern 1: Single-system resilient 
infrastructure

Pattern 2: Multi-system or multi-site 
infrastructure

Pattern 3: Fault-isolated redundant 
infrastructure

Pattern 4: Active multi-site resources with 
dynamic coordination and routing.

Operating system 
(Chapter 4, “Operating 
system layer: Enabling 
resiliency” on page 81)

z/OS capabilities Pattern 1: Restart-based recovery

Pattern 2: Alternate system restart

Pattern 3: Coordinated concurrent 
execution

Pattern 4: Coordinated execution across 
processing environments

Middleware 
(Chapter 5, 
“Middleware layer: 
Coordinating 
resiliency” on 
page 107)

Db2, IMS/DB, IBM MQ, 
CICS, IMS/TM, WebSphere

Pattern 1: Local restart semantics

Pattern 2: Restart using replicated data

Pattern 3: Shared-data continuity

Pattern 4: Coordinated workload aware 
recovery

Application 
(Chapter 6, 
“Application layer: 
Engineering resiliency” 
on page 133)

Custom and packaged 
workloads

Pattern 1: Restart-tolerant 

Pattern 2: Component or site-restartable

Pattern 3: Failure-transparent execution

Pattern 4: Coordinated workload aware 
recovery

Management 
(Chapter 7, 
“Management layer: 
Orchestrating 
resiliency” on 
page 149)

Automation, monitoring, 
replication

Pattern 1: Restart automation 

Pattern 2: Failover orchestration

Pattern 3: Failure-aware and masking 
coordination

Pattern 4: Policy-driven adaptive 
orchestration

Tip: Take advantage of the resiliency capabilities offered within the technology layers, 
many are built into the components and can be enabled or configured at no extra cost.
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performance while rapidly restoring full service is critical for meeting SLAs/SLOs and 
minimizing business impact.

IBM Z provides a set of capacity offerings and capabilities that address performance 
resilience across operational phases, including: IBM Z Flexible Capacity models, IBM Z 
Capacity on Demand (CoD), and IBM Z System Recovery Boost (SRB). Together, they 
provide a layered and complementary approach to performance resilience:

� Baseline optimization: 

– Tailored Fit Pricing for IBM Z Hardware (TFP HW) is a usage-based hardware capacity 
model that charges based on actual usage rather than permanently active capacity. 
TFP HW ensures each system can handle unexpected local demand spikes, while 
mitigating performance degradation during unexpected peaks. 

� Before or during stress: 

– On/Off Capacity on Demand (On/Off CoD) provides temporary, additional capacity to 
handle anticipated workload increases, such as month-end peaks, seasonal demand 
(for example, Black Friday or year-end processing), or other planned surges in 
utilization. It can also be used dynamically in conjunction with Capacity Provisioning 
Manager (CPM), which monitors system utilization and can activate additional capacity 
when predefined thresholds are reached.

On/Off CoD supplements the baseline capacity protected by TFP hardware, enabling 
the system to accommodate increased demand without degrading performance or 
impacting service levels. TFP HW ensures protected capacity remains available, while 
On/Off CoD adds incremental capacity when required.

– Flexible Capacity enables capacity to be reassigned or moved across systems to 
support disaster recovery, compliance, and operational requirements. It provides 
flexibility in how capacity is distributed and utilized across environments, particularly 
where workload placement or recovery scenarios require dynamic adjustment.

� After disruption: 

– SRB accelerates recovery, shortens downtime impact, and enables faster return to 
steady-state operation.

This integrated approach ensures that systems are not only capable of sustaining acceptable 
performance under adverse conditions but are also able to recover rapidly and efficiently. 
Such capabilities are essential for modern enterprise environments, where both continuous 
availability and rapid recovery are critical to meeting business and operational requirements.

Refer to Appendix B, “Sustaining acceptable performance” on page 203 for more information 
about Flexible Capacity, Capacity on Demand, and System Recovery Boost.

Performance behavior under failure conditions depends on infrastructure capacity (see 3.4, 
“Capacity functions” on page 52).

Best practice: If Flexible Capacity, Capacity on Demand, or System Recovery Boost are 
part of your design, validate them under realistic conditions. Test during workload surges, 
failover, and recovery to ensure capacity activates as expected and SLOs will be 
maintained.
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2.2.7  Assumptions underlying availability and resiliency

Availability mechanisms operate safely only when data integrity is trusted. Building on that 
foundation, improving resiliency requires identifying and eliminating SPOFs across all 
technology layers. A SPOF is any component whose disruption can cause a partial or 
complete outage. Eliminating them helps shift a system from failure-prone to failure-tolerant.

By assuming components will fail, eliminating single points of failure (SPOFs), and combining 
redundancy with automation, you can minimize downtime, speed recovery, and ensure 
systems degrade gracefully rather than catastrophically.

The resiliency deployment patterns in the subsequent sections assume:

� The operational environment is logically correct and trustworthy
� Disruptions are unintentional (hardware, software, or environmental)
� Data integrity is preserved unless explicitly stated otherwise
� Availability mechanisms are safe to apply

These assumptions define the conditions under which resiliency mechanisms can be safely 
applied and therefore must be validated as part of the overall architecture.

With validation and decision criteria established, the following patterns illustrate how these 
concepts translate into concrete architectural behavior, starting with the most foundational 
model.

2.3  Pattern 1: Reliable base

Pattern 1 defines the foundational availability architecture for IBM Z environments. It 
represents the baseline balance between sustaining and restoring service.

This pattern is restart-driven and single-site (or single-system), relying on platform resiliency 
and disciplined operations to restore service following an interruption. This pattern 
establishes the baseline from which higher availability and disaster recovery capabilities are 
incrementally added in subsequent patterns.

2.3.1  Architectural intent

The primary architectural goal of Pattern 1 is predictable recovery. Service interruption is 
assumed to be acceptable, if recovery is reliable, repeatable, and operationally manageable. 
This pattern addresses component-level failures within a single site but does not mitigate 
site-level outages.

By constraining recovery to restart within one location, Pattern 1 minimizes architectural 
complexity while leveraging inherent IBM Z platform resilience. The result is a clear and 
well-understood availability model suitable for workloads with moderate availability 
requirements.

Pattern 1 relies on local restarts, restoring service by rebooting the original system’s software 
and hardware at the same site. Any necessary repairs or fixes must be completed before this 
recovery process can begin.

These recovery objectives follow from this design: RTO is typically measured in hours or 
longer, driven by detection time, restart duration, and operational intervention; RPO is 
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commonly measured in hours or days when recovery depends on backup and restore rather 
than continuous data replication.

2.3.2  Core capabilities

Pattern 1 is implemented on a single IBM Z system, operating either as a monoplex or as a 
Sysplex (multiple logical partitions with shared resources). Built-in IBM Z Reliability, 
Availability, and Serviceability (RAS) capabilities detect, isolate, and fence failing components 
so that unaffected resources can be restarted and brought back into service.

Recovery depends on clean restart semantics across the operating system, middleware, and 
applications. Basic automation commonly assists with failure detection and restart 
sequencing, but recovery remains operationally driven. The architecture assumes preserved 
data integrity; validation and remediation are typically outside the availability workflow. 

2.3.3  Layer requirements (minimum)

The minimum capabilities include:

� Infrastructure: Resilient hardware and redundant power and I/O (network and storage 
connectivity)

� Operating system: Restart and recovery services

� Middleware: Clean restart semantics 

� Applications: Tolerant of interruption and restart

� Management: Basic monitoring and restart automation 

With each new IBM Z hardware and software release, quality and availability continue to 
improve, further strengthening the baseline established by this pattern.

2.3.4  Availability behavior

When a disruption occurs, workloads are interrupted until restart completes. No workload 
relocation or client redirection is performed. Recovery time is therefore a direct function of 
restart efficiency and operational execution. IBM Z System Recovery Boost is an IBM Z 
capability that can help speed up the restart process by providing additional short-term 
capacity during that restart.

Performance risk is concentrated after service restoration. Transaction backlogs, cache 
warm-up, and connection re-establishment can temporarily affect response times, making 
automation discipline and capacity headroom critical.

2.3.5  Use case walkthroughs

This section illustrates how Pattern 1 behaves under both planned and unplanned event 
scenarios, emphasizing operational flow and architectural outcomes rather than procedural 
checklists.

Planned event: architectural walkthrough
Planned events in Pattern 1 are treated as controlled interruption events. The architectural 
objective is to ensure that shutdown and restart occur in an orderly and predictable manner, 
minimizing outage duration and reducing the risk of secondary recovery issues.
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A planned event begins with deliberate quiescence of production workloads. In-flight work is 
allowed to complete so that data consistency is preserved, and the environment enters a 
known, stable state. This step establishes the foundation for reliable restart.

Maintenance activities such as operating system updates or middleware upgrades are 
applied to inactive components and activated through restart. This approach avoids partial 
updates to live systems and simplifies rollback if issues arise.

Following maintenance, the system is restarted within the same site. The operating system is 
initialized first, followed by middleware and applications in their dependency order, often 
enforced by automation. Service is considered restored once processing stabilizes, 
recognizing that transient performance degradation may occur during post-restart warm-up.

Unplanned event: architectural walkthrough
Unplanned events represent abrupt loss of service due to hardware failures, software defects, 
or localized environmental events. In Pattern 1, the system architecture does not attempt to 
mask such interruptions; instead, it focuses on reliable recovery through restart.

Recovery begins with failure detection, which may be triggered by platform error reporting, 
operating system checks, or monitoring tools. IBM Z RAS capabilities frequently isolate failing 
components automatically, reducing the blast radius of certain events.

When restart is required, operational procedures are initiated to reestablish a recoverable 
system state. The operating system, middleware, and applications are restarted on the same 
system using locally available data. If data integrity is in doubt, validation or restore activities 
may extend the outage.

After restart, service resumes, but performance risk remains until backlogs are processed 
and caches are rebuilt. Recovery is complete once the system returns to a stable operating 
state and meets service objectives.

2.3.6  Architectural limits and risks

Pattern 1 is intentionally bounded. It provides no protection against site-level disruptions and 
relies on restart and restore for recovery. Data remains a key exposure, and both RTO and 
RPO typically exceed those achievable with multi-site architectures.

For a single site, the primary disaster recovery (DR) strategy relies on offsite stored data and 
a contracted recovery site (cold/warm). Key recovery options involve restoring data from 
virtual or physical tape to rented IBM Z capacity or enhancing the current strategy with data 
replication to virtual tape at a cloud-based site. 

Key tradeoffs
� For environments relying solely on daily tape backup, RPO typically ranges from 12–24 

hours.

� RPO is determined by the last successfully exported tape, potentially leaving you with 
significant data loss if backups are infrequent.

� Regularly test the restoration of your tapes to a third-party site to ensure data integrity

2.3.7  When Pattern 1 is the right architectural choice

Pattern 1 is appropriate when business requirements allow service interruption measured in 
hours, or days when data-loss tolerance aligns with backup practices, and when architectural 
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simplicity is desired. As requirements evolve to include site-level survivability or tighter 
recovery objectives, progression to higher patterns becomes necessary.

2.3.8  Resiliency optimization and next steps

Taking advantage of the IBM Z hardware and software recovery capabilities applicable to this 
pattern, you can further enhance the overall availability of your environment. These 
capabilities are described in detail in the chapters covering the respective technology layers.

Optimizing Pattern 1 focuses on improving reliability and reducing the time and manual effort 
required to recover.

Gains:
� More predictable and faster local recovery through improved automation and tested 

runbooks

� Reduced planned-outage duration through disciplined maintenance practices

� Improved ability to sustain response-time SLOs during disruptions through capacity 
headroom and tuning

Trade-offs:
� System-level events still cause full-service interruption

� RTO remains restart-driven and typically longer than multi-system and multi-site 
approaches

� RPO may remain backup/restore-driven if replication is not added

� Resilience depends heavily on operational execution quality

Transition context: 
Pattern 1 provides a reliable single-site baseline. When business requirements include 
surviving site-level disruptions, the next step is to add a recovery system and site with data 
replication and orchestration so that service can be restarted elsewhere. This transition 
introduces cross-site dependencies and new performance considerations, but it significantly 
improves protection against site loss.

2.4  Pattern 2: Failover capable

Pattern 2 extends the Reliable Base architecture by adding a secondary system or site to 
support restart-based recovery to stand-by redundant components. It balances sustaining 
service through redundancy within a primary environment with restoring service at an 
alternate location.

The architectural goal is to survive system- or site-level disruptions by restarting workloads on 
redundant components within the primary location or at an alternate location using replicated 
data. The system failover is combined with automated orchestration and client redirection.

This pattern introduces site awareness and cross-site dependencies but retains restart as the 
primary recovery mechanism. As a result, service interruption still occurs but exposure to 
system or site loss is significantly reduced, and achievable RTO and RPO targets are 
substantially improved. 
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2.4.1  Pattern comparison: Pattern 1 versus Pattern 2

Pattern 1 and Pattern 2 differ fundamentally in architectural intent. Pattern 1 restores service 
through controlled restart within a single site, prioritizing simplicity and operational clarity. 
Pattern 2 introduces more redundancy and coordinated recovery within the primary site 
increasing availability and having a functional DR site (redundant components in a different 
location), enabling survivability and tighter recovery objectives at the cost of increased 
architectural and operational complexity.

2.4.2  Architectural intent

The primary architectural intent of Pattern 2 is survivability, not continuous availability. The 
business objective is to restore service following a system or site outage, including full site 
loss, by taking over processing at a designated recovery location.

Pattern 2 applies to both:

� Disaster recovery (DR) scenarios, where a primary site is lost or unavailable, and

� Local high availability enhancements, where redundancy exists but workload components 
are still restarted rather than running concurrently.

From an availability perspective, Pattern 2 accepts interruption as part of recovery but focuses 
on reducing the duration and scope of that interruption through automation, orchestration, 
and replicated data. Compared to Pattern 1, recovery is no longer constrained to a single 
location, and the architecture explicitly plans for loss of a system or site.

Typical recovery objectives follow from this design:

� RTO is commonly minutes to hours, driven by detection time, orchestration efficiency, 
restart duration, and client redirection.

� RPO is determined by the replication technology and mode. Synchronous replication can 
target near-zero RPO at metro distances, while asynchronous replication typically results 
in RPO measured in seconds to minutes or more, depending on workload and network 
characteristics.

2.4.3  Core capabilities

Pattern 2 requires at least two systems or sites with defined roles (primary and recovery) and 
the ability to restart workloads at the recovery location using replicated data.

Key enabling capabilities include:

� Data replication, implemented using IBM Storage copy services (for example, Metro Mirror 
or Global Mirror), sized and configured to meet RPO and consistency requirements.

� Orchestrated failover and planned switch procedures typically implemented using GDPS, 
IBM Copy Services Manager, or storage-based automation.

� Site-aware restart semantics across z/OS, middleware, and applications, enabling 
workloads to be restarted on alternate systems without manual reconstruction.

� Automation and monitoring to detect failures, initiate the correct runbooks, coordinate 
replication state, and manage recovery sequencing.

� Optional disk-level protection, such as z/OS HyperSwap, to mitigate disk failures and 
reduce unnecessary site-level failovers.
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2.4.4  Layer requirements (minimum)

The minimum capabilities by technology layer include:

� Infrastructure: Multi-system or multi-site topology with sufficient recovery-site capacity
� Operating system: Alternate-system and alternate-site restart support
� Middleware: Restart using replicated data sets and logs
� Applications: Portable execution context; site-restartable design
� Management: Detection, orchestration, replication control, and client redirection

As with Pattern 1, the presence of a technology layer is not sufficient by itself, the required 
capabilities must be implemented and integrated to achieve the desired RTO, RPO, and 
performance outcomes.

2.4.5  Availability behavior

In Pattern 2, service is restored through a restart-and-redirect sequence where capacity is 
available for workload relocation.

When a system or site becomes unavailable:

1. The disruption is detected through monitoring and automation.
2. Replication is frozen or reversed as required to establish a consistent recovery point.
3. Workloads are restarted at the recovery site using replicated data.
4. Client access is redirected to the recovery location.

Planned events (such as site maintenance, hardware upgrades, or testing), use the same 
mechanism, executed in a controlled and orderly sequence.

Although outages are typically shorter than in Pattern 1, service interruption is unavoidable 
because workloads must be restarted and client connections must reconverge.

2.4.6  Use case walkthroughs

This section illustrates typical Pattern 2 behavior under planned and unplanned site-affecting 
events.

Planned event: architectural walkthrough
Planned events in Pattern 2 are often used to reduce operational risk by switching service 
away from a given component, such as before maintenance.

For site-wide maintenance, a planned site switch begins with controlled workload quiescence 
at the primary site to preserve data consistency. Replication status is verified to ensure the 
recovery site holds a consistent copy of the data. Workloads are then stopped at the primary 
location and restarted at the recovery site in their defined dependency order.

Once workloads are active, client access is redirected to the recovery site. Service is 
considered restored after workloads stabilize, recognizing that response time may temporarily 
degrade while running on recovery-site capacity and while client connections converge.

Unplanned event: architectural walkthrough
Unplanned events include system disruptions, storage disruptions, site power or network loss, 
or environmental disruptions.
30 Business Continuity on IBM Z



Draft Document for Review July 30, 2026 10:39 am 8446ch02.fm
Recovery begins with automated detection, followed by invocation of the failover workflow. 
Replication is managed to establish a consistent recovery point, and workloads are restarted 
at the recovery site using emergency restart semantics where appropriate. Client access is 
redirected after applications become available.

Service resumes once restart and redirection complete. Performance risk remains during the 
post-restart period due to reduced capacity, increased distance to dependencies, and 
replication catch-up activity.

2.4.7  Architectural limits and risks

Pattern 2 significantly improves resiliency relative to a single-site architecture, but it remains 
restart-driven and interruption-based.

Key limits and risks include:

� Non-zero RTO: Interruptions still occur during restart and redirection.

� Recovery-site performance exposure: Response-time SLOs may be at risk if 
recovery-site capacity headroom is insufficient.

� Replication trade-offs: Synchronous replication can introduce latency; asynchronous 
replication introduces RPO exposure.

� Operational complexity: Failover and especially failback require orchestration, testing, 
and disciplined execution.

Pattern 2 addresses site loss but does not eliminate outages caused by common component 
failures.

2.4.8  When Pattern 2 is the right architectural choice

Pattern 2 is appropriate when:

� Business requirements mandate survival of system or site loss.
� Brief service interruption during takeover is acceptable.
� RTO and RPO targets are tighter than what single-site restart can deliver.
� Workloads can be restarted elsewhere without requiring multi-site data sharing.

This pattern is often the first step beyond basic disaster recovery toward more sophisticated 
availability designs.

2.4.9  Resiliency optimization and next steps

Optimizing Pattern 2 focuses on:

� Reducing detection and orchestration time
� Tightening replication behavior to required RPO
� Ensuring acceptable response time while operating on recovery-site capacity
� Regularly testing both failover and failback procedures with production-like workloads 

Gains:
� Protection against site-level outages
� Improved and more predictable RTO/RPO
� Reduced reliance on manual recovery actions
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Trade-offs:
� Service interruption is still inherent
� Performance degradation is possible after takeover
� Cross-site dependencies increase operational discipline requirements

Transition context: 
Pattern 2 restores service by restarting workloads elsewhere. To reduce or eliminate 
interruptions for common failures, the next step is to shift from restart-based recovery to 
failure-masking through concurrent execution, which is the defining characteristic of Pattern 3: 
Fault-tolerant continuity.

This pattern relies on replication and multi-system coordination (see 3.11, “GDPS (multi-site 
orchestration)” on page 70 and 4.7, “Transparent failure handling: Masking infrastructure 
disruptions” on page 95).”

2.5  Pattern 3: Fault tolerant 

Pattern 3 represents a fundamental architectural shift from restart-based recovery to 
failure-masking through concurrent execution. Recovery is primarily required for larger-scale 
or site-level disruptions.

Instead of restoring service after a disruption, the architecture is designed to continue service 
while disruptions occur, masking their impact from users and workloads wherever possible.

This pattern is the entry point into true high availability (HA) for IBM Z workloads. Common 
component or member failures do not require restart or client redirection; workloads continue 
processing on surviving capacity through coordinated software behavior and shared data 
structures.

2.5.1  Pattern comparison: Pattern 2 versus Pattern 3

Pattern 2 (Failover capable) and Pattern 3 (Fault tolerant) often appear similar because both 
use multi-system infrastructure and often coexist within Parallel Sysplex environments. 
However, they differ fundamentally in architectural intent, failure-handling model, and user 
experience.

The key distinction is that Pattern 2 restores service after a disruptive event, whereas 
Pattern 3 sustains service through many disruptions without restart. This transition represents 
the architectural threshold between restart-based recovery (primarily disaster 
recovery–oriented) and true high availability (HA) through failure-masking.

2.5.2   Architectural intent

The primary architectural goal of Pattern 3 is continuous service for common failures. Unlike 
Patterns 1 and 2, where interruption is an accepted part of recovery, Pattern 3 explicitly 
assumes that components will fail and designs the system to tolerate those disruptions 
without user-visible outage.

Pattern 3 achieves this by:

� Running workloads concurrently on multiple systems or members

� Coordinating shared state and data access
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� Isolating failed components while continuing processing elsewhere

� Shifting the dominant availability risk from interruption duration (as with Patterns 1 and 2) 
to performance degradation under reduced capacity

Typical recovery objectives follow from this design:

� RTO: For common system or member failures, effectively zero from a user perspective; 
recovery actions occur while service continues.

� RPO: Typically zero within the coordinated domain due to synchronous shared-data 
consistency. Site-level RPO depends on the paired disaster recovery mechanism.

Pattern 3 does not eliminate the need for site-level disaster recovery. Instead, it is commonly 
paired with a Pattern 2-style DR architecture to address full site loss.

2.5.3   Core capabilities

Pattern 3 requires the ability to execute workloads concurrently across multiple systems with 
strong coordination and fault isolation.

Key enabling capabilities include:

� Concurrent execution across multiple systems, typically within a Parallel Sysplex

� Shared-state and shared-data services (for example, Db2, IMS, or MQ data sharing with 
sysplex members), with strict consistency guarantees

� Redundant and fault-isolated infrastructure components, including networking, coupling 
facilities, and storage paths

� High-maturity automation to detect failures, remove affected members from routing, 
rebalance workloads, and reintegrate resources after repair

� Paired with storage-level protection, commonly GDPS Metro with synchronous replication 
and z/OS HyperSwap, it addresses storage failures

Pattern 3 applies primarily to sysplex-aware middleware such as Db2 data sharing, IMS, MQ 
shared queue, and CICSplex-managed CICS regions.

2.5.4  Layer requirements (minimum)

The minimum capabilities by technology layer include:

� Infrastructure: Fault-isolated redundancy across systems, coupling facilities, storage, 
and networks

� Operating system: Coordinated concurrent execution and multisystem services

� Middleware: Shared-state or shared-data continuity with transparent failover semantics

� Applications: Failure-transparent execution with no single-member affinity

� Management: Automation for failure detection, isolation, drain, rebalance, and 
reintegration

As with earlier patterns, the effectiveness of Pattern 3 depends on integrated capability 
across all layers rather than the presence of individual components.

2.5.5   Availability behavior

In Pattern 3, restart is minimized or isolated, and is no longer user-visible for most workloads.
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When a system, component, or software instance fails, the following happens:

� The failing element is automatically isolated
� In-flight work is recovered or completed by surviving members3

� New work is routed to remaining capacity. 
� Service continues without application restart

Because workloads keep running, most disruptions are masked from users. However, 
capacity is reduced while the failed component is offline, and response times may increase if 
remaining members lack sufficient headroom. 

Pattern 3 therefore replaces outage management with degradation management.

2.5.6   Use case walkthroughs

This section illustrates how Pattern 3 behaves under both planned and unplanned 
member-level events.

Planned event: architectural walkthrough
Many planned maintenance activities in Pattern 3 can be executed without service 
interruption.

A planned event begins by draining the target system or member from workload routing. New 
work is gradually shifted to remaining members while in-flight transactions complete. Once 
idle, the isolated system can undergo maintenance such as operating system updates, 
middleware upgrades, hardware updates, and hardware repair.

After maintenance and testing are complete, the system is reintegrated and workloads are 
rebalanced automatically. Users typically experience no outage, though response times may 
temporarily increase during drain and reintegration if capacity headroom is limited.

Unplanned event: architectural walkthrough
Unplanned events include loss of a system, coupling facility impairment, or middleware failure 
on a single member.

Failure detection triggers automated isolation of the affected component. Surviving members 
assume processing responsibility, and cloned executions take over shared resources as 
needed. Transactions continue processing without requiring workload restart.

Service remains available, with possible transient latency increases during isolation backout 
of in-flights, and rebalance. Sustained response-time degradation could indicate insufficient 
capacity headroom, resource contention, or suboptimal workload management.

2.5.7   Architectural limits and risks

Pattern 3 dramatically reduces outage frequency for common disruptions but introduces new 
architectural and operational considerations.

Key limits and risks include:

� Performance sensitivity: Response-time SLOs depend on sufficient spare capacity and 
effective workload management during member loss

3  In some cases, a failed member may have to be restarted to free up in-flight work (for example, Db2 restart light on 
a surviving system).
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� Coordination complexity: Shared-state and coupling facility designs require greater 
architectural rigor to ensure consistency, availability, and failure isolation

� Latency constraints: Tightly coordinated execution typically limits practical distance to 
metropolitan ranges

� Incomplete site protection: Full site loss still requires a coordinated DR mechanism and 
testing

Pattern 3 eliminates many outages but does not eliminate operational risk.

2.5.8   When Pattern 3 is the right architectural choice

Pattern 3 is appropriate when:

� Short interruptions are unacceptable for common outages
� Workloads and middleware support concurrent execution and shared data
� The organization can engineer and sustain sufficient capacity headroom
� Automation maturity supports rapid isolation and rebalance
� Performance degradation is a more acceptable risk than service outage

This pattern is most often adopted for mission-critical workloads with strict availability 
requirements.

2.5.9   Resiliency optimization and next steps

Optimizing Pattern 3 focuses on maintaining service levels under potentially degraded 
capacity, rather than just accelerating restart.

Key optimization areas include:

� Capacity planning for lose of one or more components
� Workload management and prioritization during member loss
� Automation for rapid drain, rebalance, and reintegration
� Regular testing of both member failures and site-level takeover

Gains:
� Many common failures are masked with no restart
� Planned maintenance are nearly non-disruptive
� Improved ability to meet availability SLOs for mission-critical workloads

Trade-offs:
� Higher architectural and operational complexity
� Increased sensitivity to capacity planning and contention
� Site-level and regional multi-site disasters still require coordinated DR

Transition context: 
Pattern 3 provides fault tolerant continuity within a tightly coordinated domain, typically at 
metropolitan distances. When workloads must remain continuously available across multiple 
active sites and adapt dynamically to changing conditions, Pattern 4: Adaptive Continuity 
extends this model using policy-driven orchestration, workload-aware routing, and explicit 
integrity gates.

This pattern depends on shared-state coordination (see 3.9, “Parallel Sysplex (intra-site 
resiliency)” on page 63 and 3.10, “Coupling facility” on page 66).”
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2.6  Pattern 4: Adaptive continuity

Pattern 4 does not introduce a new execution model. Instead, it builds on Patterns 2 and 3 by 
adding policy-driven coordination, workload-aware routing, and multi-site orchestration 
across active environments.

This pattern treats sustaining and restoring service as continuous, interconnected behaviors.

The role of Pattern 4 is therefore to enable adaptive system behavior across sites, rather than 
to replace the underlying recovery or execution model.

These adaptive behaviors can be further enhanced through advanced analytics and artificial 
intelligence (AI), which enable more predictive and context-aware decision-making across 
distributed environments.

2.6.1  Pattern comparison: Pattern 3 versus Pattern 4

Pattern 3 (Fault-tolerant) provides the most robust availability characteristics from an HA 
perspective. Pattern 4 (Adaptive continuity) extends those capabilities and addresses unique 
challenges like data corruption events and robust alternate site capabilities. 

2.6.2  Architectural intent

The primary architectural goal of Pattern 4 is to sustain service across multiple active sites 
under dynamically changing conditions. Unlike Patterns 1 through 3, which define execution 
and recovery behavior within a system or coordinated domain, Pattern 4 adds a coordination 
layer that controls how workloads are placed, routed, and managed across sites.

Pattern 4 extends the behavior of Pattern 2 and Pattern 3 architectures by introducing 
policy-driven orchestration, workload-aware routing, and multi-site coordination, as follows:

� Extending Pattern 2 to enable advanced failover models, including failover and stay
� Extending Pattern 3 to sustain continuous availability across multiple active sites

The architecture assumes that failures are often partial rather than binary, and that system 
conditions such as available capacity, latency, and data locality can change dynamically. As a 
result, workload placement and routing decisions are continuously evaluated rather than 
statically defined.

From an availability perspective, Pattern 4 shifts system behavior from coordinated restart 
across sites (Pattern 2) or failure-masking within a coordinated domain (Pattern 3) to adaptive 
continuity through dynamic routing, workload redistribution, and policy-driven 
decision-making across sites.

Service is typically maintained during site-level events, though workloads may operate under 
temporarily degraded conditions, such as:

� Capacity may be reduced
� Requests may traverse longer network paths
� Response times may increase
� Workloads may be intentionally constrained to preserve consistency and integrity

The defining characteristic of Pattern 4 is that continuity is maintained through adaptive 
system behavior across sites, rather than restart or static failover alone.
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RPO characteristics in Pattern 4 depend on the underlying replication model and may vary 
from zero to seconds.

2.6.3  Core capabilities

Pattern 4 requires coordinated, policy-driven behavior across multiple active sites, with tight 
alignment between routing, replication, and automation.

Key enabling capabilities include:

� Active or semi-active execution across multiple qualified sites, not limited to standby or 
stand-in recovery roles

� Workload-aware routing for dynamic redirection of transactions and requests

� Policy-driven orchestration governing placement, failover, and return conditions

� Software-based replication coordinated with routing and consistency requirements

� Independent control functions that orchestrate actions during site impairment

� High automation maturity to support rapid, repeatable decisions under changing 
conditions

� Network isolation and segmentation to maintain control and protect integrity boundaries

More advanced implementations may incorporate AI-driven analytics to further enhance 
observability, decision-making, and adaptive orchestration (see 2.6.10, “AI and resiliency 
intelligence in adaptive continuity” on page 40).

2.6.4  Layer requirements (minimum)

The minimum capabilities by technology layer include:

� Infrastructure: Active compute, storage, and network resources across geographically 
distributed sites

� Operating system: Coordinated multi-site execution and service management

� Middleware: Software-based replication with workload-level awareness

� Applications: Location-independent execution with no static site or system affinity 
assumptions

� Management: Policy-driven adaptive orchestration, observability, and governance

As with all the patterns, effective behavior depends on coordinated capability across all 
technology layers rather than individual components.

2.6.5  Availability behavior

In Pattern 4, restart and static failover are no longer the primary responses to disruptions. 
Instead, the system continuously adapts to changing site conditions.

When a site is impaired or system conditions degrade:

� Workload placement and routing are re-evaluated based on defined policies

� Requests are redirected to available capacity across sites

� Replication behavior is adjusted to maintain consistency and meet integrity constraints
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� Workloads may be redistributed, throttled, or temporarily constrained depending on 
system state

Service is typically sustained without full interruption, but impact varies depending on 
available capacity and network characteristics:

� Capacity may be unevenly distributed across sites
� Requests may experience increased latency
� Recovery actions may introduce temporary coordination overhead

Compared to Pattern 3, which masks failures within a tightly coordinated domain, Pattern 4 
extends continuity by redistributing work across sites. This introduces new trade-offs:

� Local degradation becomes distributed performance variability
� Coordination within a domain becomes coordination across sites with differing conditions

Controlled degradation is an expected outcome when necessary to preserve service 
continuity and data integrity.

2.6.6  Use case walkthroughs

This section illustrates how Pattern 4 behaves under planned and unplanned events, 
emphasizing adaptive system behavior across sites.

Planned event: architectural walkthrough
Planned events include site maintenance, infrastructure updates, and controlled workload 
relocation.

Execution begins with policy-driven evaluation of workload eligibility for movement. New 
requests are gradually redirected, while in-flight work is allowed to complete. Replication is 
coordinated to establish a consistent transition point between sites.

Routing shifts to alternate active sites, where workloads continue execution without restart 
where supported. Workload distribution is adjusted dynamically based on available capacity 
and policy constraints.

Service is maintained throughout the transition. However, response times may vary due to 
changes in routing paths, data locality, and cache state. Stability is achieved once workload 
distribution and system state converge across sites.

Unplanned event: architectural walkthrough
Unplanned events include site disruption, regional network disruption, or partial infrastructure 
impairment.

Detection triggers policy evaluation and routing decisions based on site health, capacity 
availability, and integrity conditions. Workloads are redistributed to sites that can meet 
execution and data consistency requirements.

If integrity cannot be verified, routing or replication may be restricted to prevent spreading 
inconsistent data.

Service is sustained where possible, with impact determined by available capacity, distance 
between sites, and network conditions. Recovery completes when system conditions stabilize 
and workload distribution is rebalanced across active sites.
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These capabilities are implemented through different solution models within Pattern 4, each 
extending Pattern 2 or Pattern 3 behavior to meet specific availability and operational 
objectives. 

The following examples illustrate how these capabilities are realized in practice:

� GDPS Continuous Availability (CA) extends Pattern 3 across sites. It applies fault-tolerant 
execution beyond a tightly coordinated domain, enabling selected workloads to remain 
continuously available across multiple active, geographically distributed sites.

The architecture sustains service through site-level impairments by combining:

– Workload-aware routing
– Multi-site coordination
– Policy-driven orchestration

This approach is intended for a limited class of workloads that justify the additional 
architectural, operational, and governance complexity.

� Failover and stay extends traditional disaster recovery (Pattern 2) by enabling production 
workloads to relocate to an alternate site and continue running there for an extended 
period with equivalent service characteristics.

Unlike conventional disaster recovery models, which assume temporary degraded 
operation, failover and stay is designed to maintain:

– Performance
– Resiliency
– Compliance and security characteristics

Although a brief outage may still occur during failover, GDPS automation and 
orchestration significantly reduce the duration. Once relocation is complete, workloads 
continue operating in the alternate site until a controlled return (failback) is executed.

Failover and stay is supported across all GDPS configurations, with differences based on 
the level of resiliency and geographic scope.

For more information on GDPS (CA) and supported configurations refer to IBM GDPS: An 
Introduction to Concepts and Capabilities.

2.6.7  Architectural limits and risks

Pattern 4 offers the widest continuity but introduces the highest complexity.

Key limits and risks include:

� Response-time sensitivity: Latency and data locality strongly influence user experience

� Capacity headroom requirements: Sustaining performance during site impairment 
requires significant spare capacity

� Policy complexity: Misconfigured routing or replication policies can amplify impact

� Integrity blast radius: Errors can propagate across sites if integrity gates are weak

� Operational burden: Governance, observability, and testing discipline are mandatory

2.6.8  When Pattern 4 is the right architectural choice

Pattern 4 is appropriate only when the following conditions apply:

� Workloads must remain available across multiple active sites or regions

� Restart or full site failover delays are not acceptable
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� Degraded performance is preferable to outage

� Application support location-independent execution

� The organization can sustain high automation maturity

� The organization accepts that policy design, integrity governance, testing frequency, and 
observability are first-class availability requirements, not secondary concerns

� All sites must be able to support production workloads with the same qualities of service

This pattern is most often applied where maintaining business-critical workloads and 
externally visible services is a priority.

2.6.9  Resiliency optimization

Pattern 4 includes, but is not limited to GDPS CA. Success with Pattern 4 depends more on 
operational discipline and governance than on individual technologies.

Optimization focuses on:

� Defining and enforcing integrity boundaries for routing and replication
� Measuring and tuning end-to-end replication latency and backlog behavior
� Engineering capacity and workload-management policies for site impairment
� Regularly testing planned switches, unplanned impairment, and failback scenarios

Gains:
� Reduced user-visible interruption for selected workloads
� Greater flexibility for planned movement and business change
� Improved resilience to partial site impairment
� Ability to restore data to a previous point in time

Trade-offs:
� Highest architectural and operational complexity
� Greater exposure to response-time variability
� Strong dependence on automation correctness and disciplined execution

As these capabilities evolve, more advanced approaches can further enhance adaptive 
behavior.

This pattern is enabled by observability and automation capabilities (see 7.12, “IBM Concert 
for Z” on page 167 and 7.14, “IBM Instana Observability for z/OS” on page 170).

2.6.10  AI and resiliency intelligence in adaptive continuity

Pattern 4 introduces adaptive, policy-driven system behavior where workload placement, 
routing, and recovery decisions are continuously evaluated based on changing conditions. As 
environments increase in scale, speed, and complexity, artificial intelligence (AI) becomes a 
key enabler of these adaptive capabilities.

AI enhances resiliency by improving both detection of emerging risks and effectiveness of 
response actions. By continuously analyzing telemetry data across infrastructure, 
middleware, and applications, AI can identify patterns that indicate potential failures before 
they occur, reducing the likelihood of disruption. At the same time, AI-driven automation can 
optimize response and recovery actions, minimizing the impact and duration of incidents.
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In adaptive continuity, AI extends traditional observability into resiliency intelligence. Rather 
than reacting to isolated events, AI can correlate signals across systems, detect previously 
unknown failure patterns, reduce alert noise, and accelerate identification of probable root 
causes. In practice, these capabilities rely on continuous ingestion of metrics, logs, and traces 
from across the environment, forming the basis for real-time analysis and automated 
decision-making. These capabilities align directly with Pattern 4 requirements to continuously 
evaluate system conditions across sites and adjust behavior accordingly.

AI also enhances policy-driven orchestration by enabling more context-aware and dynamic 
decision-making. Instead of relying solely on predefined rules, AI-informed systems can:

� Predict potential disruptions and capacity imbalances across sites 
� Recommend or initiate workload redistribution based on system conditions 
� Dynamically adjust routing and replication strategies 
� Optimize trade-offs between availability, performance, and cost 

A practical way to understand AI-enabled adaptive continuity is as a closed-loop cycle:

� Detect anomalies and deviations from expected behavior 
� Predict potential failures and their cross-site impact 
� Decide on optimal actions based on business priorities and system state 
� Act through automated routing, recovery, and mitigation mechanisms 

This feedback loop complements the policy-driven model of Pattern 4 and enables systems to 
adapt continuously in real time.

By integrating AI into observability, automation, and orchestration processes, adaptive 
continuity evolves from rule-based coordination to a more predictive and self-adjusting model. 
This progression improves the ability to sustain service under changing conditions, reduce 
operational variability, and consistently meet business objectives across distributed 
environments.

These capabilities represent a natural extension of adaptive continuity, enabling systems to 
not only respond to change, but to anticipate and optimize for it.

2.7  From patterns to practical application

The patterns described in this chapter are not intended to prescribe a single approach to 
resiliency, but to provide a structured way to think about how systems behave under 
disruption and how that behavior can be improved over time. Each pattern represents a 
different balance of availability, complexity, cost, and operational discipline.

There is no requirement to adopt the most advanced pattern to achieve meaningful 
improvement. In practice, many organizations begin with foundational capabilities and evolve 
incrementally, strengthening recovery processes, increasing automation, improving workload 
portability, and expanding coordination across systems and sites.

The most important step is not selecting the “right” pattern, but rather taking deliberate action 
to improve resiliency in a way that aligns with business priorities and operational maturity.

The deployment patterns define how systems are expected to behave under disruptions and 
establish expected outcomes, including:

� Whether service is interrupted
� How recovery occurs
� How data consistency is maintained
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� How performance is affected during degraded operation

However, defining the required behavior is only the first step. Achieving that behavior requires 
combining capabilities across multiple technology layers, including infrastructure, operating 
system services, middleware, applications, and management capabilities. Each layer 
contributes to the overall outcome, but no single layer alone can deliver resiliency.

Resiliency is achieved when these capabilities are aligned across all layers to deliver the 
expected behavior under real disruptions.

In practice, this introduces the next phase of the resiliency process:

� Interpreting behavioral requirements in the context of system design
� Identifying the capabilities needed to support those requirements
� Combining those capabilities into a coherent architecture
� Ensuring that the resulting system can be operated and validated effectively

It is also important to recognize that the intended behavior defined by these patterns is not 
always fully realized in existing environments. Differences between expected and observed 
behavior often arise due to:

� Incomplete alignment across technology layers
� Gaps in automation or coordination
� Limited validation under realistic disruption scenarios

Understanding these gaps is a critical step in improving resiliency.

Whether the immediate goal is to reduce recovery time, improve availability within a single 
site, or extend continuity across multiple locations, these patterns provide a roadmap for 
progression. Over time, organizations can build on these foundations to introduce more 
adaptive and coordinated behaviors as requirements evolve.

In this sense, resiliency is not a fixed design point, but a continuous discipline; one that 
advances through measured improvements, informed trade-offs, and consistent execution.

The most resilient architectures are not defined by where they start, but by how deliberately 
they evolve.

The following chapters build on these concepts by describing the capabilities available across 
the technology layers, culminating in a practical approach for combining those capabilities 
into systems that deliver the required behavior consistently in operation.
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Chapter 3. Infrastructure layer: Building 
resiliency

IBM Z infrastructure forms the foundation upon which resilient and highly available system 
behavior is built. It comprises a set of tightly integrated components, each fulfilling a distinct 
role in ensuring continuous workload execution, rapid recovery, and consistent data 
availability.

We expressed IBM Z resiliency through a set of deployment patterns that define how systems 
behave under failure; from restart-based recovery to adaptive, multi-site continuity. The 
infrastructure layer is the first point at which these behaviors become physically realizable. Its 
capabilities influence not only whether recovery is possible, but also how quickly it occurs, 
how much data is preserved, and how service performance is affected during degraded 
operation.

In Pattern 1 (Reliable Base), infrastructure resiliency focuses on redundancy, error detection, 
and rapid recovery within a single site. Built-in platform capabilities such as fault detection 
and hardware-assisted recovery are essential to enabling predictable restart behavior.

In Pattern 2 (Failover Capable), infrastructure extends beyond a single system to support 
alternate processing locations. This requires data replication, network connectivity, and 
sufficient standby capacity to enable restart at an alternate system or site.

In Pattern 3 (Fault Tolerant), infrastructure enables concurrent execution across multiple 
systems. Redundant components, shared access to data, and tightly coordinated 
environments allow workloads to continue running while failures are isolated and absorbed.

In Pattern 4 (Adaptive Continuity), infrastructure supports active, distributed operation across 
sites. This introduces new requirements for latency management, cross-site coordination, and 
dynamic resource utilization to sustain service under continuously changing conditions.

This chapter describes the infrastructure capabilities required to support each of these 
patterns, along with best practices and considerations for designing environments that help 
meet defined SLA, SLO, RTO, and RPO objectives. While detailed configuration guidance is 
provided in product documentation, this chapter focuses on how those capabilities work 
together to enable resilient system behavior.
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The topics covered in this chapter, include:

� 3.1, “IBM Z resiliency foundations” on page 44
� 3.2, “Compute resiliency” on page 46
� 3.3, “Virtualization resiliency” on page 50
� 3.4, “Capacity functions” on page 52
� 3.5, “Memory resiliency” on page 55
� 3.6, “I/O subsystem resiliency” on page 57
� 3.7, “Network resiliency” on page 59
� 3.8, “Cryptographic resiliency” on page 61
� 3.9, “Parallel Sysplex (intra-site resiliency)” on page 63
� 3.10, “Coupling facility” on page 66
� 3.11, “GDPS (multi-site orchestration)” on page 70
� 3.12, “Storage resiliency” on page 73
� 3.13, “Hardware Management Console and Support Element” on page 76
� 3.14, “Infrastructure resiliency integration” on page 78

3.1  IBM Z resiliency foundations

IBM Z incorporates reliability, availability, and serviceability (RAS) design principles that 
significantly reduce both planned and unplanned outages. The key objectives of this strategy 
are to maintain data integrity, ensure computational accuracy, reduce both planned and 
unplanned outages, and minimize recovery actions.

The RAS strategy is based on continuous improvement, incorporating lessons learned from 
previous generations and introducing new capabilities to reduce outage frequency, isolate 
faults more effectively, and shorten recovery times.

These elements collectively support failure avoidance, rapid fault isolation, and controlled 
recovery execution:

� Error prevention
� Error detection
� Recovery
� Problem determination
� Service structure
� Change management
� Measurement
� Analysis

IBM Z RAS capabilities include concurrent repair, replacement, and upgrades for key 
components such as processors, memory, CPC drawers, and I/O subsystems. Firmware 
updates and capacity upgrades can typically be performed without requiring system outages, 
allowing systems to remain operational during maintenance activities.

IBM Z hardware and firmware provide the foundation for the infrastructure layer described in 
this chapter, including compute, storage, network, and virtualization capabilities.

Resiliency in IBM Z environments begins with the design of both hardware and software 
components and is further shaped by how infrastructures are built and operated. While the 
IBM Z platform provides extensive resiliency capabilities, the level of resiliency achieved in 
practice depends on how effectively these capabilities are implemented and managed.

Achieving high levels of resiliency requires more than relying on built-in features. Architectural 
best practices must be followed, appropriate design patterns adopted, and operational 
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processes implemented to fully leverage available capabilities. Without disciplined design and 
operation, the full value of these resiliency features cannot be realized.

Understanding how each infrastructure component contributes to resiliency is key to 
designing highly resilient environments. IBM continues to enhance these capabilities with 
each new generation, introducing new features and improving existing ones. As a result, 
maintaining current hardware and software levels is an important factor in achieving the 
highest levels of resiliency.

Continuous availability requires that infrastructure components operate in a resilient 
environment to ensure continued operation during component, system, and site-level failure 
scenarios. This begins with strong fundamentals, including redundant capacity, multiple 
power sources, redundant connectivity paths, and multiple instances of critical software 
components.

Redundancy alone does not guarantee availability. To fully benefit from redundant design, it 
must be combined with the other technology layers to detect failures and respond with 
minimal impact on workload availability.

IBM Z resiliency is achieved through the coordinated operation of multiple technologies, 
including Parallel Sysplex, IBM Z hardware, IBM Geographically Dispersed Parallel Sysplex 
(GDPS), IBM Storage systems, and cyber resiliency solutions. These technologies, together 
with the software components that interact with them, form an integrated environment 
designed to support continuous availability and recovery.

Parallel Sysplex extends the RAS design of the IBM Z platform by enabling clustered system 
environments. It allows multiple logical and physical systems to operate as a single 
environment with high levels of redundancy. When properly configured, Parallel Sysplex 
provides near-continuous availability through close coordination between hardware and 
software components. To fully benefit from these capabilities, applications must be designed 
to support parallel execution and workload distribution.

GDPS builds on these capabilities by extending resiliency across multiple sites. GDPS 
combines sysplex technology, data replication, and automation to provide both availability and 
disaster recovery. It plays a central role in IBM Z resiliency solutions by orchestrating failover 
and recovery operations.

Achieving the highest levels of resiliency requires adherence to best practices during both 
design and operation. Availability can be improved by establishing and implementing the 
following principles:

� Prevent failures through design and configuration

– Eliminate single points of failure (SPOF)
– Configure hardware and software to reduce the likelihood of issues
– Implement controls to reduce human error
– Establish effective monitoring and alerting processes

� Design for rapid recovery

– Enable fast recovery across all infrastructure layers
– Incorporate restartability into system components
– Reduce mean time to recovery (MTTR)
– Minimize serialization during recovery processes
– Ensure configuration changes can be applied dynamically
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� Operate according to best practices

– Minimize manual intervention and leverage automation
– Maintain mature monitoring and management processes
– Use appropriate tools to simplify operations and improve problem resolution

Three key considerations guide the design and use of resilient infrastructure:

1. Understand why components are resilient
Recognize the properties that make infrastructure components redundant, fault tolerant, 
and free of single points of failure.

2. Understand what to use and how to use it
Implement capabilities according to best practices and validated design approaches.

3. Continuously improve the environment
Adopt new technologies and maintain current system levels to take advantage of ongoing 
resiliency enhancements.

The technologies described in this chapter apply across all IBM Z resiliency deployment 
patterns introduced in Chapter 2, “IBM Z deployment patterns: Behavior under disruption” on 
page 15.

3.2  Compute resiliency

Compute resiliency determines how workloads continue executing during hardware failures 
by providing redundancy, sparing, and dynamic resource management.

IBM Z hardware infrastructure is designed to absorb component failures without interrupting 
workload processing. Processing units, memory, power supplies, and cooling systems are 
implemented with redundancy and managed dynamically to remove dependencies on 
individual components.

Processing resources are continuously monitored and adjusted to maintain execution. Spare 
capacity is maintained within the system, enabling automatic substitution in the event of 
hardware failures. Concurrent maintenance capabilities further ensure that component repair, 
replacement, and upgrades can occur without disrupting business services.

3.2.1  Compute architecture

IBM Z compute architecture is built as a set of redundant, dynamically managed components 
organized into processor complexes and drawers.

A system can consist of one or more IBM Z frames. This physical segmentation enables 
isolation of failures to specific drawers or system components, each containing:

� CPC drawers, which include processing units, memory, and connectivity to I/O drawers
� I/O drawers, which provide connectivity to external subsystems and specialized features
� Power and cooling subsystems, designed with full redundancy
� Clocking infrastructure, including oscillator cards for system synchronization

3.2.2  CPC drawers and processor structure

Each CPC drawer is a core building block of the IBM Z platform. This architecture supports 
failure isolation and dynamic recovery by distributing processing across independent 
hardware domains. 
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It contains:

� Multiple Dual Chip Modules (DCMs)
� Processor cores and memory
� Interconnects to I/O subsystems

Each DCM consists of two processor chips, each with multiple cores. This physical 
distribution of processing resources supports resiliency by:

� Spreading workload execution across multiple physical components
� Reducing the impact of individual chip or core failures
� Enabling dynamic workload redistribution and sparing

CPC drawers also include redundant hardware elements such as:

� Oscillator cards (for synchronization)
� Baseboard Management Controllers provides low-level, out-of-band management
� Processor power and cooling control components

These components are designed for concurrent maintenance and fault tolerance.

Processor units and dynamic configuration
All processor units (PUs) are physically identical and can be dynamically characterized to 
support different workload types. This allows:

� Flexible assignment of workloads
� Dynamic reconfiguration without downtime1

� Improved resiliency through resource substitution

Processing is not tied to a specific physical component, enabling continuous operation even 
during failure conditions.

3.2.3  Role in resiliency

Compute resiliency enables workloads to continue processing despite hardware failures by 
eliminating dependencies on individual components and supporting dynamic recovery, such 
as:

� Continuous workload execution

Failures at multiple levels can be absorbed transparently:

– Core failures are handled by automatic activation of spare cores
– Processor failures do not interrupt workload execution
– Entire drawer failures can be tolerated in multi-drawer configurations

Workloads continue processing without redistribution or restart in most failure scenarios.

� Transparent resource substitution

In rare cases where a processor core or unit fails:

– Spare capacity is activated automatically
– Workloads continue without application awareness
– Performance impact is minimized

This ensures that failures are isolated and do not propagate into service outages.

� Concurrent maintenance and repair

1  IBM Z dynamic reconfiguration is the process of modifying hardware, I/O devices, and memory resources on a 
running mainframe without disrupting active workloads. It eliminates the need for system reboots (IPLs) or 
hardware power-on-resets (PORs), ensuring continuous availability.
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IBM Z systems support concurrent operations, including:

– Processor replacement and upgrade
– Drawer-level replacement
– Firmware updates

These activities can be performed while workloads continue executing, eliminating the 
need for planned outages.

� Dynamic resource management

Compute capacity can be adjusted dynamically, including during failure recovery or 
degraded operation scenarios:

– Processors can be added, removed, or recharacterized
– Logical partitions (LPARs) can be modified dynamically
– Resources can be reassigned to meet changing workload demands

This flexibility allows the system to adapt to both failure conditions and workload changes 
without interruption.

3.2.4  Architecture and resiliency capabilities

Several key capabilities enable compute resiliency on IBM Z systems:

� Processor and core resiliency

– Automatic core sparing replaces failed cores
– Transparent Processing Unit (PU) sparing ensures continuity
– Dynamic reassignment allows workloads to shift across available resources

� Enhanced Drawer Availability (EDA)

In multi-drawer systems:

– A CPC drawer can be removed for repair or replacement without shutting down the 
system

– Processing units and memory are dynamically relocated
– The system continues operation as long as sufficient capacity exists

EDA significantly reduces the operational impact of both planned maintenance and 
unexpected hardware failures.

� I/O and interconnect resiliency

Compute resiliency is closely integrated with I/O infrastructure:

– Redundant interconnect paths ensure continued communication with I/O drawers
– Failures in interconnect components are isolated and bypassed
– Workloads maintain access to required resources

� Power and cooling resiliency

IBM Z systems include:

– Fully redundant power supplies with independent feeds
– Automatic failover between power sources
– N+1 redundancy for cooling systems

Failures in infrastructure components such as power or cooling do not interrupt workload 
execution.

� RAS and concurrent operations

IBM Z incorporates extensive Reliability, Availability, and Serviceability (RAS) capabilities:

– Concurrent hardware upgrades (CPC, I/O drawers, components)
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– Dynamic addition and removal of resources
– Firmware updates without outages

These capabilities reduce both planned and unplanned downtime and support continuous 
system evolution.

3.2.5  Design considerations

To fully leverage compute resiliency, infrastructure design must address redundancy, capacity, 
and operational practices:

� Eliminate single points of failure:

– Ensure redundancy across resources
– Avoid dependencies on specific physical components
– Design for failure isolation at all levels

� Capacity planning:

– Maintain sufficient spare capacity to absorb failures
– Plan for peak workload and failover scenarios
– Ensure remaining resources can sustain workloads during component outages

� Support for concurrent operations:

– Enable concurrent maintenance capabilities
– Validate operational procedures for dynamic changes
– Ensure configurations support non-disruptive updates

� Hardware lifecycle and currency:

– Keep hardware and firmware levels current
– Newer levels provide improved resiliency features and capabilities
– Plan upgrades to maintain supportability and resiliency posture

� Integration with higher-level resiliency

Compute resiliency must align with other infrastructure layers:

– Virtualization for workload isolation and placement
– Parallel Sysplex for workload distribution across systems
– GDPS for multi-site recovery

Without this alignment, compute resiliency alone does not guarantee workload availability.

Compute resiliency provides the foundation for continuous workload execution by ensuring 
that hardware failures do not interrupt processing. It contributes to resiliency by:

� Eliminating dependency on individual hardware components
� Maintaining continuous execution during failures
� Supporting concurrent maintenance without disruption
� Enabling dynamic resource allocation and recovery

These capabilities enable higher-level resiliency mechanisms to operate effectively and 
ensure that business services remain available under a wide range of conditions.

While compute resiliency ensures continuous workload execution, maintaining data integrity 
requires resilient memory architecture capable of detecting and correcting faults without 
impacting processing.

Compute resiliency provides the physical execution foundation for workloads. However, the 
ability to isolate workloads, dynamically allocate resources, and manage execution 
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environments depends on virtualization technologies, which are described in the following 
section.

3.3  Virtualization resiliency

Virtualization resiliency determines how workloads are placed, isolated, and recovered 
across compute resources during failure conditions. It enables multiple workloads to run 
independently while sharing underlying infrastructure, ensuring that failures remain contained 
and do not disrupt the entire system.

IBM Z virtualization technologies abstract physical resources, allowing compute, memory, 
storage, and network resources to be allocated dynamically. This abstraction decouples 
workloads from specific hardware components, enabling flexible placement, rapid recovery, 
and continuous system operation.

3.3.1  Virtualization architecture

Virtualization on IBM Z is implemented across hardware, firmware, and software layers to 
provide strong isolation and efficient resource sharing.

Examples of virtualization architecture can include one or more of the following:

� PR/SM (Processor Resource/Systems Manager)
A hardware hypervisor integrated into system firmware that partitions physical resources 
into logical partitions (LPARs)

� Logical partitions (LPARs)
Isolated execution environments that run independent operating systems with dedicated 
or shared resources

� z/VM
A software hypervisor that creates and manages large numbers of virtual machines, 
typically for Linux workloads

� KVM for IBM Z
A Linux-based virtualization platform that supports open-source virtualization and 
cloud-native environments

These technologies enable multiple operating systems and workloads to run concurrently on 
the same physical infrastructure while remaining logically isolated.

3.3.2  Role in resiliency

Virtualization plays a critical role in resiliency by isolating failures, enabling workload mobility, 
and supporting rapid recovery, such as:

� Failure isolation

– Failures within one LPAR or virtual machine do not affect other environments
– Workloads are protected from faults in other partitions or guests
– The scope of impact is limited to the affected virtual environment

This isolation is fundamental to preventing cascading failures across the system.

� Workload mobility and redistribution

Virtualization enables workloads to be reassigned dynamically:
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– Resources can be adjusted as system conditions change
– Workloads can be restarted or redistributed within the system
– Capacity can be shifted between environments to maintain service levels

This flexibility allows systems to recover from localized failures while continuing operation.

� Decoupling from physical hardware

By abstracting physical resources:

– Workloads are no longer tied to specific processors or hardware components
– Environments can be recreated, restarted, or reconfigured independently
– Hardware failures do not necessarily require workload relocation at the application 

level

This decoupling simplifies both recovery and maintenance operations.

� Support for recovery and availability

Virtualization enables:

– Restart of failed environments without affecting others
– Rapid provisioning of replacement environments
– Simplified integration with higher-level resiliency solutions

These capabilities support both planned maintenance and unplanned recovery scenarios.

3.3.3  Virtualization capabilities supporting resiliency

Several key capabilities enable virtualization resiliency on IBM Z:

� Logical partitioning (LPARs)

– Strong isolation between environments enforced by PR/SM
– Dedicated or shared resource allocation
– Independent lifecycle management (start, stop, restart)

� Resource sharing and dynamic management

– CPU, memory, and I/O resources can be shared or reallocated
– Dynamic adjustments allow workloads to respond to changing conditions
– Supports efficient utilization while maintaining resiliency

� Virtual machine environments

– z/VM and KVM enable large-scale virtualization
– Support for thousands of virtual machines
– Rapid provisioning and restart of workloads

� Scalability and elasticity

– Can scale dynamically based on demand
– Supports rapid scaling in response to failover events and recovery workload surges

3.3.4  Design considerations

To fully leverage virtualization resiliency, configurations must be aligned with isolation, 
capacity, and operational requirements, including:

� Isolation of workloads

– Ensure critical workloads are placed in separate LPARs or virtual environments
– Avoid dependencies between isolated environments
– Design applications to tolerate restart or relocation
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� Capacity planning

– Provide sufficient capacity to support workload redistribution
– Ensure headroom for failover or recovery scenarios
– Align virtualization capacity with overall system resiliency strategy

� Resource allocation strategy

– Identify shared versus dedicated resources
– Avoid overcommitment that could impact recovery scenarios
– Ensure predictable performance during degraded conditions

� Operational practices

– Test restart and recovery of virtual environments
– Maintain consistent configuration across environments
– Implement monitoring and automation for workload management

� Integration with higher-level resiliency

Virtualization resiliency must align with:

– Compute resiliency (hardware foundation)
– Parallel Sysplex (workload distribution across systems)
– GDPS (cross-site recovery and orchestration)

Virtualization provides isolation and flexibility but depends on these technologies for full 
end-to-end resiliency.

Virtualization resiliency enables flexible and isolated workload execution, ensuring that 
failures are contained and recovery actions can be performed independently of underlying 
hardware. It contributes to resiliency by:

� Isolating workloads to prevent cascading failures (for example, LPAR or guest isolation)

� Enabling dynamic workload placement and redistribution (for example, WLM routing or 
guest relocation)

� Decoupling environments from physical hardware (for example, PR/SM abstraction of 
CPU and memory)

� Supporting rapid restart and recovery of workloads (for example, automated LPAR or VM 
restart)

These capabilities allow IBM Z systems to maintain stability and adapt to changing conditions 
while supporting efficient resource utilization.

While virtualization enables dynamic workload placement and isolation, effective resiliency 
also depends on having sufficient processing capacity to sustain workloads during failover 
and recovery scenarios.

3.4  Capacity functions

Capacity is a fundamental component of resiliency. Without sufficient processing resources, 
systems may remain available, but be unable to meet service-level performance objectives 
during failure and recovery scenarios.

IBM Z systems provide mechanisms to dynamically adjust processing capacity in response to 
changing workload demands or failure scenarios. These capabilities allow systems to absorb 
increased load or compensate for lost capacity without interrupting application processing.
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Effective capacity planning ensures that sufficient headroom exists to handle both normal 
workload growth and abnormal conditions. Without adequate capacity, resiliency mechanisms 
may maintain availability but lead to degraded performance or cascading failures.

During failover or recovery events, additional capacity may be required to maintain service 
levels. Systems can scale resources dynamically, allowing workloads to continue processing 
even under stress conditions. These capabilities directly support the runtime behavior 
enabled by compute and virtualization layers.

Capacity influences recovery performance and workload continuity (see 2.2.6, “Performance 
degradations and accelerated recovery” on page 23).

3.4.1  Capacity requirements

In recovery and failover scenarios, workload spikes are common and must be planned for. 
These include examples such as:

� After outages in distributed systems, large volumes of queued or delayed requests can be 
released toward IBM Z systems

� Latent demand can result in a sudden increase in workload

� Application issues may temporarily drive abnormal processor utilization

In these situations, insufficient capacity can lead to:

� Performance degradation
� Increased response times
� Cascading failures across subsystems

To prevent these outcomes, systems must be designed with sufficient capacity to handle both 
expected and unexpected workload increases.

3.4.2  Capacity on Demand (CoD) capabilities

Capacity on Demand (CoD) provides mechanisms to activate additional system capacity 
without disrupting operations. These upgrades can be performed dynamically, allowing 
systems to respond quickly to changing conditions.

CoD capabilities include both permanent and temporary capacity activation:

� Permanent upgrades

– Permanent upgrades allow long-term increases in system capacity, including:
– Addition of model capacity
– Activation of processors or specialty engines
– Expansion of memory

These upgrades can be ordered through IBM Resource Link® or via IBM representatives.

� Temporary capacity and peak handling

Temporary capacity capabilities allow systems to respond to short-term increases in 
demand. Key offerings include:

– On/Off Capacity on Demand (On/Off CoD)
Enables temporary capacity activation for seasonal peaks, testing, or short-term 
workload increases

– Capacity Backup (CBU)
Provides backup capacity in the event of a system or site failure
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– Flexible Capacity for Cyber Resiliency
Allows capacity to be dynamically shifted between systems across sites, supporting 
disaster recovery and cross-site resiliency scenarios

– Tailored Fit Pricing for IBM Z Hardware (TFP HW)
Provides flexible capacity usage based on actual consumption, allowing capacity to 
remain available without pre-activation delays

These offerings ensure that systems are prepared to handle workload spikes, failover 
conditions, and recovery events.

3.4.3  System Recovery Boost (SRB)

System Recovery Boost (SRB) reduces recovery time during both planned and unplanned 
events by temporarily increasing processing capacity.

During recovery scenarios, SRB accelerates:

� System shutdown and startup processes
� Middleware restart
� Workload recovery
� IPL execution

Key SRB capabilities include:

� Speed Boost: Enables processors to operate at full capacity speed
� zIIP Boost: Allows general workloads to use zIIP processors during recovery
� GDPS Enhancements: Reduces recovery time during GDPS operations

SRB helps reduce the duration of recovery windows and improves overall system 
responsiveness during critical events.

IBM Z capacity capabilities, including Capacity on Demand and System Recovery Boost, 
ensure that systems can adapt dynamically to changing workload conditions, absorb failures, 
and recover quickly without disruption.

3.4.4  Capacity considerations for resiliency

Effective use of capacity capabilities requires careful planning and proactive configuration. 
The following considerations help ensure that sufficient capacity is available when needed 
and that resiliency mechanisms can be fully leveraged during both normal and abnormal 
conditions.

� Review and leverage available capacity capabilities
Evaluate all Capacity on Demand (CoD) offerings and related functions described in this 
section and incorporate them into the overall resiliency design.

� Prepare On/Off Capacity on Demand (OOCoD) in advance
Maintain pre-configured OOCoD records using IBM Resource Link and ensure they are 
installed on all systems. Post-paid options allow capacity to be activated when needed 
without upfront cost, providing flexibility during unexpected events.

� Include all processor types in capacity planning
When defining OOCoD records, include specialty processors such as ICFs, zIIPs, and 
IFLs in addition to general-purpose processors (GCPs), ensuring that all workload types 
can be supported during peak conditions.
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� Align backup and flexible capacity with system growth
Review Capacity Backup (CBU) and Flexible Capacity configurations during permanent 
upgrades to ensure that they reflect current workload and resiliency requirements.

� Leverage System Recovery Boost (SRB) wherever applicable
Configure and use SRB for all supported scenarios to reduce recovery time and improve 
system responsiveness during critical events.

� Enable SRB for middleware operations
Ensure that SRB is enabled for middleware shutdown and restart operations by 
appropriately configuring Workload Manager (WLM) policies (for example, specifying 
BOOST=YES for relevant workloads).

� Enable SRB for diagnostic operations
Configure SVC dump processing to take advantage of SRB by updating dump options, 
enabling faster diagnostic data collection during problem determination.

3.5  Memory resiliency

Memory resiliency determines how data integrity is maintained during hardware and 
subsystem failures.

IBM Z memory architecture is designed to detect and correct errors automatically, preventing 
failures from propagating into application-level disruptions. Memory is distributed and 
protected through redundancy mechanisms that allow the system to continue operating even 
when components degrade.

Errors in memory subsystems are handled transparently, without requiring system 
interruption. As a result, workloads continue processing without interruption or data loss, and 
failures remain invisible to applications.

Memory resources can also be adjusted dynamically, allowing systems to adapt to changing 
workload requirements without downtime. These capabilities ensure that data integrity is 
preserved across all resiliency scenarios.

3.5.1  RAIM-based memory protection

IBM Z systems use an enhanced Redundant Array of Independent Memory (RAIM) design to 
provide comprehensive protection against memory failures.

RAIM enables detection and recovery from failures affecting:

� DRAM components
� DIMMs
� Memory channels
� Sockets
� Multiple simultaneous failure conditions

The RAIM capability is implemented through Memory Controller Units (MCUs) integrated into 
each processor chip. Each MCU supports multiple memory channels, enabling memory to be 
distributed across independent paths and protected against a wide range of failure scenarios.

This design provides advanced error detection and correction, including:

� Bit-level, lane-level, and chip-level protection
� DIMM and channel failure recovery
� Protection against combinations of failures
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3.5.2  Concurrent memory operations

Memory operations on IBM Z systems are designed to be concurrent wherever possible, 
minimizing disruption during maintenance and upgrades.

These capabilities include:

� Concurrent memory repair and replacement
� Concurrent memory upgrades
� Dynamic addition of memory to LPARs without IPL
� Concurrent addition of CPC drawers and associated memory

With Enhanced Drawer Availability (EDA), memory associated with a CPC drawer can be 
relocated, allowing the drawer to be replaced without shutting down the system. An LPAR can 
access memory located in any CPC drawer, enabling flexible resource usage and supporting 
continuous operation during hardware changes. Flexible Memory capabilities further enhance 
this behavior by allowing additional physical memory to support dynamic relocation and 
concurrent operations.

3.5.3  Memory resiliency capabilities

IBM Z memory includes the following key resiliency features:

� DIMM-level protection using RAIM
� Memory channel and bus protection using CRC and RAIM
� Concurrent memory repair and addition
� Concurrent memory upgrades
� Dynamic memory allocation to LPARs

3.5.4  Memory considerations

To fully leverage memory resiliency capabilities, the following practices are recommended:

� Leverage Flexible Memory and EDA capabilities

Use these features to enable concurrent operations and improve system flexibility during 
maintenance and failure scenarios

� Provision additional physical memory capacity

Installing more memory than immediately required allows future upgrades and 
reallocations to be performed concurrently without requiring hardware changes

� Enable dynamic memory usage in LPARs

Configure reserved memory to allow additional memory to be activated dynamically 
without requiring an IPL

� Optimize workload use of memory

Optimizing memory usage can reduce recovery time and stabilize workloads during 
post-failure processing and restart conditions.

Reducing batch window duration helps limit contention during recovery and minimizes the risk 
of instability when systems return to steady-state operation.
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3.6  I/O subsystem resiliency

The I/O subsystem determines how systems maintain access to data when channels, paths, 
or adapters fail.

IBM Z provides multiple I/O paths between compute resources and external devices, 
removing dependencies on individual connections. Redundant channels, switches, and 
interfaces ensure that the loss of a single component does not interrupt data access.

The I/O subsystem also supports dynamic configuration, allowing paths to be added, 
removed, or modified without disrupting system operation. This flexibility enables systems to 
adapt to both planned changes and unexpected failures.

If a path becomes unavailable, I/O operations are automatically rerouted through alternate 
paths. This process is transparent to applications and requires no manual intervention, 
ensuring continuous access to data and services during infrastructure failures.

3.6.1  I/O drawer domain resiliency

Internally, these resiliency capabilities are enabled through the architecture of the I/O drawer 
and its supporting components.

Each I/O drawer organizes its features into four hardware domains, with each domain driven 
by an IBM Interconnect PCIe switch adapter. Two PCIe switch cards provide redundancy and 
are interconnected through the I/O drawer backplane.

This domain isolation ensures that failures are contained and do not affect all I/O operations.

If a PCIe fanout or cable failure occurs:

� I/O operations are automatically routed through the remaining PCIe switch
� All I/O features within the affected domains continue to operate without interruption

I/O features can be configured in flexible combinations and can be added or removed 
concurrently. This enables systems to evolve without requiring outages or service 
interruption.

Key I/O resiliency capabilities include:

� Multiple channel path support
� Concurrent repair and addition of I/O features
� Concurrent repair and replacement of I/O drawers
� Concurrent upgrade of I/O feature types
� Domain-level failover using Redundant I/O Interconnect (RII)
� Dynamically changing an I/O configuration 
� Dynamic activation of I/O configuration changes
� Support for System Recovery Boost (SRB) during dynamic I/O operations

3.6.2  Connectivity technologies and resiliency

Storage connectivity on IBM Z is primarily provided through FICON® Express and 
zHyperLink Express technologies, which support high-performance and resilient data access:

� FICON Express
Provides standardized Fibre Channel–based connectivity to storage systems. It supports 
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multiple protocols, enabling access to disk and tape devices across SAN fabrics. Multiple 
channel paths allow redundancy and eliminate single points of failure.

� High Performance FICON (zHPF)
Improves I/O efficiency by reducing command-processing overhead and increasing 
throughput for I/O operations.

� zHyperLink Express
Provides low-latency, short-distance connectivity to storage systems, enabling faster 
access to cached data and improved application response times.

These technologies can be added and removed concurrently and support multiple redundant 
paths, ensuring continuous data access during component failures.

3.6.3  Data Processing Unit

Beginning with the IBM z17® platform, the Data Processing Unit (DPU) enhances I/O 
resiliency and performance by integrating I/O processing more closely with the processor 
architecture.

By moving I/O functionality into the processor environment:

� I/O latency is reduced
� Throughput and density are increased
� Failure isolation is improved

The DPU improves resiliency by isolating I/O processing failures and enabling more granular 
recovery at the port level.

3.6.4  I/O subsystem and connectivity design considerations

To fully leverage I/O resiliency capabilities, the following design practices are recommended:

� Connectivity design and redundancy

– Connect FICON channels across at least two independent Fibre Channel switches

– Configure each logical control unit (LCU) with multiple, redundant channel paths

– Distribute channel paths across separate I/O domains to eliminate single points of 
failure

– Ensure storage systems are connected using redundant ports and independent paths

� Configuration and tooling

– Use the IBM Z Connectivity Mapping Tool to design and validate I/O configurations and 
avoid single points of failure

– Prepare IODF definitions carefully to ensure balanced and resilient connectivity
– Maintain spare cables and components to support rapid replacement during failures

� Performance and feature enablement

– Enable zHPF to improve I/O efficiency and throughput

– Consider using zHyperLink connections for latency-sensitive workloads

– Ensure required maintenance is applied (for example, z/OS Fixcats related to I/O 
functions)

These capabilities improve resiliency by maintaining throughput and reducing bottlenecks 
during degraded or failover conditions.
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The I/O subsystem provides the internal connectivity between compute resources and 
external devices. Beyond the system boundary, network infrastructure extends this 
connectivity across systems and environments, as described in the following section.

3.7  Network resiliency

Network infrastructure determines how systems maintain communication during adapter, link, 
and routing failures through alternate paths.

IBM Z networking capabilities provide redundant communication paths both within and 
between systems. Internal communication mechanisms support low-latency interaction, while 
external network connections enable communication across environments and sites.

Routing mechanisms dynamically adjust to changing network conditions, ensuring that traffic 
continues flowing even when components fail. When a network path becomes unavailable, 
traffic is automatically rerouted through alternate paths without interrupting application 
processing. This ensures that distributed workloads and system interactions remain stable 
during failure conditions.

Reliable network connectivity is essential for both intra-system coordination and cross-site 
resiliency and directly supports higher-level resiliency mechanisms.

3.7.1  Network architecture and connectivity

IBM Z network connectivity is provided through high-performance adapter technologies, 
including Network Express and Open Systems Adapter-Express (OSA-Express) features.

Intra-system communication is supported by:

– HiperSockets, which provide high-speed internal communication between logical 
partitions

– Internal Shared Memory (ISM), which enables efficient data exchange within the 
system

These mechanisms eliminate the need for external network traffic for internal communication, 
reducing latency and improving resiliency.

Advancements in I/O design, including the Data Processing Unit (DPU) and enhanced 
Network Express features, further reduce latency and improve throughput for network 
communication.

Starting with the IBM z17, the Network Express feature replaces separate networking paths 
reducing potential failure points and simplifying failover paths. Auto-Migration is designed with 
seamless failover logic in the z/OS Communication Server stack, allowing for rapid automated 
recovery and stack adaptation.

3.7.2  Networking capabilities

Network Express features also support high-performance communication techniques such as 
Remote Direct Memory Access (RDMA) over Converged Ethernet (RoCE).

These capabilities enable:

� Direct memory-to-memory communication between systems
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� Reduced CPU overhead for applications using the TCP/IP stack
� Lower latency and improved throughput for data-intensive workloads

Technologies such as Shared Memory Communications over RDMA (SMC-R) allow large 
volumes of data to be transferred quickly and efficiently. SMC-R operates transparently to 
applications and does not require code changes, enabling rapid adoption and improved 
performance.

These capabilities reduce dependency on traditional network paths, improving resilience 
under high-load or degraded network conditions. 

3.7.3  Network design considerations

To fully leverage network resiliency capabilities, the following practices are recommended:

� Redundancy and connectivity design

– Connect Network Express adapters to multiple independent routers

– Ensure each LPAR has access to at least two independent network adapters

– Avoid single points of failure in network paths and routing infrastructure

– Use Dynamic VIPA to enable workload routing across systems in a data-sharing 
environment

� Failover validation and testing

– Test network failover scenarios, including router and adapter failures

– Validate that connectivity is maintained during both planned and unplanned outages

– Develop and test operational procedures for switching, adding, or replacing network 
components

� Capacity and performance management

– Monitor network adapter utilization and avoid sustained high utilization levels
– Plan for additional adapters as workload demands increase

� Configuration practices

– Minimize reliance on XCF where possible to reduce overhead that can impact recovery 
performance during failover scenarios.

– Use alternative communication mechanisms such as HiperSockets or SMC-R where 
appropriate

� Operational readiness

– Maintain documented procedures for network changes and recovery actions

– Ensure operations teams are prepared to perform required actions during failure 
scenarios

These capabilities improve resiliency by maintaining throughput and reducing bottlenecks 
during degraded or failover conditions.

Reliable network connectivity enables communication across systems and environments. 
However, sustained application processing also depends on consistent access to data, which 
is provided through resilient storage connectivity and SAN infrastructure, described in the 
following sections.
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3.8  Cryptographic resiliency

Cryptographic resiliency determines whether systems can continue processing workloads 
that depend on encryption and key access during component failures and recovery scenarios. 
It ensures that applications retain access to encryption services and key material required for 
data protection, communication, and transaction processing.

IBM Z integrates cryptographic capabilities into hardware, firmware, and system software to 
provide high-performance, highly available cryptographic services. These capabilities are 
designed not only to secure data, but also to ensure that cryptographic dependencies do not 
interrupt workload execution or delay recovery.

3.8.1  Role in resiliency

Cryptographic services are a critical dependency for application availability. Systems that rely 
on encryption cannot process transactions or access protected data without access to 
required keys and cryptographic functions.

Cryptographic resiliency contributes to system behavior under failure conditions in the 
following ways:

� Continuous secure processing

Cryptographic functions are implemented in hardware, enabling secure operations to 
continue even during component failures or degraded conditions.

� Elimination of single points of failure

Cryptographic resources can be deployed redundantly, allowing workloads to continue 
processing if individual components become unavailable.

� Recovery enablement

Access to cryptographic services and keys is required for system restart and application 
recovery. Without these, workloads cannot resume processing even if compute and 
storage resources are available.

� Isolation of failures

Dedicated cryptographic hardware isolates failures and prevents them from impacting 
unrelated system components.

3.8.2  Cryptographic infrastructure

IBM Z provides integrated cryptographic capabilities that support both performance and 
resiliency:

� CP Assist for Cryptographic Functions (CPACF)

Cryptographic acceleration implemented in all processor units, eliminating dependency on 
discrete hardware for common operations and reducing the risk of localized failure impact.

� Crypto Express adapters

Tamper-resistant hardware security modules (HSMs) that provide secure key 
management and advanced cryptographic functions. Multiple adapters can be deployed to 
provide redundancy and workload distribution.

Cryptographic services are exposed through system software such as ICSF, which manages 
key usage and cryptographic operations across applications.
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3.8.3  Cryptographic resiliency capabilities

Several capabilities enable resilient cryptographic operation on IBM Z systems:

� Redundant cryptographic resources

Multiple Crypto Express adapters can be configured to share workloads and provide 
failover in the event of hardware failure.

� Pervasive cryptographic support

CPACF provides consistent availability of cryptographic functions across all processors, 
reducing dependency on specialized components.

� Secure system initialization

Hardware-based root-of-trust mechanisms ensure that only authenticated firmware is 
executed during system startup, enabling trusted recovery after failures.

� Integrated key management services

ICSF and related services provide centralized key management with support for high 
availability and recovery.

3.8.4  Design considerations

To fully leverage cryptographic resiliency, infrastructure design must address availability, key 
management, and recovery integration:

� Eliminate single points of failure

– Deploy multiple Crypto Express adapters across each domain2

– Distribute cryptographic workloads across available resources
– Avoid dependency on a single device or configuration

� Ensure key availability

– Provide resilient storage and management of cryptographic keys
– Design ICSF and related services for high availability
– Ensure that key access paths are redundant

� Integrate with recovery processes

– Ensure cryptographic services are available during system restart
– Align cryptographic initialization with overall recovery procedures
– Include cryptographic dependencies in GDPS and DR workflows

� Plan for failure scenarios

– Prepare for hardware failures, key unavailability, and tamper events
– Define procedures for key restoration and cryptographic reinitialization
– Minimize recovery time associated with cryptographic dependencies

� Operational readiness

– Test cryptographic recovery procedures regularly
– Validate key availability at recovery sites
– Maintain consistent configuration across production and recovery environments

2  A Crypto Express adapter can be partitioned into multiple independent cryptographic instances (hardware security 
modules), referred to as domains. Each domain has a unique domain ID and is assigned to an LPAR.
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3.8.5  Failure scenarios

Cryptographic infrastructure must support recovery from several failure conditions:

� Adapter failure

Workloads continue using alternate cryptographic resources when redundancy is properly 
configured

� Key unavailability

Loss of access to keys can result in application outages, even if other infrastructure 
remains available

� Tamper response events

Key zeroization requires restoration of key material and reinitialization of cryptographic 
services before workloads can resume

These scenarios highlight that cryptographic readiness is essential to successful recovery.

3.8.6  Integration with higher-level resiliency

Cryptographic resiliency must align with other infrastructure layers:

� Compute and virtualization provide execution environments for cryptographic services

� Parallel Sysplex enables workload continuity but depends on consistent key access

� GDPS coordinates recovery but requires cryptographic readiness for successful system 
restart

� Storage resiliency ensures data availability, which remains inaccessible without 
cryptographic keys

Without this alignment, cryptographic dependencies can prevent workloads from running 
even when other resiliency mechanisms are functioning.

3.8.7  Resiliency contribution

Cryptographic resiliency ensures that secure workload processing can continue during 
failures and recovery scenarios. It contributes to resiliency by:

� Maintaining availability of cryptographic services during component failures
� Eliminating cryptographic resources as single points of failure
� Enabling successful system and application recovery through key availability
� Supporting consistent operation across production and disaster recovery environments

These capabilities ensure that security dependencies do not become barriers to availability, 
allowing IBM Z systems to sustain secure, continuous operation under a wide range of 
conditions.

3.9  Parallel Sysplex (intra-site resiliency)

Parallel Sysplex is a clustering technology that enables multiple z/OS systems to operate as a 
single logical environment. It provides workload distribution, data sharing, and coordinated 
system operation across multiple systems within a site.
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Parallel Sysplex is a foundational component of IBM Z resiliency architecture. It enables 
applications and services to continue running when individual systems, subsystems, or 
components fail, without requiring manual intervention.

Parallel Sysplex coordination underpins workload continuity (see 4.8, “Workload continuity: 
Routing and redistributing processing” on page 96).

3.9.1  Parallel Sysplex architecture

A Parallel Sysplex consists of two or more z/OS systems (LPARs or systems across CPCs) 
connected through:

� Coupling facilities (CFs) for shared data structures and coordination
� Cross-system Coupling Facility (XCF) services for communication
� Cross-system Extended Services (XES) for access to shared structures
� Server Time Protocol (STP) for time synchronization

From an application perspective, a Parallel Sysplex behaves as a single system image, 
allowing:

� Workload distribution across systems
� Shared access to data
� Coordinated processing across subsystems and middleware

Parallel Sysplex provides tight integration with core z/OS components like GRS, JES2, 
RACF®, WLM, XCF, and zFS, as well as enterprise subsystems such as Db2, IMS, CICS, 
WebSphere Application Server, and IBM MQ for z/OS. It also extends to network 
components, supporting seamless workload distribution and continuous availability across 
the environment.

3.9.2  Role in resiliency

Parallel Sysplex provides intra-site resiliency by eliminating dependencies on individual 
systems or components.

� Continuous workload execution

Workloads can run across multiple systems simultaneously. If one system becomes 
unavailable:

– Work is redistributed to remaining systems
– Applications continue processing without interruption

� Elimination of single points of failure

By distributing workloads and resources:

– No single z/OS instance is critical for application availability
– Subsystem failures can be isolated without impacting the entire workload

� Non-disruptive maintenance

Parallel Sysplex enables planned maintenance without service interruption:

– Rolling IPLs of z/OS systems
– Rolling upgrades of subsystems and middleware
– Hardware maintenance without taking applications offline

� Dynamic workload management

Parallel Sysplex capabilities support:

– Dynamic transaction routing
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– Dynamic session balancing
– Intelligent workload distribution to healthy systems

These mechanisms ensure that workloads are directed to available and responsive 
resources.

� Integration with coupling facility

Parallel Sysplex relies on the coupling facility to maintain shared state and data 
consistency. Together, they provide:

– Coordinated access to shared data
– Rapid recovery through structure rebuild
– Consistent system-wide processing

3.9.3  Design considerations

Effective use of Parallel Sysplex requires careful design to achieve the intended resiliency 
outcomes.

� Application and service design

Applications must be designed to exploit Parallel Sysplex capabilities:

– Avoid dependencies on a single system, subsystem instance, or resource
– Enable data sharing where supported
– Implement dynamic routing and workload distribution

Applications that are not sysplex-aware may not benefit from the full resiliency capabilities.

� Elimination of single points of failure

Infrastructure design must remove dependencies on individual components:

– Multiple z/OS systems within the Parallel Sysplex
– Redundant coupling facilities
– Multiple network paths
– Shared access to storage across systems

Dependencies on a single LPAR, device, or path can introduce outages even in a Parallel 
Sysplex environment.

� Subsystem and middleware configuration

Subsystems must be configured to support Parallel Sysplex operation:

– Enable data sharing for Db2, IMS, and other components
– Configure workload balancing and routing mechanisms
– Ensure consistent configuration across all systems

Failure to enable these capabilities limits the resiliency benefits of the Parallel Sysplex.

� Capacity and workload distribution

Sufficient capacity must be available across systems to handle failure scenarios:

– Remaining systems must absorb workload from a failed system
– Capacity planning should include peak and failover conditions

Without sufficient capacity, failover events can degrade performance or impact availability.

� Coupling facility dependency

Parallel Sysplex operation depends on the availability and performance of coupling 
facilities:

– Ensure redundancy of CF resources
– Properly size CF structures and connectivity
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– Avoid contention or bottlenecks during failover scenarios

Refer to 3.10.6, “Design considerations” on page 68 for detailed coupling facility 
considerations.

� Operational practices

Operational discipline is required to maintain resiliency:

– Use rolling maintenance procedures
– Validate failover and recovery scenarios
– Ensure consistent configuration settings across all LPARs within a Parallel Sysplex

3.9.4  Limitations of intra-site resiliency

Parallel Sysplex with data sharing provides high availability within a single site, but it does not 
protect against all failure scenarios.

� Site-level risks

Failures affecting the entire data center are not mitigated:

– Power outages
– Cooling failures
– Environmental issues
– Site-wide human errors

� Infrastructure-wide dependencies

Issues affecting shared infrastructure can still impact all systems:

– Shared storage failures
– Network outages
– Misconfiguration affecting all systems

Parallel Sysplex enables multiple z/OS systems to operate as a single logical environment, 
providing workload distribution, data sharing, and coordinated processing.

It improves resiliency by:

� Eliminating single system dependencies
� Enabling continuous operation during failures
� Supporting non-disruptive maintenance
� Allowing dynamic workload management

However, these capabilities are limited to intra-site scenarios. Additional solutions are 
required to address disaster recovery and site-level resiliency.

For protection against site-level failures, multi-site solutions such as GDPS are required.

3.10  Coupling facility

The coupling facility (CF) is the central component of the IBM Z Parallel Sysplex architecture, 
providing the shared data structures and coordination services required for multi-system 
operation. It enables multiple z/OS systems to function as a single logical system image while 
maintaining data integrity, availability, and consistency.

By maintaining shared state information across systems, the coupling facility supports 
continuous operation during system, application, or component failures. When a CF structure 
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becomes unavailable due to a failure or planned outage, it can be rebuilt automatically on an 
alternate coupling facility, minimizing disruption to dependent workloads.

3.10.1  Architecture and components

A coupling facility is implemented as a specialized logical partition (LPAR) on IBM Z 
hardware. It runs the Coupling Facility Control Code (CFCC), which manages the shared data 
structures used by systems a Parallel Sysplex.

The CFCC executes on dedicated Internal Coupling Facility (ICF) processors, which are 
optimized for coupling facility workloads. These processors ensure predictable performance 
and isolation from general-purpose processing.

z/OS systems communicate with the coupling facility through the following components:

� Cross-system Coupling Facility (XCF): Provides messaging and signaling services 
between systems in the Parallel Sysplex

� Cross-system Extended Services (XES): Manages access to coupling facility structures

Communication between z/OS LPARs and coupling facility LPARs is performed through 
high-speed coupling facility links. These include:

� Integrated Coupling (IC) links, used within the same Central Processor Complex (CPC)
� Short-distance links, used between CPCs that are no more 150 meters apart 
� Long-distance links, used between CPCs that are up to 10 kilometers apart

3.10.2  Coupling facility structures

The coupling facility contains shared data structures that are managed by CFCC. These 
structures provide the mechanisms for coordination, data sharing, and synchronization 
across systems.

The primary structure types are:

� List structures
Used for queuing and data exchange between systems

� Lock structures
Used to coordinate access to shared resources and ensure serialization

� Cache structures
Used to maintain high-speed shared data buffers for applications and subsystems

These structures are exploited by IBM software components such as CICS, Db2, and IMS to 
support shared data access and high availability, and by other subsystems (like GRS and 
JES2) for resource sharing and coordination.

3.10.3  Functional role in resiliency

The coupling facility is fundamental to achieving high levels of availability and fault tolerance 
in a Parallel Sysplex environment. It enables:

� Coordinated workload execution across systems
� Data sharing without data duplication
� Rapid recovery from failures through structure rebuild and workload redistribution
� Continuous operation of applications despite individual system outages
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Resiliency is achieved not only through data sharing, but also through the integration of 
coupling facility services with z/OS, middleware, networking, and security components across 
the software stack.

3.10.4  Capabilities

The coupling facility provides the following capabilities within a Parallel Sysplex environment:

� Data sharing across systems
� Resource sharing across systems
� Maintenance of data integrity and consistency
� Continuous availability of shared resources
� Support for high availability and workload balancing across systems

3.10.5  Connectivity and communication

Each z/OS LPAR in the Parallel Sysplex is connected to one or more coupling facilities 
through dedicated coupling facility links. These links provide low-latency, high-bandwidth 
communication required for synchronous operations.

IBM recommends configuring multiple paths between each z/OS image and each coupling 
facility to eliminate single points of failure. In addition, dedicated coupling facility-to-coupling 
facility (CF-to-CF) links are required when using system managed CF structure duplexing, as 
opposed to Db2 user managed duplexing.

3.10.6  Design considerations

When designing a coupling facility configuration, several factors must be considered to 
ensure availability, performance, and failure isolation:

� Redundancy and availability

– Even in single-LPAR configurations, deploying coupling facilities improves availability

– Certain disruptions can impact an entire CF image; a second CF enables structure 
rebuild and continued operation

– A single-CPC configuration can still expose platform-level single points of failure

� Failure isolation

Some CF structures, such as Db2 IRLM lock structures, require failure isolation. Without 
proper isolation, loss of these structures can require a group-wide restart of subsystems, 
resulting in service disruption.

To provide failure isolation:

– Place critical CF structures on a stand-alone CF, or an internal CF on a system outside 
of the Parallel Sysplex, or

– Use duplexing to maintain a secondary copy of the structure on a different CF

This approach ensures that surviving systems can continue processing using the 
unaffected structure instance.

� Duplexing considerations

System-managed duplexing improves availability by maintaining multiple copies of CF 
structures. However, it introduces higher z/OS CPU utilization due to increased processing 
and synchronization.
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Traditional synchronous duplexing can impact performance. Asynchronous duplexing can 
reduce this impact and is available for specific use cases, such as Db2 lock structures.

� Stand-alone versus internal coupling facilities

A stand-alone (external) coupling facility provides stronger failure isolation compared to an 
internal CF hosted within a CPC. For environments requiring maximum resiliency:

– External CFs help isolate failures from application systems
– Duplexing can still be used to further reduce recovery times

� Connectivity best practices

– Connect each z/OS LPAR to all coupling facilities using at least two paths; three paths 
are preferred

– Use dedicated CF-to-CF links for duplexed structures
– Physically isolate link paths where possible to reduce risk of shared failures

� Capacity planning

Proper sizing of coupling facilities is critical:

– Ensure sufficient ICF processors and memory
– Plan for structure rebuild operations during failures or maintenance
– Account for peak workloads and future growth

The IBM Z Coupling Facility Structure Sizer (CFSizer), available in z/OSMF, should be 
used to determine appropriate structure sizes based on workload characteristics.

� Growth and operational readiness

It is recommended to plan for future expansion by:

– Installing spare coupling facility adapters
– Providing pre-cabled connectivity for rapid activation
– Ensuring sufficient capacity to accommodate workload growth

These measures enable rapid, non-disruptive scaling when required.

3.10.7  Implementation guidance

Implementing a Parallel Sysplex with coupling facilities provides the foundation for high 
availability, but data sharing alone does not fully exploit the capabilities of the platform.

To achieve maximum resiliency:

� Enable and configure relevant Parallel Sysplex features across z/OS, networking, security, 
and subsystems

� Leverage product-specific high availability capabilities

� Align application design with Parallel Sysplex and coupling facility functions

A comprehensive approach that spans the entire software stack is required to achieve the 
highest levels of availability, fault tolerance, and recovery capability.

The coupling facility is a foundational element of the IBM Z Parallel Sysplex, enabling 
coordinated system operation through shared data structures and services. Its ability to 
maintain consistent shared state, support automatic recovery, and eliminate single points of 
failure makes it essential for delivering scalable, resilient, and continuously available 
enterprise workloads.
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3.11  GDPS (multi-site orchestration)

Geographically Dispersed Parallel Sysplex (GDPS) extends the resiliency capabilities of 
Parallel Sysplex beyond a single site. It provides automation and orchestration for managing 
system, storage, and network resources across geographically separated environments.

While Parallel Sysplex ensures intra-site availability, GDPS enables multi-site resiliency and 
disaster recovery, allowing workloads to continue operating or be rapidly restored in the event 
of a site-level failure.

GDPS implements multi-site resiliency patterns (see 2.4, “Pattern 2: Failover capable” on 
page 28, 2.5, “Pattern 3: Fault tolerant ” on page 32, and 2.6, “Pattern 4: Adaptive continuity” 
on page 36).

3.11.1  What it is: GDPS architecture

GDPS is a family of solutions that integrates:

� Parallel Sysplex
� Storage replication technologies
� Automation and orchestration software

GDPS manages and coordinates these components to provide controlled failover and 
recovery across sites.

Core functions of GDPS include:

� Monitoring system and storage environments
� Managing storage replication (for example, Metro Mirror and Global Mirror)
� Automating failover and failback processes
� Coordinating system restart and workload recovery

GDPS operates across multiple sites, which may represent:

� Separate data centers
� Metro-distance locations
� Geographically dispersed regions

The specific GDPS offering selected depends on recovery objectives such as recovery point 
objective (RPO) and recovery time objective (RTO).

3.11.2  Role in resiliency

GDPS builds on the capabilities of Parallel Sysplex to address failure scenarios that affect an 
entire site.

� Site-level failure recovery

In the event of a full site outage (for example, power loss or environmental failure):

– GDPS helps in automating the transfer of workloads to a secondary site
– Systems and applications are restarted in a controlled sequence
– Storage access is redirected to replicated data

This minimizes recovery time and reduces reliance on manual intervention.

� Coordinated failover

GDPS ensures that recovery actions are:
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– Sequenced correctly across systems, storage, and network components
– Consistent across applications and subsystems
– Aligned with predefined recovery procedures

This coordination reduces errors and improves recovery reliability.

� Data consistency and availability

Through integration with storage replication technologies, GDPS ensures:

– Data consistency between sites
– Controlled switching of primary and secondary data copies

Continuous or near-continuous data availability depending on the configuration

� Integration with Parallel Sysplex

GDPS extends Parallel Sysplex capabilities across sites by:

– Coordinating Parallel Sysplex restart at the recovery site
– Supporting workload relocation across geographically separated systems

Enabling continued use of sysplex-aware applications during failover

� Planned operations

GDPS is also used for planned events, including:

– Site maintenance
– Disaster recovery testing
– Controlled workload migration between sites

These operations can be executed with reduced disruption compared to manual 
processes.

3.11.3  GDPS solution types

GDPS provides multiple offerings to address different resiliency requirements. These 
solutions vary in terms of distance support, replication technology, and recovery 
characteristics.

Common GDPS configurations include:

� GDPS Metro
Uses synchronous replication (Metro Mirror) to provide zero data loss (RPO = 0) over 
metropolitan distances

� GDPS Global (GM)
Uses asynchronous replication (Global Mirror) to support long-distance recovery with 
minimal performance impact

� GDPS Metro Global (MGM)
Combines synchronous and asynchronous replication to support both zero data loss 
locally and disaster recovery at distance

� GDPS Continuous Availability
Provides near-continuous availability by enabling workload mobility across sites

� GDPS Logical Corruption Protection (LCP) Manager
Provides protection against logical corruption or cyber events using point-in-time copies

Each solution is designed to meet specific RPO and RTO requirements and can be combined 
into multi-site configurations.
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3.11.4  Design considerations

Effective use of GDPS requires careful alignment of system, storage, and operational 
capabilities.

� Integration with Parallel Sysplex design

GDPS assumes that the underlying environment:

– Uses Parallel Sysplex for intra-site resiliency
– Supports workload mobility across systems
– Has eliminated application dependencies on specific systems

Applications that are not sysplex-aware may require restart and manual intervention 
during failover.

� Storage replication strategy

GDPS relies on storage replication to provide data availability:

– Synchronous replication minimizes data loss but is distance-limited
– Asynchronous replication supports longer distances with small data loss windows

The chosen replication model must align with business RPO requirements.

� Infrastructure redundancy

Multi-site resiliency requires redundancy at multiple levels:

– Systems (multiple CPCs)
– Storage subsystems
– Network connectivity
– Coupling facilities (where applicable)

Each site must be capable of supporting workload execution independently.

� Recovery objectives (RTO and RPO)

GDPS configurations must be selected based on business requirements:

– Recovery Time Objective (RTO): acceptable recovery duration
– Recovery Point Objective (RPO): acceptable data loss

These objectives directly influence architecture decisions.

� Automation and operational readiness

GDPS automation reduces recovery time and human error, but requires:

– Well-defined recovery procedures
– Regular testing (for example, planned site switches or rehearsals)
– Validation of end-to-end recovery scenarios

All production systems and applications must be included in testing to ensure readiness.

� Failback capability

Design considerations should include the ability to:

– Return workloads to the original site after recovery
– Maintain data consistency during failback
– Minimize disruption during rebalancing operations

3.11.5  Relationship to underlying infrastructure

The effectiveness of GDPS depends on the availability and performance of underlying 
components, including:
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� Storage subsystems and replication technologies
� Network connectivity between sites
� Coupling facility and Parallel Sysplex configuration

These components must be designed and configured to support the requirements of GDPS.

GDPS extends the resiliency capabilities of Parallel Sysplex to multi-site environments by 
providing automated failover, coordinated recovery, and integration with storage replication 
technologies.

It improves resiliency by:

� Enabling recovery from site-level failures
� Automating failover and failback processes
� Maintaining data consistency across locations
� Reducing recovery time and operational risk

A successful GDPS implementation requires alignment between system architecture, storage 
replication, and operational practices to ensure reliable and predictable recovery. 

3.12  Storage resiliency

Storage infrastructure provides the foundation for data availability, consistency, and recovery 
in IBM Z environments. It ensures that data remains accessible during system, component, 
and site failures through redundancy, replication, and fault isolation mechanisms.

Storage resiliency spans disk systems, tape infrastructure, and SAN connectivity. These 
components work together to support continuous operation, disaster recovery, and protection 
against logical corruption.

3.12.1  Storage architecture

IBM Z storage resiliency is implemented through a combination of:

� Enterprise disk systems (IBM DS8000)
Provide high-performance, highly available block storage with replication and data 
protection capabilities

� Tape virtualization systems (IBM TS7700)
Provide resilient backup, archive, and long-term retention across distributed environments

� SAN fabrics (FICON and Fibre Channel)
Provide redundant connectivity between systems and storage resources

These components operate together to deliver:

� Continuous data access
� Redundant data paths
� Replicated data across locations
� Secure and recoverable data copies

3.12.2  Role in resiliency

Storage infrastructure plays a central role in both intra-site availability and multi-site recovery.

� Continuous data availability
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Storage systems are designed to tolerate component failures without disrupting I/O:

– Redundant controllers, paths, and internal components
– Automatic failover between components
– Multipath access from host systems

This allows applications to continue accessing data even during hardware failures or 
maintenance operations.

� Data replication and site resiliency

Replication technologies extend resiliency beyond a single system or site:

– Synchronous replication ensures zero data loss by writing data to multiple locations 
simultaneously

– Asynchronous replication enables long-distance recovery with minimal performance 
impact

– Multi-site configurations provide additional protection against regional failures

These capabilities enable:

– Rapid failover to alternate sites
– Alignment with RPO and RTO requirements
– Integration with GDPS for automated recovery

� Data protection beyond hardware failures

Traditional high availability mechanisms protect against hardware and site failures, but not 
against logical data corruption.

Storage systems address this through:

– Point-in-time copies (for backup and recovery)
– Immutable copies (for protection against ransomware or accidental changes)

These capabilities enable recovery to a known good state when data integrity is 
compromised.

� Backup and retention resiliency

Tape and virtual tape systems extend resiliency to backup and archival workloads:

– Replicated tape environments ensure availability during site failures
– Retention mechanisms protect against premature data deletion
– Isolated copies provide protection against widespread failures or cyber events

� Connectivity resiliency

SAN fabrics ensure continuous access between systems and storage:

– Multiple physical and logical paths
– Automatic rerouting of I/O during link or switch failures
– Isolation of failures within fabric segments

This prevents connectivity issues from disrupting data access.

3.12.3  Design considerations

Achieving storage resiliency requires coordinated design across disk, tape, and network 
infrastructure.

� Redundancy and fault isolation

– Eliminate single points of failure in storage controllers, paths, and fabrics
– Deploy redundant hardware components and independent failure domains
– Ensure failures are contained and do not propagate across the environment
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� Replication strategy

– Select replication technologies based on RPO and RTO requirements
– Use synchronous replication where zero data loss is required
– Use asynchronous replication for long-distance recovery
– Replication design must align with GDPS and overall recovery strategy.

� Path and connectivity design

– Configure multiple I/O paths between systems and storage
– Use independent SAN fabrics for redundancy
– Distribute paths across adapters and switches

Proper path design ensures continued access during component failures.

� Capacity and performance

– Size storage systems to handle failover scenarios
– Ensure sufficient performance when operating in degraded modes
– Account for workload redistribution during failures

� Data protection and cyber resiliency

– Implement point-in-time and immutable data copies
– Protect against logical corruption and ransomware scenarios
– Ensure recovery processes can restore known good data

� Tape and backup resiliency

– Use replicated tape or virtual tape environments
– Ensure backup data is accessible during site failures
– Validate backup and recovery processes regularly

� SAN fabric design

– Use physically separate, redundant fabrics
– Apply proper zoning and segmentation
– Design for predictable routing and fault isolation

� Operational readiness

– Test failover, recovery, and replication scenarios regularly
– Validate end-to-end data accessibility during recovery
– Maintain consistent configuration across sites

3.12.4  Relationship to other resiliency components

Storage resiliency is tightly integrated with other components:

� Parallel Sysplex relies on shared and consistent data access
� Coupling facility ensures coordination of shared data structures
� GDPS orchestrates failover using storage replication

Failures in storage or data availability can prevent workload execution even if systems remain 
operational.

Storage infrastructure is a foundational element of IBM Z resiliency, ensuring that data 
remains available, consistent, and recoverable under a wide range of failure conditions. It 
contributes to resiliency by:

� Maintaining continuous data access during component failures
� Enabling data replication across systems and sites
� Protecting against logical corruption and data loss
� Supporting disaster recovery and cyber resiliency
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A resilient storage design requires coordinated planning across storage systems, SAN 
connectivity, replication technologies, and operational procedures.

3.13  Hardware Management Console and Support Element

Management infrastructure provides the control, visibility, and operational safeguards 
required to maintain system stability and respond effectively to failures. On IBM Z, the 
Hardware Management Console (HMC) and Support Element (SE) form the core platform 
management layer.

These components enable administrators to configure, monitor, and control system resources 
while enforcing governance and reducing the risk of operational errors. In a resilient 
environment, management functions must be reliable, controlled, and designed to prevent 
unintended disruptions.

3.13.1  Management architecture

The HMC and SE together provide the management interface for IBM Z systems:

� Hardware Management Console (HMC)
Provides centralized management of one or more IBM Z systems, including configuration, 
monitoring, and operational control

� Support Element (SE)
Resides within the CPC and executes management commands issued from the HMC

Commands initiated from the HMC are routed to the primary SE, which then applies them to 
the hardware environment.

The HMC and SE are implemented as closed systems, dedicated to platform management. 
The IBM Z Hardware Management Appliance (HMA) provides the current implementation, 
hosting both HMC and SE functions.

Additional capabilities include:

� Remote Support Facility (RSF) for communication with IBM Support
� Redundant hardware components, including power supplies
� Mirroring of configuration data between primary and alternate SEs

These capabilities provide a reliable foundation for managing IBM Z infrastructure.

3.13.2  Role in resiliency

The HMC and SE contribute to resiliency by enabling controlled system operation, rapid issue 
detection, and prevention of human error.

� Controlled system operations

All critical hardware operations such as activating systems, managing partitions, and 
configuring resources are centrally controlled through the HMC:

– Operations are executed in a consistent and auditable manner
– System changes can be coordinated across environments
– Recovery actions can be initiated in a controlled sequence

� Monitoring and visibility

The HMC provides visibility into system health and status:
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– Hardware events and conditions are reported in real time
– Issues can be detected early and addressed before causing outages
– Integration with support functions enables faster problem resolution

� Reduction of human error

Operational errors are a significant source of outages in production environments. The 
HMC provides controls to reduce these risks:

– Restricting access to critical operations
– Limiting scope of user actions
– Enforcing approval workflows for disruptive tasks

These controls help prevent unintended actions such as:

– Deactivating incorrect systems or partitions
– Performing disruptive operations on production environments
– Misconfiguring hardware resources

� Support for recovery operations

During failure or recovery scenarios, the HMC is used to:

– Activate systems and partitions at recovery sites
– Coordinate restart procedures
– Execute failover or failback operations

The availability and correct configuration of HMC functions are therefore essential for 
successful recovery.

3.13.3  Key resiliency capabilities

The HMC provides several features that directly support resiliency by reducing operational 
risk and enforcing control.

� HMC user error protection

User Error Protection helps prevent unintended disruptive actions:

– Restricts users to specific systems or partitions
– Limits users to non-disruptive operations where required
– Allows separation of production and non-production roles
– Supports locking of critical resources against modification

These controls reduce the likelihood of outages caused by incorrect operations.

� HMC dual control

Dual control introduces an approval mechanism for critical actions:

– Sensitive operations require secondary authorization before execution
– Requests are tracked and managed through defined workflows
– Notifications and approval processes ensure controlled execution

This capability provides an additional safeguard for high-impact operations and reduces 
the risk of accidental or unauthorized changes.

3.13.4  Design and operational considerations

To ensure resiliency, HMC and SE infrastructure must be designed and managed carefully.

� Availability and redundancy

– Deploy redundant HMC configurations where applicable
– Ensure connectivity between HMCs and managed systems is resilient
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– Plan HMC versions and compatibility (for example, N-2 support across hardware 
generations)

� Access control and governance

– Define role-based access to limit exposure to critical operations
– Separate responsibilities between production and non-production environments
– Use user error protection and dual control for sensitive tasks

� Operational discipline

– Establish and document standard procedures for system operations
– Train administrators on HMC and SE capabilities
– Use built-in help and documentation to understand impact of actions

� Recovery readiness

– Ensure HMC access and configuration are available at recovery sites
– Validate that recovery procedures include required HMC operations
– Test system activation and recovery processes regularly

� Human error mitigation

– Recognize that operational mistakes are a primary cause of outages
– Implement controls to minimize risk of incorrect actions
– Enforce approval processes for disruptive operations

3.13.5  Relationship to other resiliency components

The HMC and SE provide the control plane for all other resiliency components:

� Parallel Sysplex operations are initiated and managed through HMC
� GDPS automation relies on HMC for executing system-level actions
� Storage and replication activities depend on coordinated system control
� Coupling facility and LPAR configuration are managed through HMC

Without a properly configured and controlled management layer, other resiliency capabilities 
cannot be fully utilized.

The HMC and SE provide the management foundation for IBM Z systems, enabling 
centralized control, monitoring, and operational governance. They contribute to resiliency by:

� Providing controlled execution of system operations
� Enabling rapid detection and response to issues
� Reducing the risk of outages caused by human error
� Supporting coordinated recovery and failover processes

A resilient environment requires not only capable infrastructure, but also disciplined and 
controlled management practices. The HMC and SE play a critical role in ensuring that 
system operations remain stable, predictable, and recoverable under all conditions.

3.14  Infrastructure resiliency integration

IBM Z infrastructure capabilities collectively address different categories of failure:

� Component failures (CPU, memory, I/O) are handled through redundancy, sparing, and 
dynamic reconfiguration

� System-level failures are addressed through virtualization, Parallel Sysplex, and workload 
redistribution
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� Site-level failures are addressed through GDPS and storage replication

� Dependency failures (data, keys, connectivity) are addressed through storage, network, 
and cryptographic resiliency

Resiliency is achieved through the coordinated operation of these components, ensuring that 
failures are isolated, absorbed, and recovered with minimal impact to business services.

For practical guidance on reducing risk and strengthening resiliency across infrastructure, 
operations, and capacity management, see Appendix C, “Best practices: Reducing risk” on 
page 207.

3.14.1  References

This chapter draws on a range of IBM documentation, IBM Redbooks publications, and 
technical white papers that provide authoritative guidance on IBM Z infrastructure 
architecture and implementation. Together, these resources form a comprehensive 
foundation for understanding the IBM Z infrastructure layer and support the concepts, 
recommendations, and examples presented in this chapter.

The referenced materials include:

� IBM Z documentation (IBM docs portal)

https://www.ibm.com/docs/en/systems-hardware

� IBM Z and LinuxONE: Capacity on Demand User’s Guide

https://www.ibm.com/docs/en/module_1721331501652/pdf/SC28-7058-00.pdf

� IBM Z Capacity on Demand User’s Guide

https://www.ibm.com/docs/en/module_1707928542006/pdf/SC28-6985-04.pdf

� IBM Mainframe Life Cycle History

https://www.ibm.com/support/pages/ibm-mainframe-life-cycle-history

� z/OS MVS: Setting Up a Sysplex

https://www.ibm.com/docs/en/zos

� CFRM Policy Editor and Sizer (z/OSMF Documentation)

https://www.ibm.com/docs/en/zos/3.2.0?topic=policies-cfrm-policy-editor-sizer

� IBM Redbooks – IBM z17 Technical Resources

https://www.redbooks.ibm.com/feature/z17

� IBM Redbooks – IBM z16® Technical Resources

https://www.redbooks.ibm.com/feature/z16

� IBM GDPS: An Introduction to Concepts and Capabilities

https://www.redbooks.ibm.com/abstracts/sg246374.html

� Introducing IBM Z System Recovery Boost

https://www.redbooks.ibm.com/abstracts/redp5563.html

� FICON Dynamic Routing (FIDR): Technology and Performance Implications

https://www.ibm.com/support/pages/node/6355583

� FICON Dynamic Routing White Paper

https://www.ibm.com/support/pages/system/files/inline-files/FICON_Dynamic_Routi
ng_White_Paper_2018-03.pdf
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� CF Configuration Options White Paper

https://www.ibm.com/downloads/cas/JZB2E38Q

� Hybrid Cloud with IBM Z

https://www.ibm.com/products/z/hybrid-cloud

� IBM Storage resiliency solutions 

https://www.ibm.com/solutions/storage-data-resilience

� IBM Z Connectivity Handbook, SG24-5444 

https://www.redbooks.ibm.com/abstracts/sg245444.html
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Chapter 4. Operating system layer: Enabling 
resiliency

Building on the infrastructure foundation described in the previous chapter, this chapter 
explains how failures are detected, classified, and managed; how data and state are 
preserved; how workloads are coordinated and redistributed across systems; and how 
recovery is executed and optimized. Together, these capabilities determine how resilience is 
experienced at the middleware and application layers.

While the infrastructure layer provides the physical and logical foundation for resiliency, it 
does not determine how workloads are executed or recovered in practice. These 
responsibilities are introduced at the operating system layer, where infrastructure capabilities 
are translated into coordinated execution, failure handling, and recovery behavior.

The operating system layer provides the core system services that coordinate execution, 
manage resources, and enable recovery across the IBM Z environment. On IBM Z, this layer 
is primarily represented by z/OS, which integrates advanced recovery mechanisms, workload 
management, and system-level coordination capabilities.

In the context of the deployment patterns, the operating system is a key orchestrator of 
resiliency behavior. It determines how workloads are restarted, relocated, or sustained during 
failures, and how system resources are allocated to meet service-level objectives under both 
normal and degraded conditions.

In Pattern 1 (Reliable Base), the operating system enables restart-based recovery through 
well-defined initialization, subsystem restart sequencing, and recovery processing. 
Predictable restart behavior is critical to minimizing outage duration and ensuring data 
integrity following failures. At this level, middleware is responsible for restoring application 
state following restart.

In Pattern 2 (Failover Capable), the operating system supports restart at alternate systems or 
sites. This includes the ability to initialize workloads in a different environment, integrate with 
replication-aware recovery processes, and reestablish service with minimal manual 
intervention. Middleware must reestablish execution in alternate environments and ensure 
data consistency during failover.

4
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In Pattern 3 (Fault Tolerant), the operating system enables concurrent execution across 
multiple systems. Capabilities such as Parallel Sysplex coordination, workload distribution, 
and shared-state management allow failures to be masked and workloads to continue 
processing without restart. Middleware must maintain consistency across concurrently 
executing instances.

In Pattern 4 (Adaptive Continuity), the operating system participates in multi-site coordination, 
enabling workloads to execute across distributed environments with policy-driven behavior. 
This includes interaction with routing, automation, and observability systems to dynamically 
adapt to changing conditions. Middleware increasingly adopts distributed and policy-driven 
models to fully exploit adaptive execution environments.

This chapter follows the lifecycle of failure within the z/OS operating system, progressing 
through a series of stages that reflect how failures are handled in practice. These stages 
include establishing the failure handling framework, detecting and analyzing issues, 
preserving data and system state, coordinating shared resources, masking infrastructure 
failures, maintaining workload continuity, and ultimately recovering and stabilizing the 
environment.

Each section in this chapter maps to a stage in this lifecycle and highlights the specific z/OS 
services and configuration considerations required to implement it:

� 4.1, “Scope and boundaries of the operating system layer” on page 82
� 4.2, “Resiliency foundations: Defining failure and recovery” on page 83
� 4.3, “Operational awareness: Detecting and understanding system health” on page 86
� 4.4, “Data resiliency services: Ensuring recoverability and integrity” on page 91
� 4.5, “Shared data coordination: Maintaining consistency across systems” on page 92
� 4.6, “Cybersecurity: Protecting data and workload integrity” on page 93
� 4.7, “Transparent failure handling: Masking infrastructure disruptions” on page 95
� 4.8, “Workload continuity: Routing and redistributing processing” on page 96
� 4.9, “Adaptive workload environments: Supporting modern application models” on 

page 102
� 4.10, “Recovery optimization: Accelerating return to service” on page 104
� 4.11, “Bringing it all together” on page 104

4.1  Scope and boundaries of the operating system layer

The operating system layer is responsible for ensuring that failures are detected, contained, 
and recoverable, and that workloads can continue executing despite disruptions. In doing so, 
the operating system translates the resiliency capabilities of the underlying infrastructure into 
coordinated execution, failure handling, and recovery behavior for running workloads.

However, the operating system does not determine how application logic, transactions, or 
user interactions are preserved across failures. These concerns are addressed by the 
middleware and application layers, which build on the execution and recovery guarantees 
provided by z/OS.

This distinction is essential: the operating system enables resilient execution, while higher 
software layers ensure that this execution produces correct and consistent results throughout 
the lifecycle of application work. The remainder of this chapter demonstrates how z/OS 
implements this execution model through its core resiliency services.
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4.2  Resiliency foundations: Defining failure and recovery

Resiliency in z/OS begins with a well-defined model for how failures are expected, detected, 
and handled. The operating system is designed on the principle that faults are inevitable and 
must be managed in a structured and predictable way. The z/OS Reliability, Availability, and 
Serviceability (RAS) architecture establishes this foundation by defining how errors are 
identified, isolated, and contained, and how recovery processing is initiated. Building on this 
foundation, the failure model determines how different types of failures are masked (hard, and 
soft), classified, and managed, shaping how the system responds under both normal and 
degraded conditions.

RAS is the operating system’s resiliency contract to ensure that every failure becomes 
manageable, observable, and recoverable.

These foundations are extended by middleware recovery semantics (see 5.1, “Foundation 
from the operating system layer” on page 108).

4.2.1  z/OS RAS architecture

z/OS is the result of decades of technological advancement and extensions. It evolved from 
running a single program at a time to an operating system that can handle many thousands of 
programs and interactive users concurrently. z/OS is designed to deliver the highest quality of 
service for enterprise transactions and data, extending these qualities to applications by using 
the latest hardware and software technologies. It provides a highly securable, scalable, 
high-performance base on which to deploy modern and traditional applications.

z/OS RAS is designed around z/Architecture principles with the premise that problems will 
occur and the IBM Z stack must be able to handle them. Design goals include:

� Detecting and identifying errors, and isolating problems
� Establishing recovery environments to handle First Failure Data Capture (FFDC)
� Enabling processing to continue or recover
� Releasing resources to avoid impacting other processing
� Labeling code and control blocks for easy identification
� Implementing robust system tracing
� Capturing diagnostic data
� Analyzing error data for problem analysis
� Ensuring reliable program operation via the verification of parameter inputs

These capabilities form the base from which z/OS extends resiliency beyond a single system 
into coordinated, multi-system execution.

4.2.2  Time synchronization

Time synchronization on IBM Z is based on the hardware Time of Day (TOD) clock, which is 
implemented in the central processor complex and coordinated by firmware services. When 
Server Time Protocol (STP) is enabled, this hardware-derived time base is synchronized 
across all logical partitions (LPARs) within the Coordinated Timing Network (CTN), providing 
a single, coherent time reference.

For how this time base is used for system observability, see 4.3.1, “Failure classification and 
recovery behavior” on page 87.

This shared time base is essential for deterministic recovery processing in z/OS 
environments, ensuring that events can be ordered consistently across systems and 
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subsystems. In z/OS, it underpins transaction processing and commit sequencing, log-based 
recovery for subsystems such as Db2 and IMS, and recovery and restart operations in 
multi-system environments. It also enables accurate correlation of SMF and RMF records, 
consistent interpretation of SYSLOG data, and reliable analysis of system and application 
events during both normal operations and failure scenarios.

In regulated environments, synchronized time ensures that timestamps meet audit and 
compliance requirements and that recovery-related evidence remains defensible. By 
eliminating time divergence across LPARs, STP provides a foundation for consistent recovery 
behavior and cross-system coordination.

Risks of unsynchronized time
If time is not synchronized across systems:

� Events may appear out of sequence across LPARs or systems
� Recovery checkpoints may be misinterpreted or applied incorrectly
� Log-based recovery processing can become inconsistent
� Cross-system correlation of operational data may be unreliable
� Root cause analysis and forensic investigation may be compromised

In severe cases:

� Failures may be incorrectly correlated or missed entirely
� Recovery actions may be based on incomplete or misleading information
� System health assessment becomes unreliable

Time synchronization on IBM Z is implemented at the hardware and firmware level but 
realized at the z/OS and LPAR execution level. It is a critical dependency for:

� Deterministic recovery processing
� Cross-system coordination
� Log integrity and replay correctness
� Operational awareness and observability

STP ensures that all z/OS images participating in a Coordinated Timing Network share a 
consistent time base, eliminating time divergence as a source of inconsistency in both normal 
operation and recovery scenarios.

STP design considerations
When integrating z/OS into a time-synchronized environment:

� Ensure all LPARs in a sysplex operate in STP timing mode (STPMODE=YES)

� Use a consistent time source strategy across all systems

� Maintain alignment of time zone and daylight-saving settings to avoid inconsistencies in 
logs and reporting

� Avoid manual time changes when STP is active to preserve synchronization integrity

For higher levels of resiliency:

� Deploy redundant external time sources (NTP and/or PTP)

� Configure Coordinated Timing Network (CTN) role redundancy (PTS, BTS, and arbiter 
where applicable)

� Plan for replacement of the Backup Time Server when role transitions occur

� Monitor CTS changes and external time source status to detect deviations early
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These practices ensure that time synchronization supports both resiliency objectives and 
operational awareness, particularly in multi-system environments.

Time synchronization supports multi-system resiliency patterns (see 3.9, “Parallel Sysplex 
(intra-site resiliency)” on page 63 and 3.11, “GDPS (multi-site orchestration)” on page 70).

4.2.3  From RAS to coordinated resiliency: the OS execution model

The z/OS RAS architecture defines how the operating system detects, isolates, and manages 
failures at the component level. However, resiliency in a modern IBM Z environment is not 
achieved solely within a single system. It emerges from how the operating system extends 
these capabilities across multiple systems in a sysplex.

In this context, z/OS provides two complementary execution models:

� Sysplex-based coordination for managing failures through restart and workload 
redistribution

� Parallel Sysplex-based shared execution for maintaining continuity across systems

These models represent the operating system’s mechanism for implementing the deployment 
patterns introduced in Chapter 2, “IBM Z deployment patterns: Behavior under disruption” on 
page 15, particularly Pattern 3 (Fault Tolerant) and Pattern 4 (Adaptive Continuity).

In environments without shared-state coordination (for example, non-sysplex configurations), 
z/OS supports restart-based resiliency consistent with Pattern 1 and Pattern 2. However, the 
advanced continuity behaviors described in this chapter require a Sysplex or Parallel Sysplex 
environment.

This distinction is critical for designing resiliency solutions: it determines whether recovery is 
based on restart (Pattern 3) or on continuous execution (Pattern 4).

z/OS responsibility in the resiliency lifecycle
Within the failure lifecycle, the operating system plays a defining role:
� Detect and classify failures (via RAS and monitoring services)
� Coordinate recovery actions (via XCF, WLM, and subsystem interfaces)
� Preserve execution integrity (via restart and resource management)
� Enable continuity across systems (via sysplex and CF-based services)

This progression reflects a shift in z/OS responsibility from local recovery orchestration to 
system-wide execution coordination.

Alignment to deployment patterns
z/OS implements different resiliency behaviors depending on the sysplex model:

� Pattern 3 (Fault tolerant)

In a Sysplex environment, z/OS supports Pattern3 by:

– Detecting system or workload failure conditions
– Restarting workloads on surviving systems
– Redistributing processing based on WLM policy
– Ensuring that service continues, albeit through recovery

z/OS enables continuity through controlled restart and relocation.

� Pattern 4 (Adaptive Continuity)

In a Parallel Sysplex environment, z/OS extends Pattern 3 by:
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– Enabling concurrent execution across systems
– Maintaining shared state through CF structures
– Dynamically adjusting workload placement in real time
– Integrating with automation and policy-driven controls

z/OS enables continuity without restart, even during failure.

Key transition: from restart to continuity
The introduction of Parallel Sysplex marks a fundamental evolution in OS behavior:

� Sysplex: Resiliency is achieved by reacting to failure, z/OS coordinates recovery and 
restart.

� Parallel Sysplex: Resiliency is achieved by absorbing failure, z/OS maintains execution 
using shared-state coordination.

This transition is central to understanding how z/OS moves from Pattern 3 (fault tolerance via 
recovery) to Pattern 4 (adaptive continuity via coordination).

Implication for the remainder of this chapter
The mechanisms described in the following sections include: failure detection, operational 
awareness, data resiliency, and workload continuity. They should be understood as functional 
realizations of z/OS execution model as follows:

� RAS provides the foundation for failure handling
� Sysplex provides the coordination layer for recovery-based resiliency
� Parallel Sysplex provides the shared execution layer for continuity-based resiliency

Together, they define how z/OS transforms infrastructure capabilities into observable 
resiliency behavior across the system.

4.3  Operational awareness: Detecting and understanding 
system health

Once the failure model and execution framework are established, the next step in the 
resiliency lifecycle is detecting and understanding system conditions before they impact 
service. z/OS provides a comprehensive set of observability and diagnostic capabilities that 
continuously evaluate system health, identify configuration risks, and analyze both real-time 
and emerging issues.

To interpret these capabilities correctly, it is important to understand how failures are 
classified and how each class drives different recovery behavior. z/OS distinguishes between 
masked, hard, and soft failures, each requiring different levels of detection, intervention, and 
recovery.

These capabilities extend the RAS architecture by enabling proactive detection of abnormal 
behavior and early intervention for conditions such as contention, resource exhaustion, and 
performance degradation.

Time synchronization is a foundational requirement for operational awareness. It ensures that 
system health, diagnostic data, and failure behavior can be interpreted consistently across 
the environment, enabling accurate detection, classification, and analysis of resiliency-related 
events.
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4.3.1  Failure classification and recovery behavior

Resiliency in z/OS begins with a clear understanding of how failures are categorized and how 
each category influences recovery behavior. The operating system, subsystems, and 
applications all rely on a consistent failure model to determine whether processing can 
continue, must be restarted, or requires diagnostic investigation. This classification provides 
the foundation for the detection, analysis, and recovery capabilities.

Failure classification depends heavily on a consistent time reference to determine the 
sequence and relationship of events. Without synchronized time, distinguishing between 
correlated and independent failures becomes unreliable, affecting recovery decisions and 
system interpretation.

Failures in a z/OS environment are generally classified into three categories: masked failures, 
hard failures, and soft failures. Each category reflects a different level of impact and a different 
approach to recovery:

� Masked failures occur when a fault is detected and corrected without any impact to active 
workloads. These failures are typically handled transparently by hardware or system 
software, ensuring that processing continues without interruption. For example, redundant 
components such as power supplies or I/O paths can automatically take over when a 
failure occurs. From a resiliency perspective, masked failures represent the ideal outcome, 
as no recovery action is required at the application or middleware level.

� Hard failures are failures that cannot be corrected in place and therefore result in the 
termination of a component, address space, or system function. The operating system or 
subsystem detects the failure and deliberately stops the affected processing to prevent 
further impact. Recovery from hard failures is typically achieved through restart 
mechanisms, such as subsystem restart, Automatic Restart Manager (ARM), or system 
re-IPL. In sysplex environments, workload can be redirected to surviving instances, 
minimizing service disruption.

� Soft failures are more subtle and often more difficult to detect. These failures do not 
immediately terminate processing but instead manifest as degraded behavior, resource 
contention, or loss of progress. Examples include enqueue contention, storage 
exhaustion, or performance anomalies that accumulate over time. Soft failures are 
particularly important in resiliency planning because they can remain undetected until they 
escalate into hard failures or outages.

To manage these failure types effectively, z/OS provides recovery routines that are invoked 
when a failure interrupts processing. These routines are responsible for:

� Determining whether processing can continue or must be terminated
� Attempting localized recovery actions, such as retrying or isolating the failure
� Capturing diagnostic data to support problem determination

Recovery routines are a key mechanism through which subsystems and applications 
integrate with the z/OS recovery model. They allow each component to participate in 
consistent, system-wide failure handling while preserving as much continuity as possible.

In addition to recovery logic, z/OS provides diagnostic data capture services that ensure 
sufficient information is available to analyze failures after they occur. These services include:

� System dumps and address space dumps
� System and subsystem tracing
� Error log recording and message logging

This data is essential for identifying root causes, especially in cases of soft failures where 
symptoms may not directly point to the underlying issue. The ability to correlate diagnostic 
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information across multiple system components is a critical aspect of the z/OS resiliency 
model.

The failure classification model directly influences the lifecycle stages described in this 
section:

� Masked failures often bypass detection and recovery stages entirely

� Hard failures trigger recovery processing and potential workload relocation

� Soft failures rely heavily on observability and diagnostic capabilities to identify and resolve 
conditions before escalation

Understanding these distinctions is fundamental to interpreting the capabilities described in 
the remainder of this section. Health monitoring, predictive analysis, and runtime diagnostics 
are all designed to identify and respond appropriately to each failure type, ensuring that 
resiliency is achieved through a combination of prevention, detection, and recovery.

With this classification model in place, the following subsections examine how z/OS detects, 
analyzes, and responds to each category of failure through its operational awareness 
services.

4.3.2  Health Checker for z/OS 

IBM Health Checker for z/OS is a base component of z/OS and represents the first line of 
proactive detection within the operational awareness lifecycle. IBM Health Checker for z/OS 
checks current z/OS instance and sysplex settings and compares them with those suggested 
by IBM or defined by an installation. Health checks can look for configuration issues that are 
not aligned with practices suggested by IBM, check for critical resource usage, and assist with 
preparing for system upgrades. Products like IBM GDPS also leverage z/OS Health Checker 
to warn about critical configuration errors or issues. Remediating z/OS Health Checker 
exceptions can prevent outages related to configuration or usage issues.

Here are some items to consider related to z/OS Health Checker:

� When an exception occurs, z/OS Health Checker creates error messages. Looking for 
health checker exceptions needs to be integrated into monitoring processes. Any 
exception needs to be remediated quickly, just as you would a security vulnerability. Health 
Checks are there to prevent outages related to configuration errors and critical events.

� Health Checks can be disabled or lowered in priority, but there have been multiple 
instances where an outage would have been avoided had a health check been remediated 
instead of disabled, so any health checks that have been disabled or changed in priority 
should be reviewed on a regular basis.

� New Health Checks are published frequently. In order to pick up new Health Checks it is 
important to include FIXCAT ‘IBM.Function.HealthChecker’ into your z/OS periodic 
maintenance list.

� Migration health checks are inactive by default as of today. They need to be activated 
separately. Make sure you activate new Health Checks whenever they are available.

� z/OS Health Checker exception information contains information related to ‘why this health 
check exists’, ‘what is the impact’, and ‘what are the next steps to resolve it’.

You can also write your own checks with IBM Health Checker for z/OS and extend the reach 
of the checker to environment-specific settings.

Health Checker provides a preventive layer of detection by identifying configuration and 
operational issues before they impact the system. In some cases, however, subtle deviations 
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in system behavior may not trigger explicit health check exceptions but can still indicate 
emerging problems. For these conditions, predictive analysis is required.

4.3.3  Predictive Failure Analysis

Predictive Failure Analysis (PFA) is a foundational capability of z/OS that elevates system 
reliability from reactive to proactive. Rather than simply detecting failures after they occur, 
PFA anticipates potential problems before they impact operations. This enables you to 
address issues early and sustain higher levels of system availability.

PFA leverages the IBM Health Checker for z/OS to continuously collect and analyze system 
data. It builds a model of expected system behavior and compares it against real-time activity. 
When deviations from the expected pattern are detected, PFA identifies them as potential 
indicators of future issues and raises a health check exception for review and action.

By shifting the focus from incident response to early warning, PFA can help reduce downtime 
and improve resilience. Implementing PFA across all z/OS systems provides a consistent, 
system-wide approach to identifying emerging risks before they escalate.

Key requirements and considerations:

� PFA is implemented as a Java application that runs in the z/OS UNIX environment.
� The IBM Health Checker for z/OS is a prerequisite for PFA functionality.
� Runtime Diagnostics is required to enable full PFA capabilities.

All detected concerns are surfaced through IBM Health Check exceptions, integrating directly 
into existing system health monitoring workflows.

Accurate system health assessment requires correlation of operational data across systems. 
SMF, RMF, and SYSLOG records rely on synchronized time to ensure events can be aligned 
and interpreted consistently across LPARs and subsystems.

4.3.4  Runtime Diagnostics

Runtime Diagnostics is a base component of z/OS that analyzes a system that is still running 
but experiencing operational issues. These soft problems are often difficult to detect. Over 
time, multiple problems can emerge, including performance degradation. Runtime 
Diagnostics looks for evidence for these types of soft failures while it analyzes the system. 
The analysis that is performed by Runtime Diagnostics is quite comprehensive and is like 
analysis done by an experienced system programmer. Typically, Runtime Diagnostics 
completes the analysis within 60 seconds and then suggests the next steps.?Note that 
Runtime Diagnostics analyzes the operating system only; it does not analyze any subsystems 
or other applications running on the system.

Whenever you experience an issue with a system running RTD, you can run the following 
command:

F HZR,ANALYZE

Runtime Diagnostics does many of the same tasks you might typically do when you are 
looking for a failure, such as:

� Reviewing critical messages in the OPERLOG

� Reviewing outstanding write-to-operator-with-reply messages

� Looking for an address space that might be in a loop
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� Evaluating local lock conditions

� Analyzing various types of contention that include ENQ, GRS latch contention, and z/OS 
UNIX file system latch contention

� Looking for deadlocked ENQs and GRS latches, including deadlocks involving both ENQs 
and GRS latches and deadlocks involving ENQs and GRS latches across multiple 
systems when Runtime Diagnostics follows contention blockers

� Finding JES2 health exception events

� Finding server address space health exceptions

� Analyzing SLIP PER traps and initiating an SVC dump of the HZR address space when 
any PERTRAP events are found during the ANALYZE request.

In many cases, when Runtime Diagnostics finds a critical message, it performs additional 
analysis based on the job name or other information in the message text. For example, if 
Runtime Diagnostics identifies an XCF stalled connector message, it processes additional 
analysis of the identified address space to help narrow down the problem. A key feature of 
Runtime Diagnostics is its ability to summarize internal processing errors and return the 
results to you in a message response.

Consider setting up RTD on all z/OS systems. That way, you can start it whenever you want to 
analyze symptoms that are related to the operating system.

While PFA focuses on identifying emerging risks before they impact operations, Runtime 
Diagnostics is used to analyze systems that are already exhibiting symptoms of a problem. It 
provides deeper insight into active issues that require immediate investigation.

Once immediate symptoms have been analyzed, historical system data is often required to 
determine root cause and establish when the issue began. System Management Facility 
(SMF) provides this longitudinal perspective.

4.3.5  System Management Facility (SMF)

System Management Facility (SMF) records capture data about system behavior over both 
the short and long term, providing the historical context required to correlate events and 
identify trends that may not be visible in real time. In an ideal world, all SMF records would be 
captured and stored forever; at a minimum, SMF records 70-79, and 98 records should be 
captured and retained. Others depend on how chargeback is handled, what security product 
is in use, and what sort of activities take place on the system. For example, if you’re a user of 
VSAM/RLS, SMF type 42 records contain a lot of VSAM performance information. SMF 
record types 70-79 collects RMF performance information, while SMF record type 98 is for 
z/OS Workload Interaction Correlator. They are important to collect because they can give 
you an idea of what your baseline system behavior looks like, and can also be useful for 
determining when problems started, and what system activity is correlated with other system 
activity. RMF display tools and the IBM Workload Interaction Navigator can be used to 
analyze data locally, while IBM Intellimagic can visualize data remotely and also provide 
warnings about potential performance anomalies. 

While early detection helps prevent many failures, resiliency ultimately depends on the ability 
to recover critical data when failures occur.

This layered model ensures that appropriate tool (preventive, predictive, diagnostic, or 
analytical), can be applied based on the type and stage of failure encountered.
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4.4  Data resiliency services: Ensuring recoverability and 
integrity

Data integrity and recoverability are fundamental to all resiliency strategies. Regardless of 
how failures are detected or managed, recovery cannot occur without reliable access to 
consistent data. z/OS provides a comprehensive set of storage management services, 
primarily through DFSMS, that govern how data is protected, backed up, migrated, and 
restored. These services define the achievable recovery objectives for the system and 
establish the mechanisms required to preserve critical data across failures, ranging from 
localized disruptions to broader outages.

In a z/OS environment, storage management involves the allocation, placement, monitoring, 
migration, backup, recall, recovery, and deletion of data sets. The primary method for 
managing space in z/OS is through the Data Facility Storage Management Subsystem 
(DFSMS), which is a suite of related data and storage management products.

DFSMSdss is optional. It provides data movement, copy, backup, and space management 
functions. DFSMSdss is a key resiliency tool that supports both logical and physical data 
protection across the z/OS storage hierarchy: 

� Provides backup and restore functionality
� BCSRECOVER allows for in-use catalog recovery

DFSMShsm is also optional, but integral to z/OS resiliency. It is an automated, policy-based 
data manager that provides cyber resiliency and lifecycle management. 

� Works with DFSMSdss to extend backup and restore functionality

� DFSMShsm Fast Replication can provide point-in-time snapshots and across multiple 
components and products

� Control Data Sets must be backed up 

DFSMSrmm is another optional z/OS DFSMS component that manages the lifecycle of 
removable media and maintains a centralized Control Data Set (CDS), tracking tape 
resources across enterprise-wide libraries, storage locations, and sysplexes. As with 
DFSMShsm, DFSMSrmm allows for an additional level of resiliency by allowing for off-site, 
long-term, consistent data storage:

� Allows for long-term, consistent data storage
� DFSMSrmm CDS must be backed

DFSMStvs is also optional. It enables batch jobs and IBM CICS online transactions to update 
shared VSAM data sets concurrently, supporting transactional integrity through logging, 
commit, and backout functions for recoverable VSAM data sets. 

DFSMScdm (DFSMS Cloud Data Manager) extends DFSMS-related storage management 
capabilities to cloud object storage use cases: 

� Allows for DFSMShsm to include cloud storage as part of the data lifecycle
� Allows for data sharing between z/OS and other platforms

All of these components are a fundamental part of your resiliency strategy. Because several 
of them are policy based, you need to make sure that your data management and retention 
policies support your resiliency objectives. And different sets of data may have different 
retention and availability requirements, again depending on your resiliency objectives.

These capabilities are most closely associated with restart and failover-based resiliency 
patterns.
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Data resiliency depends not only on protecting individual data sets, but also on ensuring 
consistent access and coordination across multiple systems.

In multi-system environments, data protection extends to coordinated access across systems.

4.5  Shared data coordination: Maintaining consistency across 
systems

In modern IBM Z environments, resiliency increasingly depends on the ability to share data 
across systems while maintaining strict consistency and integrity. z/OS provides shared data 
coordination through mechanisms such as VSAM Record-Level Sharing (RLS) and ICF 
catalogs. These components enable concurrent access to data across a Parallel Sysplex 
while ensuring that updates remain synchronized and recoverable. At the same time, they 
introduce new dependencies that must be carefully managed, as failures within shared-state 
environments can have system-wide implications.

4.5.1  VSAM Record-Level Sharing (RLS)

VSAM record-level sharing (RLS) extends the DFSMS storage hierarchy to support data 
sharing across multiple systems in a Parallel Sysplex. By leveraging lock and cache 
structures in the Coupling Facility (CF), RLS provides record-level serialization and 
cross-system caching, enabling multiple address spaces across multiple LPARs to 
concurrently access shared VSAM data sets.

Resiliency considerations:

� Cross-System Data Sharing: Enables eligible VSAM data sets, such as KSDS, ESDS, and 
VRRDS, to be shared across LPARs by using CF structures. This can reduce serialization 
bottlenecks and support higher availability when the CF and SHCDS infrastructure are 
designed redundantly.

� CF Cache Rebuild: In the event of a CF cache structure failure, RLS can rebuild the cache 
structure by allocating a new empty structure, helping maintain data availability.

� Lock Structure Duplexing: RLS lock structures can support duplexing across Coupling 
Facilities, providing resilience against the loss of a single CF, with contention monitoring 
available through SMS commands and SMF 42 records.

� Sharing Control Data Sets: SHCDSs hold critical RLS restart information, including open 
data set lists, lock states, and CF structure names. A resilient SHCDS configuration is 
important so that SMSVSAM can restart reliably after a failure.

4.5.2  ICF catalogs

Integrated Catalog Facility (ICF) catalogs are z/OS VSAM data sets that map data set names 
to their physical locations, device types, and SMS constructs. Comprising a Basic Catalog 
Structure (BCS) for logical information and a VSAM Volume Data Set (VVDS) for physical 
information on each volume, ICF catalogs are a critical infrastructure component: without 
them, data set access is severely limited or impossible.

Resiliency functions include:

� Catalog Backup: Provides a recovery point using multiple tools (IDCAMS EXPORT, 
DFSMSdss, DFSMShsm) to avoid the impractical task of manually rebuilding catalog 
pointers after a failure.
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� Forward Recovery (ICFRU): Closes the gap between the last backup and the point of 
failure by applying catalog-related SMF records (types 61, 65, 66) to produce an 
up-to-date recovery copy.

� SUSPEND/RESUME: Serializes and closes a catalog sysplex-wide while queuing 
incoming requests, enabling non-disruptive recovery with minimal application impact.

� DELETE NODISCONNECT / DEFINE RECONNECT: Preserves alias information across 
a catalog delete and redefine cycle, eliminating the need to manually rebuild alias pointers 
during recovery or relocation.

� Enhanced Catalog Sharing (ECS): Ensures read and write integrity for shared catalogs 
across the sysplex by moving the self-describing VVR to a CF structure, reducing I/O and 
the risk of integrity loss.

� RLS for ICF Catalogs: Replaces the SYSIGGV2 enqueue with record-level locking and 
CF-based caching, eliminating a key serialization bottleneck and improving availability of 
shared catalogs.

Resiliency considerations include:

� Catalog Contention Detection: CAS monitors core resources (SYSIGGV2, SYSZVVDS, 
SYSZTIOT, ALLOCLCK) for time-outs and can automatically redrive failed requests before 
they escalate to outages.

� Health Checker Integration: IBM Health Checker includes catalog and RLS checks (share 
option consistency, SHCDS integrity, CF false contention, single point of failure detection) 
for early warning of configuration risks.

DIAGNOSE and EXAMINE: Regular execution of these IDCAMS commands is 
recommended to detect BCS, VVDS, and index integrity errors early, before they impact 
production workloads.

While shared data coordination ensures consistency across systems, access to that data 
must also be controlled and protected.

4.6  Cybersecurity: Protecting data and workload integrity

Security is a core responsibility of the z/OS operating system layer. While resiliency ensures 
that workloads continue through failure, cybersecurity ensures that only authorized users, 
processes, and systems can access and modify data and services. In this way, security 
establishes the trust boundary within which all resiliency mechanisms operate.

Within z/OS, security is not implemented as an external or isolated function. Instead, it is 
embedded directly into the operating system services that govern execution, manage 
resources, and protect data across both single-system and sysplex environments. These 
controls ensure that workloads execute in a controlled and verifiable manner, and that data 
remains protected throughout its lifecycle.

4.6.1  Core methodologies for data protection

The following methodologies and technologies are available to protect data:

� Authentication, which requires an identity (such as a user ID) and a secret (such as a 
password) to log in to a system.

� Access control, which establishes a set of policies to determine which users can access 
which data and services (authorization).
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� Encryption, which applies a cryptographic key and a cryptographic algorithm to a piece of 
data to prevent unauthorized disclosure of the data.

Together, these technologies define the fundamental security model of z/OS, ensuring that 
access is verified, governed, and protected.

4.6.2  Authentication: Establishing trusted identity

Authentication is the first control point in the z/OS security model. It verifies the identity of 
users and processes before allowing access to system resources. This validation is 
integrated into the operating system’s execution flow, ensuring that only legitimate entities 
participate in workload processing.

From a resiliency perspective, authentication preserves system integrity by preventing 
unauthorized access that could disrupt processing or compromise availability.

4.6.3  Access control: Enforcing authorization policies

Access control defines what authenticated identities are permitted to do within the system. In 
z/OS, this is implemented through policy-based authorization mechanisms that govern 
access to data sets, system resources, and services.

Access control is tightly coupled with workload execution. As workloads are routed, restarted, 
or redistributed across systems, authorization policies remain in effect, ensuring that:

� Resource access is consistently enforced
� Workload execution remains within defined security boundaries
� System integrity is maintained during both normal and degraded conditions

4.6.4  Encryption: Ensuring data confidentiality

Encryption protects data by applying cryptographic algorithms and keys to render information 
unintelligible to unauthorized users. In z/OS, encryption is integrated into the operating 
system data and communication services, ensuring that sensitive information remains 
protected both at rest and in transit.

From an operating system perspective, encryption is applied transparently to workloads, 
meaning that protection is maintained without altering how applications execute or how data 
is accessed by authorized processes.

In z/OS, encryption is applied to both data at rest and data in transit, ensuring end-to-end 
protection.

Within the operating system layer, encryption supports resiliency by:

� Preserving confidentiality during workload movement
� Protecting shared data in sysplex environments
� Ensuring that recovery and continuity processes do not expose sensitive information

This is especially important in Parallel Sysplex configurations, where data may be accessed 
concurrently across multiple systems.
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4.6.5  Security as a resiliency enabler

Security and resiliency are interdependent in the z/OS operating system layer. Resiliency 
assumes that execution is trustworthy; security ensures that this trust is enforced.

Together, they ensure that:

� Workloads execute in a secure and controlled manner
� Failures can be managed without compromising data integrity
� Continuity mechanisms operate within defined policy constraints

Cybersecurity in z/OS is implemented as an integrated set of operating system services that 
protect data, enforce policy, and validate identity. Authentication, access control, and 
encryption collectively ensure that workloads operate within a trusted execution environment.

Security is therefore not a separate concern, it is a foundational element of the operating 
system’s role in enabling resilient, reliable, and trustworthy execution across IBM Z 
environments.

These controls are applied consistently across the z/OS execution model and remain in effect 
as workloads are routed, redistributed, and sustained across systems.

With data protected and access controlled, the operating system can safely apply 
mechanisms that mask infrastructure failures.

For more information about z/OS cybersecurity, see Security on z/OS, Advanced security on 
IBM Z, and Security and compliance on IBM Z.

4.7  Transparent failure handling: Masking infrastructure 
disruptions

While many resiliency mechanisms focus on detecting and recovering from failures, an 
equally important objective is to prevent failures from impacting workloads at all. z/OS 
provides capabilities such as HyperSwap that allow certain infrastructure failures to be 
masked entirely from applications. By transparently redirecting I/O operations in response to 
storage-level events, these mechanisms eliminate the need for application restart or failover 
in specific scenarios. This approach shifts resiliency from recovery to continuity, reducing both 
outage duration and operational complexity.

z/OS HyperSwap is a storage high availability function provided by the z/OS Input/Output 
Supervisor (IOS). It works in conjunction with IBM Copy Services Manager (CSM) or IBM 
Geographically Dispersed Parallel Sysplex (GDPS) to enable host I/O operations to be 
transparently swapped from primary devices to secondary devices without requiring an 
application outage.

HyperSwap can be used for planned events, such as storage maintenance, or for unplanned 
events, such as loss of access to the primary storage system. In a HyperSwap configuration, 
z/OS applications continue to access their devices through the same logical definitions, while 
IOS redirects I/O to the alternate copy. This helps make storage subsystem failures or 
planned storage moves operationally transparent to the application layer.

z/OS HyperSwap is supported with the following IBM HA and HA/DR solutions:

� Copy Services Manager (CSM)
� IBM Geographically Dispersed Parallel Sysplex (GDPS) family of offerings
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� Copy Services Manager Basic Edition for IBM Z

Copy Services Manager Basic Edition for IBM Z is available for z/OS at no additional 
license charge, apart from a maintenance fee. It supports the Basic HyperSwap session 
type for z/OS storage high availability, but it is not a disaster recovery (DR) solution.

Resiliency functions include:

� Planned HyperSwap: Enables controlled movement of application I/O to the secondary 
storage system for maintenance, testing, or operational validation, without requiring 
application restart.

� Unplanned HyperSwap: Provides automated response to qualifying storage failure 
conditions by swapping I/O to the alternate Metro Mirror copy when the HyperSwap 
Manager detects a HyperSwap trigger.

� Synchronous Replication Integration: Uses synchronous relationships between primary 
and secondary devices. When the pairs are in the appropriate state, HyperSwap can 
redirect host I/O to the alternate devices during a planned or unplanned swap.

� Application Transparency: Allows applications to continue using the same logical device 
definitions while IOS redirects I/O to the alternate copy.

Resiliency considerations include:

� Basic HyperSwap versus CSM/GDPS-managed z/OS HyperSwap

Select the appropriate HyperSwap solution based on your enterprise HA and DR 
requirements. Copy Services Manager Basic Edition for IBM Z supports the Basic 
HyperSwap session type, which can provide storage high availability for planned and 
qualifying unplanned swaps between primary and secondary devices. However, Basic 
HyperSwap is not intended to replace a disaster recovery solution and does not guarantee 
consistent secondary devices for DR in all failure scenarios, such as link failures or rolling 
disasters. Where DR consistency, multi-site recovery, coordinated automation, or 
integration with broader recovery procedures is required, CSM-managed z/OS 
HyperSwap or GDPS-managed HyperSwap should be considered as part of the overall 
resiliency design.

� Connectivity to both copies

All systems that participate in HyperSwap must have correctly defined and validated 
access paths to both the primary and secondary devices. HyperSwap resiliency depends 
on the alternate devices being usable by the host at the time of the swap.

� Avoiding unnecessary swaps

HyperSwap trigger sensitivity, path recovery behavior, storage maintenance procedures, 
and replication health should be reviewed to reduce avoidable HyperSwap events while 
still ensuring fast response to genuine storage failures.

� Operational testing

Planned HyperSwap should be tested regularly to validate host paths, device definitions, 
automation, operator procedures, monitoring, and post-swap resynchronization steps. 
Testing also helps confirm that applications tolerate the short I/O quiesce period during 
the swap sequence.

4.8  Workload continuity: Routing and redistributing processing

Sysplex and Parallel Sysplex are the operating system constructs that make workload 
continuity possible. Within z/OS, workload routing and redistribution are not standalone 
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functions, they are enabled by Sysplex coordination and extended by Parallel Sysplex 
shared-state capabilities. These environments provide the foundation for Workload Manager 
(WLM), JES2, XCF, and networking components to operate as a unified execution framework 
across multiple systems.

In a Sysplex environment, this continuity is achieved through coordinated workload movement 
and restart-based recovery (Pattern 3). In a Parallel Sysplex environment, continuity extends 
further by enabling active-active execution and failure masking (Pattern 3 and Pattern 4), 
where workloads can continue without interruption.

Beyond protecting data and masking failures, resiliency ultimately depends on the system’s 
ability to continue processing work. z/OS achieves this through a combination of networking, 
workload management, and cross-system coordination capabilities that enable processing to 
be dynamically distributed across systems. Technologies such as VTAM®, TCP/IP, XCF, 
JES2, and Workload Manager (WLM) work together to maintain service availability by 
rerouting requests, redistributing workloads, and ensuring that processing continues even 
when individual components or systems fail.

While these capabilities ensure that processing can continue across systems, middleware 
uses them to route transactions, maintain session continuity, and preserve application-level 
behavior during failures.

The same z/OS execution model that enables workload routing at the system level extends 
into network and session layers.

Workload continuity is achieved through patterns (see 2.3, “Pattern 1: Reliable base” on 
page 25 through 2.6, “Pattern 4: Adaptive continuity” on page 36).

4.8.1  TCP/IP networking: Enabling workload continuity across systems

TCP/IP is a fundamental communication service within z/OS that enables distributed 
workloads to interact across systems in a Sysplex environment. From an operating system 
perspective, TCP/IP is not simply a network stack, it is an execution component that 
participates in workload routing, session continuity, and failure recovery.

In a Sysplex (Pattern 3) environment, TCP/IP supports coordinated workload continuity by 
allowing multiple TCP/IP stacks to operate across different LPARs. The operating system can 
move or reassign IP addresses between stacks, enabling workloads to be redirected when a 
failure occurs. This behavior aligns with Pattern 3, where continuity is achieved through 
restart or rerouting rather than uninterrupted execution.

In a Parallel Sysplex (Pattern 3 and Pattern 4) environment, TCP/IP extends this model by 
enabling dynamic, policy-driven routing and transparent failover. Features such as Distributed 
DVIPA and Sysplex Distributor allow the operating system to present a single logical IP 
address while distributing connections across multiple systems based on availability and 
capacity. When a failure occurs, the OS can automatically reroute traffic without requiring 
application restart or manual intervention.

This shift is critical: TCP/IP transitions from a mechanism that recovers connectivity after 
disruption (Pattern 3) to one that maintains connectivity during disruption (Pattern 4). The 
operating system therefore plays a direct role in ensuring that network-level failures do not 
translate into workload outages.

Key z/OS mechanisms include:

� Distributed DVIPA for dynamic address movement
� Sysplex Distributor for workload-aware routing
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� ARP takeover for interface resilience
� Multi-stack TCP/IP deployment across LPARs

From a resiliency perspective, TCP/IP enables:

� Coordinated recovery of connectivity (Pattern 3)
� Continuous, adaptive routing of workloads (Pattern 4)

4.8.2  VTAM networking: Maintaining session continuity across failures

VTAM provides session-level communication services for z/OS workloads, particularly in 
transaction processing environments such as CICS and IMS. Within the operating system 
layer, VTAM is responsible for maintaining logical sessions and ensuring that communication 
paths remain available across system and subsystem failures.

In a Sysplex (Pattern 3) environment, VTAM supports workload continuity through 
coordinated session management. Using mechanisms such as generic resources, VTAM 
allows sessions to be redirected to alternate application instances when a failure occurs. The 
operating system, in conjunction with XCF and WLM, coordinates this process so that 
session requests can be rerouted and processing can resume on a surviving system. This 
reflects Pattern 3 behavior, where resiliency is achieved through session restart and 
re-establishment.

In a Parallel Sysplex (Pattern 3 and Pattern 4) environment, VTAM extends this capability to 
support near-continuous session availability. Through VTAM Generic Resources and 
Extended Recovery Facility (XRF), the operating system can maintain session continuity by 
pairing primary and backup session paths. If a failure occurs, VTAM can switch to the backup 
path without disrupting the connected workload, minimizing or eliminating the need for restart.

This represents a key evolution in z/OS behavior: VTAM moves from session recovery 
(Pattern 3) to session continuity (Pattern 4). Rather than simply restoring connectivity, the 
operating system ensures that sessions remain active and service remains available during 
failures.

Key z/OS mechanisms include:

� VTAM Generic Resources for cross-system session routing
� XRF for session-level failover
� WLM integration for connection placement
� Sysplex-wide session coordination via XCF

From a resiliency perspective, VTAM enables:

� Session recovery and redirection (Pattern 3)
� Continuous session availability through failure masking (Pattern 4)

4.8.3  Sysplex and Parallel Sysplex: z/OS execution and coordination

Sysplex and Parallel Sysplex operate within the z/OS execution and coordination model 
defined in 4.2.3, “From RAS to coordinated resiliency: the OS execution model” on page 85, 
where Sysplex implements coordinated processing (Pattern 3) and Parallel Sysplex extends 
this model to shared execution, enabling continuous workload continuity across systems 
(Pattern 3 and Pattern 4).

While the deployment pattern framework defines four patterns, the operating system layer 
primarily implements Pattern 3 (Fault Tolerant) and Pattern 4 (Adaptive Continuity). Pattern 1 
and Pattern 2 are typically realized at the system and deployment architecture level and 
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provide the context in which z/OS resiliency mechanisms operate (see 4.3, “Operational 
awareness: Detecting and understanding system health” on page 86).

In z/OS, Sysplex communications are implemented through operating system services that 
enable systems to coordinate execution, share workload responsibility, and maintain 
resiliency across failures. These services, primarily XCF, WLM, JES2, and system recovery 
functions, operate differently depending on whether the environment is a Sysplex or a Parallel 
Sysplex.

Within z/OS, Pattern 3 resiliency is achieved in a Sysplex through the integration of several 
operating system services:

� Cross-System Coupling Facility (XCF)
� Sysplex integration and data sharing
� JES2 and workload continuity
� Workload Manager (WLM)

Together, these elements enable high availability, workload continuity, and efficient recovery 
from failures.

The distinction between Sysplex and Parallel Sysplex is reflected in how z/OS implements 
workload continuity and resilience. Table 4-1 comparison summarizes the OS-level 
differences that determine whether the system operates in a coordinated recovery model 
(Pattern 3) or a shared execution model (Pattern 3 and Pattern 4).

Table 4-1   Sysplex versus Parallel Sysplex: z/OS execution perspective

This comparison highlights how z/OS evolves from coordinated workload recovery to 
continuous, shared execution across systems.

Cross-System Coupling Facility (XCF)
The Cross-System Coupling Facility (XCF) provides the communication infrastructure that 
allows systems in a sysplex to exchange messages and coordinate processing.

XCF enables:

� Peer-to-peer communication between systems
� Signaling and coordination of system events
� Integration of subsystems across multiple LPARs

Feature Sysplex (Basic) Parallel Sysplex

Data Sharing Limited: Individual systems own their 
data; sharing often requires moving 
data between systems via slower 
channel-to-channel links.

Advanced: Multiple systems can 
concurrently read and write to the 
same shared databases without 
conflicts.

Coupling Facility Not required: Operates using standard 
channel connections

Required: Uses a dedicated Coupling 
Facility (or Internal CF) to manage 
global locks, cache, and shared lists.

Scalability Generally used to balance workloads 
or split up processing (like, using global 
processors to distribute tasks).

Highly scalable up to 32 systems 
acting as a single massive computing 
platform with continuous availability.

Resilience Good for basic failover, but data 
recovery after a system failure can take 
longer.

Eliminates single points of failure, 
delivering near-continuous availability 
and seamless failover.
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In a sysplex environment, XCF is fundamental to maintaining a single system image by 
ensuring that all participating systems remain synchronized and informed.

From a resiliency standpoint, XCF supports:

� Failure detection
� Coordination of recovery actions
� Continuation of processing on surviving systems

Two subfunctions of XCF are Sysplex Failure Management (SFM) and Automatic Restart 
Manager (ARM).

Sysplex Failure Management (SFM)
SFM is the subcomponent within XCF that deals with the detection and resolution of 
sympathy sickness conditions that can arise when a system or sysplex application is 
unresponsive, or the sysplex becomes split. SFM allows you to: 

� Define a sysplex-wide policy that specifies the actions that z/OS is to take when certain 
failures occur, such as removing an unresponsive system from the sysplex.

� Assign to each system a weight, to be used if signaling connectivity errors occur (WEIGHT 
parameter). 

� Automatically recover from XCF signaling connectivity failures, and what reconfiguration 
actions are to be taken when the PR/SM Automatic Reconfiguration Facility is being used.

� Fence off a failed system to allow processing to continue on the still running systems

� Use BCPii services to detect when systems are impacting processing on other partitions 
quickly and remove such systems from the sysplex via the SSD Partitioning Protocol.

You must give careful consideration to effective management of sysplex failures. Based on 
the SFM policy, z/OS can take swift action, without any operator intervention. This includes 
prevent sympathy sickness, which is what happens when a system or subsystem is having 
problems, and holding shared resources, which can cause contention across the sysplex. 
This problem requires removal and/or restarting of the application instance, subsystem, or 
middleware product that is holding resources or otherwise interfering with processing on other 
images. 

Sympathy sickness which typically starts when one sysplex member is unable to fully 
participate in shared sysplex activities. Examples include not releasing enqueues and locks 
within the stipulated time on resources that have sysplex scope, not sending or receiving XCF 
signals, and not updating heartbeat in the sysplex couple data sets in a timely manner. 

There are certain parameters that can be defined in SFM policy, for example; 
CFSTRHANGTIME, MEMSTALLTIME. 

Automatic Restart Manager (ARM)
Automatic Restart Manager (ARM) can improve the availability of applications and 
middleware products as well as automation products. Arm can:

� Restart a started task or authorized batch job in the event of an application or system 
failure

� Work with SFM to remove a downed system from a sysplex and then restart subsystems 
on a different partition to release held resources or continue processing

� Restart failed automation products to allow them to handle higher-level restart 
coordination.
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Sysplex integration and data sharing
Parallel Sysplex, which consists of one or more z/OS systems connected to one or more 
Coupling Facilities, allows multiple systems to share data and workloads, operating as a 
coordinated cluster. 

Systems in a parallel sysplex can:

� Share resources and data
� Access common Coupling Facility structures
� Continue processing even if individual systems fail

This architecture eliminates single-system dependencies and enables active-active 
processing across multiple systems.

Resiliency is achieved by ensuring that workloads and data are not tied to a single system, 
allowing processing to continue elsewhere in the event of failure.

These capabilities underpin fault-tolerant and shared execution models.

JES2 and workload continuity
JES2 plays a central role in batch workload management within a sysplex. In a multi-access 
spool (MAS) configuration, JES2 instances across systems share job queues and coordinate 
processing using XCF.

A JES MAS provides:

� Shared job queues across systems
� The ability to continue job processing after a system failure
� Centralized control of batch workloads

From a resiliency perspective, JES2 ensures that:

� Jobs are not lost when a system fails
� Processing can resume on other systems
� Batch services remain available across the sysplex

In addition, JES2 has additional resiliency-focused capabilities that can prevent outages from 
system limits being exceeded or resources filling up, such as privilege support and the JES2 
emergency subsystem.

Workload Manager (WLM)
Workload Manager (WLM) is responsible for distributing and managing workloads based on 
defined service level objectives.

Within a sysplex, WLM:

� Balances workloads across available systems
� Adjusts processing based on resource availability
� Supports routing of work to optimal targets

During failures or capacity changes, WLM dynamically adapts workload placement to 
maintain service levels. This behavior is critical to ensuring that applications continue to meet 
performance objectives even under degraded conditions.  It also cooperates with subsystems 
to monitor system health and route work away from “sick but not dead” systems.

In a Parallel Sysplex, these same z/OS services extend beyond coordinated recovery to 
support Pattern 4 (Adaptive Continuity), where workload distribution and routing are 
dynamically adjusted in real time to maintain service without interruption.
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These OS communication and coordination mechanisms form the foundation for the failure 
lifecycle described in the following sections, where z/OS detects, analyzes, and responds to 
system conditions to maintain workload continuity.

4.9  Adaptive workload environments: Supporting modern 
application models

As application architectures evolve, resiliency must extend beyond traditional transaction 
processing to support modern, distributed, and cloud-integrated workloads. z/OS UNIX 
System Services (USS) provides a POSIX-compliant environment that enables these 
workloads while maintaining the resiliency characteristics expected of the platform. Through 
shared file systems, sysplex-aware configurations, and centralized management, USS 
supports workload portability and reduces dependency on individual systems, contributing to 
more adaptive and flexible resiliency models.

z/OS UNIX System Services (USS) provides a POSIX-compliant runtime environment that is 
foundational for modern workloads on IBM Z, including middleware, DevOps tooling, and 
cloud-native applications. As such workloads increasingly rely on USS, ensuring its resiliency 
becomes essential to overall system availability.

USS resiliency is achieved through a combination of file system design, sysplex integration, 
and centralized configuration management. Key elements include the use of zFS as the 
strategic file system, shared file systems across the sysplex, alternate root capabilities, and 
disciplined management of BPXPRMxx parameters.

4.9.1  zFS as the strategic file system

The z/OS File System (zFS) is the preferred file system for USS environments, replacing the 
legacy HFS.

zFS provides improved scalability, performance, and reliability characteristics, making it 
suitable for enterprise workloads.

From a resiliency perspective, zFS offers important capabilities:

� Metadata journaling that supports recovery after system failures
� Dynamic growth and large-scale storage management
� Integration with sysplex environments for shared access

These capabilities ensure that file system integrity can be maintained and restored following 
unexpected disruptions.

Shared zFS file systems in a Sysplex
In a Parallel Sysplex environment, zFS file systems can be configured as shared resources 
accessible from multiple z/OS images. This is achieved through sysplex-aware capabilities 
such as read/write sharing (RWSHARE).

When enabled, shared zFS file systems provide:

� Concurrent access from multiple systems
� Automatic relocation of file system ownership (AUTOMOVE)
� Reduced dependency on a single LPAR for file access
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zFS supports sysplex-aware operation when explicitly configured, allowing file systems to be 
mounted in a mode that supports sharing across systems.

From a resiliency perspective, shared file systems eliminate single points of failure associated 
with system-specific ownership. If one system fails or is taken down for maintenance, access 
to the shared file system can continue from other systems within the sysplex.

However, shared file systems also require careful capacity and resource planning, as 
sysplex-aware configurations can increase the storage requirements of the zFS address 
space.

4.9.2  Alternate root file system (ALTROOT)

The root file system (“/”) represents a critical dependency for all USS operations. Loss or 
corruption of the root file system can significantly impact system usability.

To address this risk, z/OS provides the ALTROOT capability within the BPXPRMxx parmlib 
member. The ALTROOT statement defines an alternate sysplex root file system that can 
replace the primary root file system if it becomes unavailable.

When a failure occurs, the alternate root file system can automatically or manually take over, 
meaning that the system remounts the alternate file system as the active root, and the failed 
file system is taken offline.

This mechanism provides a built-in fallback capability that enhances USS availability and 
supports rapid recovery from file system failures.

From a resiliency design perspective, ALTROOT should be:

� Consistently available across the sysplex
� Regularly validated for correctness
� Included in operational recovery procedures

4.9.3  BPXPRMxx configuration for resiliency

BPXPRMxx is the primary parmlib member used to configure USS behavior. It controls file 
system definitions, resource limits, and operational characteristics across the z/OS 
environment.

Given its central role, BPXPRMxx is a critical component in USS resiliency planning.

Key considerations include:

� File system definitions: ROOT, MOUNT, and ALTROOT statements determine how file 
systems are initialized and recovered

� Consistency across the sysplex: All systems should use aligned configurations to avoid 
inconsistent behavior during failover.  Ideally all systems should use the same BPXPRMxx 
member to ensure consistency.

� Resource limits: Process, file, and memory limits protect the system from runaway 
workloads

� Change control: Modifications to BPXPRMxx must be carefully governed, tested, and 
documented

Because BPXPRMxx affects the entire USS environment, improper configuration can 
introduce systemic risks or single points of failure.
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4.10  Recovery optimization: Accelerating return to service

When failures cannot be masked or avoided, the effectiveness of resiliency depends on how 
quickly the system can recover and return to stable operation. z/OS includes capabilities 
designed to accelerate recovery processes, reduce downtime, and minimize the impact of 
backlog processing following an interruption. Features such as System Recovery Boost 
provide additional processing capacity during critical recovery periods, enabling faster restart 
and helping the system return to steady-state operation more efficiently.

Recovery performance depends on capacity management (see 3.4, “Capacity functions” on 
page 52).

4.10.1  System Recovery Boost

System Recovery Boost is a feature introduced on modern IBM Z systems that accelerates 
system recovery processes by providing additional temporary processing capacity. It supports 
several recovery scenarios, including system startup (IPL / boot), system shutdown, and 
selected recovery and diagnostic operations. During boost periods, the system can utilize 
increased CPU capacity or additional processing resources for a limited duration.

From a resiliency perspective, System Recovery Boost:

� Reduces system downtime
� Accelerates restart and recovery procedures
� Helps process backlog work more quickly after outages

By reducing the time required to restore full operational capacity, System Recovery Boost 
contributes to improved mean time to recovery (MTTR).

4.10.2  AutoIPL

z/OS AUTOIPL can start a stand-alone dump (SADMP) or an IPL of a z/OS image after an 
image has failed. AutoIPL can initiate a SADMP and then IPL, or just re-IPL. For GDPS 
environments, GDPS AUTOIPL option is recommended to use instead of z/OS AUTOIPL. 

4.11  Bringing it all together

The operating system layer is where resiliency is enabled and realized. While the 
infrastructure provides the foundation, z/OS determines how failures are detected, managed, 
and recovered in practice. 

Resiliency in z/OS is the result of integrated services working across the failure lifecycle. The 
RAS architecture establishes a structured model for handling faults, while observability 
capabilities such as Health Checker, Predictive Failure Analysis, and Runtime Diagnostics 
enable early detection and proactive response

Data resiliency and shared-data coordination services, including DFSMS, VSAM RLS, and 
ICF catalogs, ensure that data remains consistent and recoverable, forming the foundation for 
restart and failover scenarios. 

Building on this, technologies such as Parallel Sysplex, HyperSwap, and workload 
management services shift resiliency from recovery to continuity. Workloads can be 
redistributed, failures masked, and processing sustained with minimal disruption. 
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Finally, recovery optimization features such as System Recovery Boost accelerate return to 
service, reducing downtime and improving overall resilience.

In summary, z/OS transforms infrastructure resiliency into operational resiliency, enabling a 
progression from restart-based recovery to adaptive continuity across modern IBM Z 
environments. 

While z/OS ensures that workloads can continue executing and recover from failure, it does 
not determine how application-level state, transactions, or user interactions are preserved. 
These responsibilities are addressed at the middleware layer, which builds on the execution 
and recovery guarantees provided by the operating system to ensure consistent and correct 
outcomes.

For practical guidance on reducing risk and strengthening resiliency across z/OS, operations, 
and capacity management, see Appendix C, “Best practices: Reducing risk” on page 207.

4.11.1  References

This section provides additional resources and supporting documentation for the concepts 
discussed in this chapter. These references offer further technical detail on z/OS resiliency 
capabilities, including failure detection, recovery mechanisms, data protection services, and 
workload continuity features.

� IBM Documentation – z/OS Documentation Collection
https://www.ibm.com/docs/en/zos

� IBM Documentation – z/OS Problem Management
https://www.ibm.com/docs/en/zos/3.2.0?topic=management

� IBM Documentation – Runtime Diagnostics
https://www.ibm.com/docs/en/zos/3.2.0?topic=diagnostics-runtime

� IBM Documentation – Predictive Failure Analysis
https://www.ibm.com/docs/en/zos/3.2.0?topic=analysis-predictive-failure-checks

� IBM Documentation – Setting Up a Sysplex
https://www.ibm.com/docs/en/zos/3.2.0?topic=mvs-zos-setting-up-sysplex

� IBM Documentation – z/OS Initialization and Tuning Reference
https://www.ibm.com/docs/en/zos/3.2.0?topic=mvs-zos-initialization-tuning-reference

� IBM White paper – System Recovery Boost for IBM Z
https://ibm.biz/z15SRBWhitePaper

� IBM Redbooks publication – IBM Z Time Synchronization Implementation Guide

https://www.redbooks.ibm.com/abstracts/sg248480.html
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Chapter 5. Middleware layer: Coordinating 
resiliency

The middleware layer provides the services that manage transaction execution, data 
consistency, and communication between applications and underlying system components. 
On IBM Z, this includes key subsystems such as CICS, IMS, Db2, IBM MQ, and application 
servers.

Building on the execution and recovery capabilities of the operating system, middleware 
determines how application work is processed, preserved, and recovered under failure 
conditions. While the operating system manages how workloads run, middleware determines 
whether those workloads produce correct and consistent results.

This distinction is essential:

� The operating system ensures that processing can continue or restart.

� Middleware ensures that business transactions behave correctly when that processing is 
interrupted or redistributed.

The role of middleware evolves across the deployment patterns by building on the execution 
and recovery guarantees provided by the operating system layer.

In Pattern 1 (Reliable Base), middleware provides clean restart semantics, ensuring that 
transactions can be recovered safely following a system interruption. Logging, checkpointing, 
and transactional integrity mechanisms are essential to restoring a consistent application 
state.

In Pattern 2 (Failover Capable), middleware must support restart using replicated data. This 
requires coordination between data replication technologies and application recovery logic to 
ensure that workloads can resume processing at an alternate site with minimal data loss and 
acceptable recovery times.

In Pattern 3 (Fault Tolerant), middleware enables shared-data or shared-state architectures. 
Subsystems participate in coordinated execution across multiple systems, allowing 
transactions to continue processing even when individual components fail. This level of 
integration is fundamental to masking failures from end users.
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In Pattern 4 (Adaptive Continuity), middleware extends these capabilities across multiple sites 
through coordinated data access and workload-aware behavior. This introduces additional 
complexity related to data consistency, latency, and dependency management, requiring 
careful alignment with routing and orchestration mechanisms.

This chapter examines how middleware capabilities contribute to resiliency across the 
deployment patterns, with a focus on transaction integrity, workload continuity, and data 
consistency. It also provides best practices for configuring and operating middleware services 
in highly resilient IBM Z environments.

The topics covered in this chapter include:

� 5.1, “Foundation from the operating system layer” on page 108
� 5.2, “IBM Customer Information Control System (CICS)” on page 109
� 5.3, “IBM Information Management System” on page 113
� 5.4, “IBM WebSphere Application Server for z/OS” on page 116
� 5.5, “IBM MQ for z/OS” on page 119
� 5.6, “IBM Db2 for z/OS” on page 121
� 5.7, “Batch processing” on page 126
� 5.8, “Bringing it all together” on page 130

5.1  Foundation from the operating system layer

The middleware layer operates within the execution environment established by the operating 
system, inheriting a consistent and predictable foundation for how failures are detected, 
managed, and recovered. This foundation is essential, but it is not sufficient on its own to 
ensure resilient application behavior.

The operating system provides key services that define the conditions under which 
middleware executes:

� Predictable restart and recovery processing;
� Data integrity and recoverability services;
� Workload routing and balancing across systems;
� Cross-system coordination within a parallel sysplex;
� Observability and diagnostic capabilities.

These capabilities ensure that systems can continue processing, recover from disruptions, 
and maintain operational stability. They define how the system responds to failure, but not 
how application work is preserved or completed correctly.

Middleware depends on this foundation and extends it by managing the continuity of 
application work through the full failure lifecycle. As failures occur and recovery actions are 
initiated, middleware maintains control over the state of transactions and coordinates how 
work progresses, pauses, or resumes.

This creates a critical dependency between layers:

� The operating system establishes a stable and recoverable execution environment.

� Middleware ensures that the behavior of application work remains consistent within that 
environment, regardless of disruption.

This becomes increasingly important as systems evolve from simple restart scenarios to 
environments where work is distributed, shared, and continuously executed across systems.
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In these environments, middleware must coordinate:

� The preservation of in-flight work
� The interaction between concurrently executing components
� The correctness of outcomes when execution shifts across systems

These responsibilities are fulfilled by a set of cooperating subsystems on IBM Z. Each 
subsystem provides distinct capabilities like transaction execution, data management, or 
messaging, but they must work together to produce a consistent and reliable result.

The effectiveness of the overall resiliency design therefore depends not only on the 
capabilities of individual middleware components, but on how they are combined and aligned. 
Misalignment between components can result in:

� Inconsistent recovery behavior
� Incomplete or duplicated work
� Unexpected application outcomes under failure conditions

For this reason, middleware cannot be considered in isolation. It must be understood as a 
coordinated layer where multiple technologies contribute to a single outcome: ensuring that 
business processing remains correct and consistent, even as the system responds to failure.

As an example, a CICS transaction updating Db2 and sending MQ messages illustrates how 
multiple middleware components must coordinate to maintain consistency during failure.

The sections that follow examine the core middleware technologies on IBM Z in this context. 
Each technology is presented not only in terms of its individual capabilities, but also in terms 
of how it contributes to coordinated behavior across the system. Together, they illustrate how 
middleware capabilities are combined to achieve resilient execution in practice. 

5.2  IBM Customer Information Control System (CICS)

CICS Transaction Server (CICS TS) is a core middleware component that builds on the 
resilient execution environment provided by z/OS to deliver secure, transactional, multi-user 
application processing. CICS systems rely on operating system services such as restart 
processing, workload management, and sysplex coordination to provide a stable execution 
environment. 

Building on these foundational services, CICS provides a set of capabilities that directly 
influence how application work behaves during both normal processing and failure conditions.

These capabilities can be viewed in terms of how CICS manages and protects business work 
as it moves through the system:

� Transaction integrity and recovery, ensuring that all work is completed correctly or safely 
reversed.

� Isolation and protection mechanisms, preventing errors in one part of the system from 
impacting others.

� Workload distribution and routing, enabling processing to continue when individual regions 
or systems are unavailable.

� Shared data access and coordination, supporting consistent execution across multiple 
regions and systems.

� Automation and lifecycle management, reducing recovery time and ensuring predictable 
system behavior.
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� Operational flexibility, allowing updates, scaling, and configuration changes without 
disrupting service.

Together, these capabilities determine how CICS-controlled workloads respond to failure. 
They define whether processing must stop and restart, can continue with minimal disruption, 
or can be redistributed dynamically across available resources.

The subsections that follow examine these capabilities in detail, showing how they are applied 
in both single-region and multi-region environments to achieve resilient transaction 
processing.

5.2.1  Single-region CICS resilience 

The largest CICS configurations are CICSplexes, which are clusters of CICS regions that 
work cooperatively. But many installations have single-region CICS systems, and these 
systems demand a high level of resilience. See the CICS documentation to learn how to 
effectively set up single regions.

5.2.2  Non-disruptive deployment of application updates

A CICS system typically runs many different application programs that interact with each 
other and with the corporate data in complex ways. Inevitably, changes can occur that reveal 
errors or omissions in the application code. When this happens, the enterprise must develop 
and install code fixes to correct the problem. Changes to the business environment, 
regulations, and new innovations can also require updates to existing application programs.

From a resilience perspective, it must be possible to deploy these updates to a production 
system with little or no disruption to users of the services that the system provides. For 
details, see the SET PROGRAM (make SPI LINKS) command, and the SET BUNDLE 
command.

5.2.3  Transactional integrity

The atomicity, consistency, isolation, and durability (ACID) criteria for transactions are at the 
heart of resilient business computing. When CICS resources are configured to support 
recovery, large numbers of ACID-compliant transactions can use and update the same 
business-critical databases safely. For more information see Transactions in CICS. 

When a CICS transaction fails, CICS limits the damage to just the failing transaction. It 
discards the updates from any partially completed steps (rollback). The databases are not 
damaged by the transaction failure, and other transactions continue without significant 
impact. CICS notifies other systems that participate in that unit of work. The other systems 
also discard updates for the failed transaction, so other databases are not damaged.

When a CICS system fails, CICS limits the damage to the transactions that ran at the time of 
the failure. When it restarts, it discards the updates from partially completed transactions 
(rollback) and keeps the updates from completed transactions. The databases are not 
damaged by the system failure. Other transactions can run without significant impact after the 
CICS restart. CICS notifies other systems that participate in all the units of work that are 
affected. The other systems also discard updates for the partially completed transactions so 
other databases are not damaged.
110 Business Continuity on IBM Z

https://www.ibm.com/docs/en/cics-ts/6.x?topic=topology-what-is-single-cics-region
https://www.ibm.com/docs/en/cics-ts/6.x?topic=commands-set-program
https://www.ibm.com/docs/en/cics-ts/6.x?topic=commands-set-bundle
https://www.ibm.com/docs/en/cics-ts/6.x?topic=development-transactions-in-cics


Draft Document for Review July 30, 2026 11:43 am 8446ch05.fm
5.2.4  Storage protection

Errors in application code that are not detected during testing can cause the code to store 
data in the wrong place. This corrupts data that CICS might be using and causes failures or 
malfunctions. CICS uses IBM z/Architecture memory capabilities to protect data in memory 
against this type of corruption and to locate, and help fix the errors:

� Protecting executable code and critical data by loading reentrant programs into 
key-0-Protected storage.

� Protecting all CICS data through use of two different types of memory:

– CICS-key storage - for data owned by CICS, applications can read CICS-key storage. 
But only CICS can modify it. This improves resilience because it protects data that is 
owned by CICS against any application that accidentally tries to modify data that it 
should not modify.

– User-key storage - for transaction data, both application programs and CICS can read 
and modify user-key storage. 

� Protecting storage that is owned by one task from modification by code running in other 
tasks with transaction isolation.

5.2.5  Automation

Quick recovery is a key part of resilience when a CICS region fails or a region that CICS is 
using fails. Automation can dramatically reduce delays between a failure and the response 
and reduce the risk of inappropriate “panic” responses. Specific CICS automation options 
include:

� Automatic restart manager (ARM), which can restart a CICS region automatically when it 
fails.

� CICS policies, which can write messages or run automation when a specific condition 
occurs.

� MQMONITOR, which can automate starting and restarting long-running applications when 
CICS connects to the queue manager or reconnects to it after a queue manager outage.

� Parallel sysplex, which organizes multiple CICS regions to improve resilience, and reduce 
the impact of outages.

� Multiregion operation, which aids communication between multiple CICS regions running 
in the same z/OS image or sysplex while guarding against unreliable applications.

5.2.6  Specialized regions, and region cloning

To maximize the benefits of a CICSplex, installations can assign different roles to different 
regions. In a typical configuration, some regions, known as Terminal-owning regions (TORs), 
act as communication front-ends and receive inbound work for the CICSplex. These TORs 
pass the work to application-owning regions (AORs) that run the application programs 
implementing business functions.

In some configurations, AORs delegate access to underlying corporate data through 
dedicated regions, often called data-owning regions (DORs) or file-owning regions (FORs). 
This separation enables controlled data access patterns.

Beyond these basic roles, installations can assign different AORs to run application functions 
with different resource requirements or service level obligations. A common example is 
running Java applications in specialized AORs (often called Java-owning regions (JORs)), 
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which allows for optimized JVM configuration and resource management tailored to Java 
workloads.

5.2.7  Communication and data sharing

Regions communicate and share data through several mechanisms. Dynamic routing 
enables flexible request distribution, while Workload management distributes work across 
available regions based on capacity, health and the most efficient connection path.

For data access, regions can share resources through MQ shared queues for messaging, 
efficient data set operations including VSAM Record Level Sharing (RLS), and Coupling 
Facility Data Tables for high-performance shared data access. A CICS TS temporary storage 
server (TS server) can provide shared temporary data across regions.

5.2.8  Management and coordination

CICSPlex® System Manager coordinates multiple CICS regions, providing centralized 
management, monitoring, and workload distribution. Applications can be deployed using 
CICS bundles, which package all required resources together for consistent deployment 
across regions.

The CICS Interdependency Analyzer helps identify transaction affinities and dependencies 
between transactions that affect routing decisions. Understanding these affinities is crucial for 
maintaining application integrity and efficiently routing transactions. CICSPlex SM workload 
management provides facilities to model affinities, so that they are respected when making 
workload routing decisions.

5.2.9  Performance and resilience

Transaction classes enable workload prioritization, ensuring critical transactions receive 
appropriate resources. For efficient data passing between programs, CICS supports channels 
and containers, which overcome the limitations of traditional COMMAREAs. Transaction 
recovery mechanisms ensure data integrity through backward and forward recovery logs, 
enabling recovery from failures.

5.2.10  Best practices

Effective resiliency and recovery depend on consistent application of design and operational 
principles that support both continuous operation and predictable restoration of service. 
These practices focus on minimizing disruption, ensuring correct recovery behavior, and 
maintaining alignment with service level objectives under real-world conditions.

The following best practices help ensure that transactions, infrastructure, and operational 
processes work together to deliver reliable outcomes during both normal operation and failure 
scenarios:

� Design your transactions to commit frequently and be short-lived.
� Use IBM z/Architecture memory capabilities to protect your data.
� Use automation (ARM, policies) for consistent recovery.
� Avoid strong affinity where possible to enable workload routing.
� Validate failure and restart scenarios regularly.
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5.3  IBM Information Management System

IBM Information Management System (IMS) delivers resiliency by combining transaction 
processing and data management into a single, tightly coordinated environment. This 
integration allows IMS to maintain both the flow of transactions and the consistency of 
underlying data, even when failures occur.

From a resiliency perspective, IMS must manage two interdependent concerns:

� The continuous processing of incoming work.
� The integrity and recoverability of the data that work depends on.

Failures can affect either or both dimensions. A transaction processing interruption must not 
result in inconsistent data, and a data disruption must not prevent the system from resuming 
processing in a predictable way. IMS addresses this by coordinating transaction execution, 
message handling, logging, and database recovery as part of a unified model.

This results in a set of capabilities that define how IMS behaves during failure conditions:

� Integration of transaction and data management, ensuring that processing and data 
remain synchronized.

� Message-driven workload handling, enabling controlled input, queuing, and recovery of 
transactional work.

� Logging and recovery coordination, preserving data consistency across both system and 
database failures.

� Shared data and workload distribution, allowing multiple systems to process transactions 
while maintaining integrity.

� High availability data structures, supporting continuous access to critical data even when 
components fail.

Together, these capabilities determine how IMS environments respond when processing is 
interrupted, when systems fail, or when workloads must be redistributed. They ensure that 
both transaction flow and data state remain consistent as the system transitions through 
failure and recovery.

The sections that follow describe how these capabilities are implemented through IMS 
components and services, and how they are used to support resilient transaction processing 
at scale.

5.3.1  Core components

IMS consists of three main components: the Database Manager (IMS DB), the Transaction 
Manager (IMS TM), and system services providing common functions. Users can deploy IMS 
TM/DB together for complete online transaction processing or use only IMS TM (DCCTL 
environment) or only IMS DB (DBCTL environment).

IMS Transaction Manager is a message-based processor that handles input from terminals, 
other IMS systems, and various platforms, processes output messages from applications, 
provides underlying queuing mechanisms, and delivers high-volume, low-cost transaction 
processing for both IMS hierarchical and Db2 relational databases. IMS TM supports 
numerous concurrent sessions at high transaction volumes. Applications can be written in 
assembler, C, COBOL, Java, Pascal, PL/I, and REXX, accessing IMS resources through the 
DL/I (Data Language/I) API.
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IMS Database Manager organizes business data with program and device independence, 
maintaining data integrity, defining database structures and relationships, providing 
centralized control and access, supporting queries and transactions, enabling concurrent 
transactions with isolation, and offering database maintenance facilities. IMS databases can 
be accessed via JDBC or SQL, like relational databases, and are accessible from IMS TM, 
CICS, z/OS batch jobs, WebSphere Application Server, Db2 stored procedures, and 
distributed applications using JDBC.

5.3.2  Database structure and definitions

IMS databases use a hierarchical structure with segments arranged in parent-child 
relationships. The topmost segment is the root, with relevant information stored in child 
segments below. For example, a customer record (root) might have account segments 
(children), each with transaction segments (grandchildren).

Database Definitions (DBD) define the physical database structure through DBDGEN or SQL 
DDL. Program Specification Blocks (PSB) create logical views restricting application data 
access. Application Control Blocks (ACB) describe applications and databases. The IMS 
Catalog contains trusted metadata and definitions, determining active databases and 
program views when IMS manages ACBs.

5.3.3  High availability features

Data Sharing, enabled through sysplex services provided by the operating system, allows 
IMS systems to access shared databases concurrently while maintaining integrity.

High Availability Large Database (HALDB) extends full-function database capabilities by 
partitioning databases into manageable sets. Each partition supports up to 10 data sets of 4 
GB (VSAM) or 8 GB (OSAM), enabling databases up to many terabytes. HALDB supports 
online reorganization without database outages, independent partition management, and 
maintains hierarchical structure within partitions. HALDB ALTER allows structure changes 
without outages.

Fast Database Recovery (FDBR) monitors IMS subsystems and automatically recovers 
database resources and releases locks if a system fails, allowing other IMS systems in a 
sharing environment to quickly regain access without waiting for the failed system to restart.

5.3.4  Database recovery and logging

Database Recovery Control (DBRC) facilitates database recovery, controls resource access, 
maintains log information, generates recovery control statements, and supports database 
sharing. DBRC records information in dual recovery control (RECON) VSAM data sets, 
essential for warm and emergency restarts.

IMS Logging records system activities, program execution, database changes, transactions, 
and checkpoints. Log records are written to Online Log Data Sets (OLDS), with incomplete 
buffers written to Write Ahead Data Sets (WADS) for performance. Dual logging provides 
failure tolerance. After use, OLDS are archived to System Log Data Sets (SLDS) on DASD or 
tape. Recovery Log Data Sets (RLDS) contain only records required for database recovery. 
The Restart Data Set (RDS) stores checkpoint notifications for system restart.
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5.3.5  IMSplex and resource management

An IMSplex comprises IMS and z/OS components working together to share resources, 
message queues, and workload. The IMS Common Service Layer (CSL) provides 
single-image management perspective. IMSplex components include Operations Manager 
(OM), Resource Manager (RM), Open Database Manager (ODBM), Structured Call Interface 
(SCI), IMS Connect, DBRC, Common Queue Server (CQS), Repository Server (RS), and 
TSO SPOC.

IMS Shared Queues enable multiple IMS systems in a sysplex to share message queues 
managed by CQS in coupling facility structures. This provides workload distribution, 
single-image view, and continued processing if one IMS fails. Transactions entered on one 
IMS can be processed by any IMS in the IMSplex.

Dynamic Resource Definition (DRD) allows type-2 commands to define resources (programs, 
databases, routing codes, transactions, MSC resources) while IMS is active, eliminating some 
system generation tasks and planned outages. Changes should be hardened to the IMSRSC 
repository for recovery on cold starts.

5.3.6  Connectivity and integration

IMS Connect serves as the TCP/IP gateway for operations, transactions, and database 
access. It uses IP spraying, workload balancing, and sysplex distribution to connect clients to 
IMS systems. IMS Connect uses ODBM for database access and Open Transaction Manager 
Access (OTMA) for transaction processing. Multiple IMS Connect instances provide high 
availability through VIPA or Sysplex Distributor. OTMA monitors input messages to prevent 
message flood conditions and can suppress messages when thresholds are reached.

IMS Replication (InfoSphere® Data Replication for IMS) provides software-based log-based 
replication solution for high availability and disaster recovery. It captures changes using IMS 
log records and applies them to target IMS systems in near-real time, supporting 
active/standby or active/query environments.

5.3.7  Best practices

Implement IMS database and system capabilities to support both resiliency and recovery 
objectives. Apply these practices to maintain service during failure, enable predictable 
recovery after failure, and ensure consistent alignment with service level objectives across 
the environment.

� Exploit dual logging and multi-copy data sets on different storage volumes for resilience.

� Take image copies regularly to reduce recovery time.

� Use Database Change Accumulation utility to streamline recovery information.

� Register IMS regions with ARM for automated restarts.

� Consider Fast Path for high-volume, simple transactions requiring rapid database updates.

� Configure multiple IMS images in Parallel Sysplex for workload balancing and availability.

� Convert full-function databases to HALDB for increased capacity and availability.

� Implement supermember support for IMS Connect and shared message queues.

� Use dynamic refresh for PWFI/WFI regions to introduce application updates without 
stopping regions.

� Test backup and recovery procedures regularly.
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5.4  IBM WebSphere Application Server for z/OS

IBM WebSphere Application Server for z/OS provides a comprehensive runtime environment 
for hosting web and enterprise applications based on open standards such as servlets, 
Enterprise JavaBeans (EJBs), and modern service integration technologies. It is designed to 
support distributed, service-oriented application architectures while leveraging the 
performance, scalability, and resiliency characteristics of the IBM Z platform.

The application server runtime integrates closely with z/OS and key subsystems such as Db2, 
CICS, and IMS, extending core qualities of service, including security, performance, 
scalability, and recovery, to Java and web-based applications. Through Network Deployment, 
WebSphere enables centralized administration and coordinated operation of multiple 
application server instances, forming distributed environments that can span systems and 
locations.

In these environments, applications are deployed across multiple servers organized into cells 
and clusters. Requests are routed dynamically across available servers, allowing workloads 
to scale beyond the capacity of a single instance. If an individual server becomes unavailable, 
processing continues on other servers in the cluster, with workload distribution managed in 
coordination with z/OS Workload Manager.

This architectural model introduces a different resiliency challenge compared to traditional 
transaction systems. Rather than managing a single execution environment, WebSphere 
must coordinate application behavior across multiple processes, JVMs, and systems while 
maintaining consistent outcomes for user requests.

From a resiliency perspective, this requires managing how application work is distributed, 
preserved, and recovered as conditions change. Failures may affect individual servers, 
application instances, or supporting services, while the overall application remains active. The 
runtime environment must therefore:

� Distribute incoming requests across available resources
� Preserve application state during processing
� Recover or restart failed components
� Redirect workloads based on system availability and capacity

To support this behavior, WebSphere provides a set of capabilities that define how 
applications operate under failure conditions:

� Clustering and workload distribution, allowing requests to be processed by any available 
server.

� State replication and session management, preserving user interactions and application 
context.

� High availability coordination, ensuring that critical services continue even when individual 
processes fail.

� Dynamic request routing, adapting to changes in system health and resource availability.

� Operational flexibility, enabling scaling, updates, and configuration changes without 
disrupting service.

Together, these capabilities enable WebSphere to maintain continuity of service at the 
application layer, even as individual components are restarted, replaced, or redistributed 
across the environment.
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The subsections that follow examine how these capabilities are implemented through 
clustering, high availability management, and runtime services, and how they are used to 
support resilient application environments.

5.4.1  Clustering 

A cluster is a collection of servers managed together, enabling enterprise applications to 
scale beyond single-server throughput and providing high availability through automatic 
request routing during failures. Application server clusters are logical collections providing 
workload balancing and high availability. 

� Vertical Cluster: Cluster members on the same system provide:

– Failover support within one operating system image, 
– Processor-level failover, 
– Increased resource utilization.

� Horizontal Cluster: Cluster members spread across different systems increase availability 
by removing single-system bottlenecks and increasing scalability, supporting system 
failover.

� Mixed Cluster: Combines vertical and horizontal clustering with multiple members on 
participating z/OS images spread over multiple physical systems, providing both failover 
and performance benefits.

� Dynamic Cluster: Application deployment targets operating at application-layer 
virtualization, providing capabilities to manage dynamic workload using the on-demand 
router server.

5.4.2  Backup and recovery

WebSphere traditional provides various backup methods balancing recovery time and cost. 
Sites typically combine backup, load balancing, and high availability to maintain service 
availability. Based on application criticality, appropriate backup and restore strategies can be 
implemented.

WebSphere provides backupConfig and restoreConfig commands for online configuration 
backup and restoration. Periodic backups of product components can be scheduled, and 
applications can be backed up by copying application directories.

5.4.3  High Availability Manager

WebSphere traditional includes a high availability manager component providing services to 
product components. 

The high availability manager provides:

� A framework allowing singleton services (transaction managers, service integration bus) 
to become highly available;

� A bulletin board mechanism for servers to exchange state data;

� A specialized framework for high-speed, reliable inter-process messaging used by the 
data replication service for memory-to-memory replication.

A high availability manager instance runs on every application server, proxy server, node 
agent, and deployment manager in a cell. Cells divide into multiple high-availability domains 
called core groups. Each instance establishes network connectivity with other instances in the 
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same core group using specialized transport channels, detecting when members start, stop, 
or fail.

Within core groups, instances are elected as coordinators to manage high-availability 
activities. Coordinators are highly available. If a coordinator process fails, another instance 
assumes the role without continuity loss. Coordinators associate high availability policies with 
groups, using policy directives to manage components and ensure continued functioning 
when processes fail.

The high availability manager provides specialized messaging enabling processes to 
exchange state information. The WebSphere workload management component uses this to 
build and maintain routing tables. The data replication service (DRS) replicates HTTP session 
data, dynamic cache, and stateful session bean information among cluster members, using 
high availability manager transport channels for memory-to-memory replication.

5.4.4  WebSphere Liberty 

Liberty is a highly composable, fast-starting, dynamic runtime environment with a compact, 
lightweight footprint, making it ideal for virtualized infrastructure, cloud computing, lightweight 
containers, and IoT devices. Liberty is Jakarta EE 11 compliant.

Liberty provides a native operations environment accessible through the z/OS console. 
Liberty supports web applications, OSGi applications, and EJB applications with associated 
services like transactions and security. The zero-migration architecture enables moving to the 
latest Liberty version with an aim of no migration impact to applications and configurations.

Features are units of functionality controlling which runtime environment pieces load into a 
server. Liberty servers can be organized into collectives for clustering, administration, and 
operations across multiple servers. 

5.4.5  Best practices

Configure WebSphere traditional environments to support high availability, scalability, and 
predictable recovery for hosted applications. Use clustering and high availability features to 
maintain service during failures, balance workload effectively, and ensure that applications 
can be restored or redistributed without compromising performance or consistency. Select 
and combine clustering options deliberately to meet both resiliency and recovery objectives.

� Consider configuring WebSphere traditional in clusters to achieve high availability for 
hosted applications. Different clustering options (static, dynamic, vertical, horizontal) 
address various requirements. Static and dynamic clustering both provide workload 
balancing, but dynamic clustering further optimizes performance.

� A balanced mix of vertical and horizontal clustering increases application availability. 
Implement the High Availability manager feature thoughtfully, as it consumes CPU cycles, 
heap memory, and sockets, resource consumption increases nonlinearly with core group 
size.

� A network deployment configuration with on-demand router, mixed clustering (vertical, 
horizontal, and dynamic), and high availability manager can provide extremely high 
performance, scalability, and availability.
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5.5  IBM MQ for z/OS

IBM MQ for z/OS provides messaging services that enable reliable communication between 
applications in distributed and multi-system environments. By decoupling application 
components and managing the flow of data between them, MQ plays a critical role in 
ensuring that work can continue even when parts of the system become unavailable.

Unlike tightly coupled interactions, messaging introduces an asynchronous model of 
communication. Applications that produce messages do not need to wait for consuming 
applications to be available. Instead, work is captured and stored until it can be processed. 
This allows systems to tolerate interruptions without immediately impacting upstream 
processing.

From a resiliency perspective, MQ is responsible for preserving data in transit and ensuring 
that messaging behavior remains consistent during failures. This includes maintaining 
message integrity, controlling delivery, and enabling processing to resume without loss or 
duplication.

To achieve this, MQ provides a set of capabilities that define how messaging environments 
behave under failure conditions:

� Asynchronous communication, decoupling application dependencies.
� Durable message storage, ensuring messages survive failures.
� Controlled message recovery, restoring consistent state after interruption.
� Workload distribution, enabling processing across multiple queue managers.
� Shared access to message data, allowing continuity across systems.

Together, these capabilities ensure that communication between applications remains 
reliable, even as individual components are restarted or replaced.

5.5.1  Core messaging concepts

Applications interact with MQ by connecting to queue managers and sending or receiving 
messages through queues or topics. The queue manager is responsible for ensuring that 
messages are stored safely and delivered correctly.

Messages can be:

� Persistent, written to recovery logs and surviving queue manager or system failures

� Non-persistent, processed in memory for performance, but still managed within MQ 
control

To optimize performance, messages are kept in memory when possible. As memory usage 
increases, messages are written to page sets, ensuring durability and recoverability.

5.5.2  High availability approaches

A single queue manager provides strong resiliency through logging, restart, and recovery 
mechanisms. However, higher levels of availability require eliminating single points of failure.

MQ provides two primary approaches for achieving this; clusters, and queue sharing groups.

IBM MQ clusters enable groups of queue managers to work together and provide scalable, 
distributed messaging. This approach provides high availability of services, but not full 
availability of individual messages.
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Within a cluster:

� Queue managers share knowledge of available queue destinations
� Messages can be routed dynamically without manual configuration
� Workloads are distributed across multiple queue instances

If a queue manager hosting a clustered queue becomes unavailable:

� New messages are routed to other queue managers hosting the same queue
� Message processing continues without interruption for new work

However, messages already stored on the failed queue manager remain unavailable until it 
recovers.

Queue sharing groups enable multiple queue managers to access the same message data 
concurrently by leveraging coupling facility structures. This provides true continuous 
availability of messages, making it the most resilient messaging configuration.

In this configuration:

� Messages are stored in shared queues within the coupling facility
� All queue managers in the group can access the same messages
� Applications can connect to any available queue manager

If one queue manager fails:

� Another queue manager can immediately continue processing the same messages
� No data is lost
� No restart is required to access message content

5.5.3  Key resiliency practices

IBM MQ ensures that communication between applications remains reliable across a wide 
range of failure scenarios.

By combining asynchronous communication, durable message storage, and shared access 
to message data, MQ allows systems to continue processing work even when individual 
components are unavailable.

MQ extends resiliency beyond system boundaries by ensuring that data in transit remains 
consistent, recoverable, and accessible, enabling coordinated behavior across distributed 
applications.

The effectiveness of MQ in delivering resiliency depends on how it is configured and 
operated.

5.5.4  Best practices

Configure logging, automation, and high availability capabilities to support both resiliency and 
recovery objectives. Ensure critical data is protected, failures are detected and handled 
consistently, and services can be restored quickly and predictably. Apply these practices to 
minimize disruption, maintain data integrity, and deliver reliable behavior under failure 
conditions.
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Logging and data protection
� Use persistent messaging for critical data.
� Enable Dual logging and dual archiving across separate storage.
� Ensure logs are protected against hardware failure.

Automation and restart
� Integrate queue managers with automation such as Automatic Restart Manager (ARM).
� Ensure consistent restart procedures across systems.
� Minimize manual intervention during recovery.

High availability configuration
� Use MQ clusters for workload distribution and service availability.
� Use queue sharing groups for shared access to messages.
� Combine both approaches where both routing flexibility and data availability are required.

Testing and validation
� Test queue manager restart scenarios.
� Validate queue sharing group behavior under failure.
� Simulate system and component failures to confirm expected behavior.

5.6  IBM Db2 for z/OS

While IBM Db2 for z/OS is commonly viewed as a database system, its role in resiliency 
extends beyond data storage. It is responsible for ensuring that business data remains 
consistent, recoverable, and accessible as the system processes transactions and responds 
to failures.

From a resiliency perspective, Db2 must maintain correctness across two fundamental 
dimensions:

� The integrity of data as it is updated by concurrent transactions.
� The ability to recover that data to a known, consistent state following disruption.

Failures can occur at different levels, including application errors, subsystem interruptions, 
storage issues, or system outages. Regardless of the source, Db2 must ensure that:

� Committed updates are preserved;
� Incomplete or in-flight changes are safely resolved;
� Data can be restored or reconstructed without ambiguity.

To achieve this, Db2 coordinates a set of capabilities that govern how data is managed 
throughout normal operation and recovery:

� Logging and recovery mechanisms, capturing all changes and enabling consistent restart 
or point-in-time recovery.

� Transaction consistency controls, ensuring correct behavior under high levels of 
concurrency.

� Backup and data protection services, providing recoverable copies of critical data

� Shared data access, enabling multiple systems to process transactions against the same 
data while maintaining integrity.

� Recovery coordination, ensuring consistent outcomes across subsystems and 
environments.
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These capabilities define how Db2 behaves when failures occur. Rather than simply restoring 
availability, Db2 ensures that the data used by applications remains correct, complete, and 
usable as processing resumes.

The subsections that follow describe how these capabilities are implemented and how they 
are used to support recoverable, consistent data processing across a range of failure 
scenarios

5.6.1  Backup and recovery

Although high availability is a goal for all Db2 subsystems, unplanned outages are difficult to 
avoid entirely. A key to perceived high availability is quickly restarting the Db2 subsystem after 
unplanned outages. A good backup, recovery, and restart strategy reduces elapsed time of 
unplanned outages. Periodically backing up and reorganizing data maximizes data availability 
to users and programs.

Db2 relies on logs and the bootstrap data set (BSDS) to record data changes as they occur. 
The log and BSDS provide critical information during recovery. Db2 utilities play important 
roles in backup and recovery:

� Backup utilities: COPY, QUIESCE, MERGECOPY, BACKUP SYSTEM.
� Recovery utilities: RECOVER, REBUILD INDEX, REPORT, RESTORE SYSTEM.

Recovery scenarios 
Problems can occur with hardware or software, causing physical or logical damage, here are 
a few common recovery scenarios:

� System failure: Db2 restart restores data integrity. After Db2 or attached subsystem 
failures, restart backs out uncommitted changes and completes committed change 
processing.

� Media failure: Physical damage to data storage devices can be recovered to the current 
point.

� Logical damage: Data is recovered to a point before logical damage occurred (e.g., 
connectivity problems preventing page writes).

� Application program abnormal termination: Utilities, logs, and image copies recover data 
to prior data consistent points in time.

5.6.2  Data sharing

In Db2 data sharing, applications leverage Parallel Sysplex capabilities provided by the 
operating system to enable concurrent access to shared data across multiple Db2 
subsystems. A collection of one or more Db2 subsystems sharing Db2 data is called a data 
sharing group. Db2 subsystems accessing shared data must belong to a data sharing group.

Db2 data sharing improves data availability, extends processing capacity, provides flexible 
configuration options, and increases transaction rates. Db2 for z/OS uses special data 
sharing locking and caching mechanisms to ensure data consistency across applications.

Recovery in data sharing
Db2 recovers data from information in logs and bootstrap data sets (BSDSs) of members. 
Because updates can be logged on several different members, Db2 coordinates recovery 
using the shared communications area (SCA) in a coupling facility. The SCA also coordinates 
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startup. Individual members can be stopped and started while other members continue 
running. The startup process for each member resembles non-data sharing Db2 subsystems.

Db2 uses group restart in the rare event that critical coupling facility resources are lost and 
cannot be rebuilt. When this happens, all group members terminate abnormally. Group restart 
rebuilds lost information from individual member logs. Unlike data recovery, this information 
can be applied in any order. Because there's no need to merge log records, Db2 can perform 
many restart phases for individual members in parallel.

Benefits of data sharing
� Availability: Data sharing groups increase data availability, helping organizations meet 

service objectives during planned and unplanned outages

� Capacity: Allows organizations to meet data processing capacity needs without splitting 
databases across systems

� Growth: Helps overcome scalability and data growth challenges, making organizations 
future-ready

� Workload balancing: Balances workload on Db2 subsystems, effectively managing 
unpredictable spikes and achieving high transaction rates

� System management: Data consolidation simplifies system management

Db2 data sharing is one of the most critical considerations for ensuring data and application 
availability in any enterprise.

5.6.3  Restart Light

In Db2 data sharing environments where a z/OS system experiences unplanned outages, the 
Db2 subsystem running at failure time might hold locks on shared resources. Resources with 
retained locks won't be accessible from other subsystems. Therefore, restarting the failed 
Db2 subsystem on another z/OS image in the same sysplex becomes critical to remove 
retained locks.

Often, the other z/OS image (already running its own workload) does not have enough 
resources to restart the failed Db2 subsystem and handle additional workload. The Db2 for 
z/OS Restart Light option minimizes subsystem restart time by deferring non-essential work 
such as recovery and cleanup activities to be continued after restart completion, focusing on 
making Db2 available as quickly as possible. This approach allows applications to resume 
processing with the light startup processing of the failed Db2 system. 

Restart Light Operations:

� Minimizes overall storage required for restart processing, by limiting recovery scope and 
deferring non-critical work to after completion of the restart.

� Removes retained locks as soon as possible, except for:

– Locks held by postponed-abort units of recovery (if LBACKOUT subsystem parameter 
is set to LIGHT or LIGHTAUTO);

– IX and SIX mode page set P-locks (if LIGHT(YES) or LIGHT(NOINDOUBTS) is 
specified). These locks don't block access by other members but do block drainers like 
utilities.

� Terminates the member normally after forward and backward recovery completes. No new 
work is accepted.
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� By default, INDOUBT threads aren't automatically resolved when Db2 participates in 
two-phase commit processing. Db2 does not terminate until INDOUBT threads are 
manually resolved by committing or aborting.

In environments with two-phase commits, Restart Light (INDOUBTS) allows Db2 to perform 
faster restart and shutdown without manually resolving INDOUBT threads.

Restart light mode is intended only for cross-system restart of systems without adequate 
capacity to sustain Db2 and IRLM after z/OS system failure.

Using Restart Light
Consider using Db2 restart light mode when restarting a Db2 subsystem on alternate LPARs. 
Such restarts are typically required by LPAR or CPC failures. With Db2 restart light, the 
system comes up quickly, backs out in-flight units of work, and releases retained locks.

The concept behind restart light is bringing up Db2 with a very small footprint during 
cross-system restart of a failed Db2 member on an alternate LPAR. Using a small-footprint 
Db2 instance avoids disturbing the existing Db2 member running on the alternate LPAR.

In environments with two-phase commit activities with Db2, use RESTART 
LIGHT(NOINDOUBTS) so Db2 can release RETAINED LOCKS and terminate faster. This 
has less impact on other surviving Db2 members in the data sharing group.

5.6.4  Coupling Facility structure management

Consider deleting Db2 coupling facility structures from completed DR tests. System 
programmers sometimes forget to delete such structures after DR tests. If a real DR event 
happens, stale Db2 structures might cause logical data corruption.

Deletion of structures from CFRM policy should be done carefully. CFRM policy and defined 
structures should be consistent with system reality.

Consider purging data from existing CF structures before performing Db2 restart at DR sites 
to avoid logical data corruption. You might automate these actions to avoid manual 
intervention.

List Db2 structures belonging to a particular Db2 group:

D XCF,STR,STRNAME=db2grp* (db2grp is the group name)

Force LOCK1 and SCA structures:

SETXCF FORCE,STR,STRNAME=strname (strname is the structure name)

For failed persistent group buffer pools, force connections:

SETXCF FORCE,CONNECTION,STRNAME=strname,CONNAME=ALL (strname is the structure name)

After connections are forced, the group buffer pool will be deallocated. XCF commands are 
the recommended way to make these changes. Use of CF commands bypasses CFRM and 
might lead to cross-system coupling (XCF) service issues.

5.6.5  Log-based recovery

Do not discard standard Db2 log-based recovery procedures like taking image copies for 
forward log recovery to recover data to previous points in time (or to failure points). Although 
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very rare, DR tests (or real DR events) might detect data inconsistency, failed utilities, or 
coupling facility issues. In these circumstances, you must be able to recover Db2 objects to 
chosen points in time.

Backup and Recovery Procedures
Ensure the following procedures are in place:

� Create a point of consistency;
� Restore system and data objects to a point of consistency;
� Back up and recover the Db2 catalog and your data;
� Recover from out-of-space conditions;
� Recover from hardware or power failures;
� Recover from z/OS component failures.

Application owners sometimes overlook carefully defined points of consistency, for example 
ensuring that their environment is set up to have the allowable recovery time after component 
failures.

Application developers might not answer planning questions that application owners can, 
such as: 

� Which tables are used? 
� How often should they be backed up? 
� Where should they be backed up? 
� Have tables been missed? 
� Are multiple versions being backed up and improperly restored multiple times?

For single-site IBM Z configurations, set up procedures for remote site recovery in case of 
disaster or CPC failure. Documented disaster recovery methods are crucial for disasters 
causing complete local Db2 subsystem shutdown. Consider registering Db2 to Automatic 
Restart Manager (or automation products like IBM System Automation). This facility 
automatically restarts Db2 (on the same or different LPAR depending on situation and 
configuration) if it fails.

5.6.6  Best practices

Configure Db2 application behavior, subsystem parameters, and buffering strategies to 
support both resiliency and recovery objectives. Design for frequent commit processing, 
consistent data access, and controlled recovery to improve concurrency, reduce restart 
impact, and ensure predictable restoration of service after failures. Apply these practices to 
maintain availability, optimize performance, and minimize recovery time across Db2 
environments.

� Applications should be well-behaved threads that frequently commit. High commit 
frequency enhances concurrency of threads running on single or multiple data sharing 
group members, improves data availability, supports higher levels of concurrency, and 
minimizes data recovery duration. This results in improved restart performance and 
expedited recovery of Db2 subsystems after failure events.

� Db2 BIND parameters such as RELEASE(DEALLOCATE) and CURRENT DATA affect 
Db2 availability and performance.

� Various subsystem and buffer pool options enhance Db2 availability, including 
CHECKPOINT frequency, local buffer pool settings, and group buffer pool settings.
Chapter 5. Middleware layer: Coordinating resiliency 125



8446ch05.fm Draft Document for Review July 30, 2026 11:43 am
5.7  Batch processing

Batch processing plays a critical role in IBM Z environments by performing large-scale data 
processing tasks that complement online transaction workloads. Unlike interactive or 
transaction-driven processing, batch jobs typically execute long-running operations, often 
updating large volumes of data or performing resource-intensive computations.

From a resiliency perspective, batch processing introduces a distinct set of challenges. Batch 
jobs often span extended periods of time, may process significant amounts of data, and can 
involve multiple dependent steps. When failures occur, the impact is not limited to a single 
transaction or message. Instead, recovery must address partially completed work, data 
consistency, and the correct resumption of processing.

In contrast to online transaction systems, where middleware components such as CICS or 
IMS manage transaction boundaries automatically, batch processing frequently relies on 
explicit application design and operational procedures to ensure consistent outcomes. This 
includes defining restart points, managing checkpoints, and coordinating data recovery 
across multiple data sets and systems.

For example, a batch job might read input data from a file, update Db2 tables, and generate 
MQ messages for downstream processing. If the job fails after partially completing these 
steps, recovery must ensure that database updates remain consistent, messages are not 
duplicated or lost, and processing resumes from a defined checkpoint. This requires 
coordinated behavior across batch restart logic, Db2 recovery processes, and MQ message 
handling.

As batch processing evolves to operate alongside online workloads in continuous availability 
environments, it must balance performance, data integrity, and recoverability. This requires 
careful coordination with database systems, file management services, and system-level 
capabilities to ensure that failures do not result in inconsistent data or incomplete processing. 
To find out more about the ways that batch processing can improve your system, see 
Mainframe Batch Modernization and Transformation, REDP-5719.

The subsections that follow examine how batch processing interacts with data files and 
database systems, and how recovery, restart, and concurrency considerations are addressed 
to support resilient operation.

Batch jobs often use utilities rather than application programs to extract data, reorganize 
databases, create backups, or replicate files. Batch processing offers significant advantages 
for repetitive logic; static data is cached and reused, and bulk operations (like updating 
10,000 database rows with one SQL query) are far more efficient than individual OLTP 
transactions.

While traditionally running during non-office hours, modern batch processing must also run 
during business hours in parallel with OLTP workloads to meet demands for faster results. 
This section describes batch processing with database environments (Db2, IMS, CICS) and 
non-database environments (z/OS data files).

5.7.1  Batch processing with data files

For batch processing with data files, prepare for several recovery scenarios: job failures, disk 
device failures, and site failures (disaster recovery).

Recovery After Job Failures: Because batch doesn't perform logging (unless using DFSMStvs 
or RLS), job failures require backing out to the initial state. If a checkpoint-based restart is 
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possible, this is accomplished by making file copies before updates. This is covered in more 
depth in the VSAM Record Level Sharing and Transactional VSAM sections later in this 
chapter.

Recovery After Disk Failures: With synchronous disk remote copy, GDPS or Copy Services 
Manager can perform non-disruptive HyperSwap to secondary disks after failures. Without 
HyperSwap, recovery resembles job failure recovery. FlashCopies can be executed 
simultaneously on primary and secondary sites using “Remote Pair FlashCopy® (Preserved 
Mirror)” without requiring separate replication.

Recovery After Site Failures: Site failure recovery on secondary sites resembles disk failure 
recovery. With HyperSwap enabled, disks often swap automatically, though timing of failures 
between disk, servers, and network connections affects this.

File Backup Verification: For all failure types, verify that all updated files are backed up before 
batch jobs run. The TSO FCQUERY command determines copy status of devices, showing 
FlashCopy relationships, total relationships, and extent information. However, this information 
is not broken down by file names or sent to SYSLOG.

5.7.2  Batch processing with databases

Database managers provide locking for serialization and logging for backout support. Batch 
jobs can call IMS or Db2 to access data with embedded DL/I or SQL calls. VSAM (used by 
CICS) is not a database manager, requiring careful handling when batch jobs access VSAM 
data also used by CICS.

Db2 batch processing
Db2 batch jobs can be normal jobs calling Db2, jobs using the TSO interface 
(PGM=IKJEFT01), or interactive SPUFI SQL from DB2I ISPF panels. For better availability, 
considerations focus on acquiring minimal locks and releasing them quickly.

The primary rule for Db2 batch is “Commit, Commit, Commit”. Frequent commits provide 
multiple benefits, and apply equally to IMS and CICS environments:

� Reduce lock contention, especially in data sharing environments
� Reduce deadlock potential
� Improve lock avoidance effectiveness in data sharing
� Enable faster rollback/backout processing and releases all acquired locks
� Reduce elapsed time for Db2 system restart after failures
� Reduce unit of recovery rollback time after application failures
� Provide opportunities for utilities like online REORG to access data

Deadlocks occur when processes hold locks on resources others need. Db2 rolls back one 
process after a preset interval, choosing the one causing least impact. Frequent commits 
reduce deadlock likelihood, if jobs commit after 1,000 locks instead of accumulating 500,000 
locks, deadlock chances decrease dramatically.

Use URCHKTH or URLGWTH subsystem parameters to identify applications not committing 
frequently. Add logic to commit based on elapsed time, not just SQL processing volume. Take 
frequent commit points even in read-only long-running units of work to reduce lock contention 
and enable utility access.

Commit frequently even for NOT LOGGED table spaces, as undo processing still requires log 
scanning. Include retry logic after deadlocks or timeouts for automatic recovery. Bind 
applications with ISOLATION(CS) and CURRENTDATA(NO) to enable early lock release and 
minimize lock acquisition. Use ISOLATION(UR) cautiously as it reads uncommitted data.
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Use Db2 group names rather than specific subsystem names to ensure work can run on any 
data sharing group member if a subsystem becomes unavailable. Use WLM Scheduling 
Environments to control which systems run specific jobs while maintaining flexibility.

5.7.3  IMS batch processing

IMS supports two main batch categories: DLI Batch and DBB Batch (Database Batch), and 
Batch Message Processing (BMP) regions including transaction-oriented BMPs, 
batch-oriented BMPs, and Java Batch Processing (JBP) regions. 

DLI and DBB batch
DLI and DBB batch are stand-alone jobs accessing IMS data in batch mode. They differ in 
resource information sources (DLI reads from PSB and DBD libraries), while DBB reads from 
ACB libraries. Neither can access IMS message queues. Historically used for efficient bulk 
IMS data processing with exclusive database control, they required simpler logging and no 
locking for better performance than BMPs. However, this required online IMS termination or 
database access commands until jobs finished. They can run with other IMS regions only in 
data sharing environments or with RO (Read Only without integrity) database access.

Batch Message Processing (BMP) Regions
BMPs resemble IMS Message Processing Regions (MPRs) but are designed for batch jobs 
handling larger bulk processing. They run under the same Control Region as MPRs, which 
manage logging, backouts, and database access. BMPs running under the same control 
regions have database access used by online systems, can share databases with other 
BMPs and MPRs without data sharing implementation, use IMS facilities (logging, buffering, 
automatic backout), and can read/write z/OS sequential files with integrity using GSAM.

Transaction-oriented BMPs are scheduled with JCL rather than by IMS. They can 
read/process messages from IMS message queues and optionally write messages for later 
processing. Batch-oriented BMPs perform batch processing in online environments, cannot 
read message queues for input, but can optionally write messages. Schedule time-consuming 
BMPs during non-peak hours to prevent MPP response time degradation.

Java Batch Processing (JBP) regions are like batch-oriented BMPs but have associated 
JVMs. Applications must be written in Java or wrapped with Java as entry points.

Checkpoint strategies
Checkpoint calls are crucial for batch-oriented BMP processing. Checkpoints commit 
changes, free locks, provide backout locations for failures, and restart points. Code 
checkpoints for easy modification, as converting to BMPs or data sharing requires more 
frequent checkpoints. BMPs should issue checkpoints more frequently than batch programs 
to release database locks for online transactions.

Basic and symbolic checkpoints are available for BMP, JMP, and batch programs. Checkpoint 
calls cause IMS to inform Db2 that changes can be permanent, write log records containing 
checkpoint identification, send messages to console operators, and for transaction-oriented 
BMPs, act like new message calls. Best practice is to issue checkpoints every 10-15 minutes, 
after specific root segment counts, or after update counts. Data-sharing environments require 
more frequent checkpoints to free database resources.

Symbolic checkpoints allow specifying up to seven data areas for checkpointing. Restart calls 
restore these areas and restart from the last checkpoint.
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5.7.4  Generalized Sequential Access Method (GSAM)

GSAM treats sequential files as databases supporting recovery processes. GSAM files can 
be BSAM, QSAM, or VSAM. Programs can retrieve and add records but cannot delete or 
replace them. GSAM files must be large enough to avoid x37 ABENDs requiring backout and 
restart. IBM Tivoli Advanced Allocation Management for z/OS helps prevent x37 ABENDs. 
Basic CHKP calls cannot checkpoint GSAM databases, programs must use symbolic CHKP 
and XRST calls for repositioning at restart.

Tools like IBM IMS Program Restart Facility (IMS PRF) significantly simplify DLI/DBB batch 
recovery by automatically calling log termination and batch backout utilities during job 
ABENDs without JCL changes. PRF tracks checkpoints and dynamically modifies CKPTID 
EXEC parameters with correct checkpoint IDs, allocating correct files to IMSLOGR. After 
user-specified ABENDs, PRF can automatically restart jobs with configurable delays and 
retry counts.

VSAM Record Level Sharing and Transactional VSAM
VSAM Record Level Sharing (RLS) extends DFSMS storage hierarchy to support data 
sharing across multiple Parallel Sysplex systems, primarily for VSAM data sets used by online 
transaction-processing applications. Batch VSAM does not have logging unless using 
DFSMStvs or RLS.

VSAM RLS enables multiple address spaces, CICS application-owning regions on multiple 
systems, and batch jobs to access recoverable VSAM data sets simultaneously. Multiple 
CICS systems can directly access shared VSAM data sets, eliminating function shipping 
between application-owning and file-owning regions. CICS provides logging, commit, and 
backout functions for recoverable data sets. VSAM RLS provides record-level serialization 
and cross-system caching.

Sharing levels depend on data set recoverability: both CICS and non-CICS jobs can have 
concurrent read/write access to unrecoverable data sets (though data integrity may be 
compromised), while non-CICS jobs have read-only access to recoverable data sets 
concurrently with CICS read/write access.

If transactional VSAM jobs fail, CICS backs out updates to the most recent checkpoint 
maintaining data consistency. Problems should be fixed and jobs rerun. Restart logic must 
know where to restart and save key variables across invocations. Proper restart 
implementation can be complex for large batch update jobs creating audit trails, sequential 
files, and other outputs requiring resynchronization. In most applications, faster CPCs and 
disks make restarting from the beginning cleaner and easier than building restart procedures.

Transactional VSAM (TVS) Auto-commit
TVS enables batch jobs and CICS transactions to concurrently update shared recoverable 
VSAM data sets, reducing batch windows and allowing 24x7 VSAM access. Multiple batch 
jobs and CICS transactions can process the same recoverable data sets with ensured data 
integrity. To fully exploit TVS, batch applications must be examined for commit frequency and 
modified to use RRS for sync point commits and backouts.

The automatic commit function provides automatic commits for eligible batch jobs using 
DFSMStvs, jobs where single updates to single data sets constitute simple atomic 
transactions. Batch must use RRS for coordinated commits. Code the optional TVSAMCOM 
parameter on JCL EXEC statements specifying minimum and maximum update request 
ranges. DFSMStvs adjusts commit frequency based on record lock contention and CICS 
transaction timeout values. DFSMStvs performs automatic commits when data sets close, 
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avoiding record locks held until end of task. Automatic commits occur when lock structures 
reach approximately 80% full.

5.7.5  Best practices

Batch processing resiliency can be defined as reducing windows by allowing batch jobs to run 
with online workloads for 24x7 environments and recovering batch jobs after system or 
processing failures. Improving batch performance by reducing elapsed time also reduces 
batch windows, improving online workload availability.

Many issues arise in batch recovery: identifying data dependencies, extracting data for 
application workloads, determining which files to restore after failures, managing and 
optimizing backup resource usage, tracking jobs run outside job scheduler utilities, recovering 
from data corruption or accidental deletion, proving recoverability and regulatory compliance, 
testing recovery processes, and automating solutions without requiring mainframe expertise.

IBM Z Batch Resiliency (IZBR) addresses these issues by automating analysis, backup, and 
restore of batch application data. IZBR provides data usage and backup inventory with 
automation capabilities for quick batch data recovery during operational or disaster recovery 
events, generating reports detailing batch application and data usage and relationships.

Maintain control over batch environments with thousands of weekly jobs. Because online 
environments depend on batch window completion, batch performance affects overall system 
availability. Key considerations include:

� Enforce naming conventions for WLM management based on job names.

� Use WLM-managed initiators preventing excessive concurrent jobs slowing throughput.

� Focus on reducing critical job paths by breaking jobs into parallel-running jobs or 
parallelizing steps.

� Use Flash enclosures on external storage minimizing I/O delays.

� Use IBM Workload Scheduler for z/OS to switch job WLM service classes when jobs run 
late, based on estimated duration and dependencies.

5.8  Bringing it all together

Resiliency is achieved not through individual middleware components, but through how they 
are combined to manage transactions, data, and communication consistently under failure 
conditions.

While the operating system ensures that workloads can continue executing and recover from 
failure, the middleware layer ensures that this execution produces correct and consistent 
results.

Each middleware component contributes a specific responsibility:

� Transaction execution and recovery
� Data integrity and persistence
� Message delivery and coordination
� Distributed application behavior

However, resilient outcomes depend on how these capabilities operate together. A single unit 
of work may span multiple components, requiring coordinated behavior to ensure that data 
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remains consistent, transactions are completed correctly, and communication is reliable, even 
when failures occur.

By combining operating system resiliency with transaction management, state control, and 
coordinated recovery, middleware transforms system-level continuity into reliable application 
behavior and consistent business outcomes.

While middleware provides the capabilities required to ensure transactional integrity, data 
consistency, and coordinated recovery, it does not define how business logic is structured or 
how application workflows are implemented. These responsibilities reside in the application 
layer, where developers design how work is initiated, sequenced, and recovered.

The effectiveness of a resiliency design therefore depends not only on middleware 
capabilities, but also on how applications use these capabilities to manage state, define 
recovery boundaries, and handle partial failures. The next chapter examines how application 
design influences resiliency outcomes and builds on the foundation provided by the 
middleware layer.

References
The references that follow are organized by product to help you quickly locate authoritative 
information on specific technologies such as CICS, IBM MQ, WebSphere, Db2, and batch 
processing. Together, they represent the foundational documentation for understanding how 
IBM Z capabilities enable business continuity through both sustaining service during 
disruption (resiliency) and restoring service after disruption (recovery).

� IBM CICS Transaction Server
https://www.ibm.com/docs/en/cics-ts

� IBM MQ for z/OS
https://www.ibm.com/docs/en/ibm-mq/9.4.x?topic=mq

� IBM WebSphere Application Server for z/OS
https://www.ibm.com/docs/en/was-zos/9.0.5?topic=ncf-what-is-new-in-websphere-ap
plication-server-traditional

� IBM WebSphere Liberty for z/OS
https://www.ibm.com/docs/en/was-liberty/zos?topic=liberty-overview

� IBM Db2 for z/OS
https://www.ibm.com/docs/en/db2-for-zos

� IBM Z Batch Resiliency
https://www.ibm.com/docs/en/z-backup-resiliency/1.2.0?topic=overview-z-batch-re
siliency-features
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Chapter 6. Application layer: Engineering 
resiliency

The application layer is where business services are defined, and therefore where resiliency 
is ultimately experienced by end users. While IBM Z provides a highly resilient platform, 
achieving end-to-end resiliency depends on how applications are designed, implemented, 
and operated.

Application architecture determines whether workloads can be restarted, relocated, or 
sustained without interruption. Decisions about transaction boundaries, monitoring wellness, 
state management, and dependency handling directly influence the ability to meet availability 
and recovery objectives.

In Pattern 1 (Reliable Base), applications must be tolerant of interruption and capable of 
restart. This requires clear transaction and workload boundaries, consistent state 
management, and reliable recovery logic to ensure that work can be safely resumed after a 
failure.

In Pattern 2 (Failover Capable), applications must be able to restart in alternate environments. 
This includes minimizing system and data affinities, externalizing state, and ensuring 
compatibility with replicated data and site-level recovery processes.

In Pattern 3 (Fault Tolerant), applications must support failure-transparent execution and 
workload balancing. Workloads are distributed across multiple systems, and application logic 
must allow processing to continue without reliance on any single component.

In Pattern 4 (Adaptive Continuity), applications must operate in dynamic, multi-site 
environments. This requires location independence, resilience to latency variation, and the 
ability to function correctly under changing routing and execution conditions.

This chapter focuses on the architectural patterns, development practices, and operational 
considerations that enable application-level resiliency across the deployment patterns. It 
emphasizes that resiliency is not an inherent property of the platform alone, but an outcome 
of deliberate design decisions throughout the application lifecycle.

6
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In this chapter, the following topics are covered: 

� 6.1, “Application resiliency by design on IBM Z” on page 134
� 6.2, “Application architectural patterns for resiliency on IBM Z” on page 134
� 6.3, “Application development practices and considerations” on page 136
� 6.4, “Testing strategies for resiliency on IBM Z” on page 139
� 6.5, “Monitoring and observability for application resiliency” on page 143
� 6.6, “Application continuous improvement for resiliency” on page 145
� 6.7, “Resiliency as a continuous discipline” on page 146

6.1  Application resiliency by design on IBM Z

Application resiliency on IBM Z integrates traditional mainframe reliability principles with 
modern architectural patterns and operational practices to achieve deterministic recovery and 
continuous service. It focuses on how platform capabilities such as workload management, 
data integrity, encryption, and automation, are explicitly leveraged through application design, 
runtime behavior, and lifecycle processes.

To make these capabilities actionable, resilient behavior is defined and implemented through 
a structured lifecycle:

� Architectural patterns establish recoverability and workload mobility through 
transaction-centric design, stateless execution models, failure isolation boundaries, and 
controlled degradation mechanisms such as circuit breakers.

� Development practices implement resiliency at the code level through explicit error 
handling, bounded retries with backoff, timeout controls, idempotent processing, and 
replay-safe logic.

� Testing strategies verify failure semantics and recovery guarantees using failure injection, 
chaos-style validation, sysplex-aware scenario testing, and disaster recovery exercises.

� Monitoring and observability provide the runtime signals required for detection and 
automated response, leveraging telemetry, correlation identifiers, and anomaly detection 
to support policy-driven remediation.

� Continuous improvement applies operational feedback to refine system behavior through 
post-incident analysis, automation refinement, performance optimization, and systematic 
reduction of resiliency-related technical debt.

Across these stages, resiliency is treated as an emergent property of well-defined transaction 
boundaries, externalized state, and controlled dependency interactions.

These characteristics, combined with automation-compatible operational semantics, enable 
predictable and repeatable recovery behavior.

6.2  Application architectural patterns for resiliency on IBM Z

Resilient development on z/OS requires design patterns and constraints that enable resilient 
application behavior on IBM Z. It emphasizes recoverability, workload mobility, and operability.

6.2.1  Transaction-centric patterns

Resiliency on z/OS starts with transaction-centric architecture. Business functions should be 
decomposed into well-defined transactions with clear boundaries, predictable commit points, 
134 Business Continuity on IBM Z



Draft Document for Review July 30, 2026 11:43 am 8446ch06.fm
and explicit rollback semantics. When a transaction represents a disciplined unit of work, 
recovery becomes straightforward. The platform can safely re-drive the transaction after an 
abend or interruption.

Architecturally, keep application logic focused on business behavior while delegating state 
management, logging, and recovery to proven subsystems such as CICS, IMS, Db2, 
WebSphere, and MQ. This reduces custom recovery code, limits inconsistent states, and 
makes behavior more deterministic under stress.

6.2.2  Sysplex awareness

A second resiliency pattern class is sysplex-aware scalability and redundancy. In Parallel 
Sysplex environments, application instances should be functionally equivalent and 
independently restartable across z/OS images. Patterns such as active-active processing, 
shared queues, and data-sharing architectures eliminate single points of failure and allow 
work to be routed away from degraded components so that they can be isolated and 
removed.

From an application architecture perspective, sysplex resiliency depends on workload 
mobility. Avoid affinities to specific systems, IP addresses, or local datasets, and externalize 
state so any eligible member can process and recover transactions. This expands options for 
nondisruptive maintenance, rapid restart, and continuous availability.

6.2.3  Automation friendly

Resilient z/OS architectures are automation friendly. Operational behavior is externally 
controlled and policy driven rather than hard coded. Patterns such as configuration as data 
and policy driven workload control allow system services, for example z/OS Workload 
Manager (WLM), and enterprise automation tools to govern prioritization, throttling, routing, 
and restart behavior.

Automation friendly architecture also requires an operational contract. Provide consistent 
messages, return codes, metrics, and health indicators so automation can detect 
degradation, classify failures, and trigger safe remediation actions. The result is recovery that 
is repeatable, fast, and aligned with enterprise service objectives.

6.2.4  Defensive programming and graceful degradation patterns

Application level resiliency includes defensive patterns that anticipate failures and respond in 
controlled ways rather than letting errors cascade. Architecturally, these patterns define how 
the application behaves when dependencies slow down, return errors, or become 
unavailable.

� Timeout: bound waiting time to prevent hung transactions and protect capacity.

� Retry with backoff: recover from transient failures using bounded attempts and exponential 
delays to avoid retry storms.

Note: If a unit of work cannot be safely re-driven, the transaction boundary is not resilient. 
Revisit commit and rollback semantics and confirm replay safety.

Note: Sysplex availability depends on workload mobility. Eliminate affinities and 
externalize state so any member can process and recover transactions.
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� Fallback and graceful degradation: provide alternate processing modes, for example 
read-only, cached reads, or queue and drain, when primary services are impaired.

� Fail fast: validate preconditions early and return meaningful error codes rather than 
consuming resources on work that will fail.

� Diagnostic capture and rollback: collect actionable context for analysis while ensuring 
consistent rollback to protect data integrity.

� In z/OS, these patterns should map to explicit runtime controls. For example, COBOL 
programs can enforce controlled failure handling through CICS HANDLE CONDITION, 
and IMS applications can apply checkpoint discipline (CHKP) with appropriate timeout 
practices. Assembler programs and Language Environment® can employ STIMER-based 
timing controls to prevent hung transactions. When errors occur, capture actionable 
diagnostic context (for example ABEND codes, PSW addresses, register contents, and 
transaction/application identifiers) before rollback so recovery is both safe and 
debuggable.

6.2.5  Stateless design and transaction boundaries

Stateless processing models and well-defined transaction boundaries improve resiliency by 
simplifying failover and restart. Stateless transactions can be routed to any available region 
within a sysplex. This enables failed work to be restarted elsewhere without reconstructing 
conversational state.

When state must persist, externalize it to shared resources such as Db2 tables, VSAM in 
shared mode, or Coupling Facility structures. Keep transaction boundaries small. Commit 
frequently in batch via checkpoints, and design online transactions to complete quickly. Prefer 
idempotent operations so retries and restarts do not duplicate updates.

6.2.6  Modular architecture and service Isolation

Modularity and isolation limit blast radius and prevent a failure in one component from 
cascading across the system. Apply clear service boundaries, use adapters to normalize 
interaction with dependencies, and leverage z/OS isolation through address spaces, for 
example separate CICS regions or IMS dependent regions, to contain faults such as loops or 
storage violations.

Cross-cutting concerns like logging, monitoring, and security can be implemented using 
sidecar style approaches, for example exits and interceptors, rather than duplicating logic. 
Resource pooling prevents exhaustion, and modernization patterns such as Strangler enable 
incremental replacement with rollback options.

These architectural patterns define how resilient behavior should emerge at runtime. The next 
section translates them into development time practices that reinforce transaction integrity, 
mobility, and predictable recovery under stress.

6.3  Application development practices and considerations

Resilient application development on z/OS starts with correctness, recoverability, and 
predictable behavior under failure conditions. The architecture should ensure transactional 
integrity by leveraging CICS, IMS, Db2, MQ, and WebSphere where appropriate. The 
architecture should also define clear boundaries for commit, rollback, and restart.
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6.3.1  Development practices for resiliency on IBM Z

Using defensive programming practices, which includes: explicit error checking, clear return 
and reason codes, and structured exception handling is essential, especially for long-running 
or high-volume workloads. Persistent logging, checkpoints, and restart logic enable clean 
recovery after abnormal termination with minimal manual intervention.

Applications should cooperate with WLM by avoiding hard-coded priorities and by allowing 
dynamic resource management. In sysplex environments, design for restart and reroute. 
Avoid single-system affinities, externalize state, and use shared resources, including data 
sharing and shared queues, so new work and recovery (including backout), continues on a 
peer member when a member fails or is unavailable.

Operational resiliency depends on how well the application integrates with automation, 
monitoring, and change processes. Emit standardized diagnostics and actionable return 
codes, implement idempotency where practical, and use bounded retries with backoff plus 
graceful degradation to remain functional during partial failures.

Application telemetry with monitoring (metrics) at each point should be considered. Metrics 
should include successful and failure rates at each point to help in identifying what is wrong 
including “storm drain” conditions that require routing around degraded or broken 
components. 

6.3.2  Building resilient applications

Achieving resiliency requires a multi-layered approach that uses platform strengths while 
implementing robust recovery mechanisms. Use WLM to protect critical work during peak 
loads or when the system is degraded. Implement proper transaction management in CICS, 
IMS, or WebSphere so commit and rollback semantics maintain integrity even during 
disruptions.

Handle abnormal ends gracefully by capturing diagnostic information and invoking 
appropriate recovery routines, for example ESTAE patterns where relevant. Use Automatic 
Restart Manager to enable automatic restart after failures, and leverage sysplex capabilities 
for balancing and failover across z/OS instances so service continues even when one system 
experiences issues.

6.3.3  Data management and high availability strategies

Data resiliency requires storage protection, replication, and application behavior that tolerates 
contention and partial outages. Use technologies such as VSAM sharing, Db2 data sharing 
groups, and logging mechanisms to enable concurrent access while maintaining consistency. 
Replication and site resilience approaches, for example GDPS and mirroring technologies, 
protect against site-wide events.

Build applications to manage contention. Apply intelligent locking strategies with metrics for 
monitoring contention severity and points, deadlock detection, and short units of work. For 
long-running batch, implement checkpoint and restart so recovery resumes from the last safe 
point rather than restarting entirely. Use persistent logging, for example System Logger where 
applicable, and retention policies aligned with recovery time and recovery point objectives.
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6.3.4  Re-entrant and serially reusable techniques

Reentrant and serially reusable techniques improve resiliency by enabling safe concurrency 
and predictable restart behavior. Reentrant programs avoid modifiable static data and obtain 
mutable state dynamically. This allows multiple tasks to execute concurrently without 
corruption. Serially reusable programs reinitialize working storage between invocations, which 
improves predictability and reduces contamination risk between transactions.

Resource efficiency and scalability benefits
These techniques reduce memory footprint by allowing program code to be shared across 
users and sustain performance as you do not have to load multiple versions of the 
non-reentrant module. This also minimizes paging and improves performance under stress. 
During recovery or mass restart scenarios, sharing reduces resources needed to bring 
applications online, which reduces recovery time.

Isolation, predictability, and maintenance advantages
By externalizing state and enforcing initialization discipline, these techniques prevent 
concurrency defects and residual-state bugs. Deterministic behavior improves testing, 
debugging, and incident response. It also supports future architectural evolution including 
multi-threaded runtimes.

6.3.5  Affinities effect on resiliency

Application affinities, including ties to specific systems, regions, datasets, or endpoints, 
undermine z/OS resiliency by preventing free restart and routing. Affinities convert transient 
failures into user-visible outages and create de facto single points of failure even in highly 
available topologies.

Affinities also increase operational complexity. They constrain WLM effectiveness, complicate 
runbooks, slow recovery, and increase manual intervention during incidents. Eliminating 
affinities enables rolling changes, nondisruptive maintenance, faster recovery, and simpler 
operations.

Impact on availability and workload distribution
Affinities create single points of failure by blocking workload distribution and failover. 
Conversational state tied to a region or local-only datasets prevents routing to healthy 
members, which degrades response times and increases outage risk. Planned maintenance 
becomes harder because work cannot be drained and moved seamlessly.

Operational complexity and recovery challenges
During incidents, affinities force operators to remember and sequence correct restarts, often 
relying on tribal knowledge. They weaken automation, including z/OS WLM and Automatic 
Restart Manager (ARM), by limiting safe routing choices. Affinities can also become blockers 
during disaster recovery if the recovery site cannot reproduce affinity conditions.

6.3.6  Resource serialization effect on resiliency

Serialization must be applied deliberately and only to the minimal scope required to ensure 
data integrity, thereby preserving concurrency and enabling exploitation of z/OS parallel 

Note: Any hidden dependency that pins execution to a system, region, or non-shared data 
is a resiliency defect. Treat affinities as architecture issues to eliminate.
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processing capabilities. Over-serialization, characterized by coarse-grained locking, 
excessive lock duration, single points of control, like File-Owning Region (FOR), or 
unnecessary use of global serialization mechanisms, can significantly degrade throughput 
and reduce availability by increase contention, cause temporary loss of function, and elevate 
the likelihood of deadlocks.

Best practice is to fine-grained serialization, remove single points of control (for example, RLS 
rather than CICS FOR), and lightweight techniques, such as atomic hardware instructions (for 
example, Compare-and-Swap), where appropriate, to reduce contention. Designs should 
avoid unnecessary dependencies on shared or global resources, including coupling facility 
lock structures, which can become bottlenecks and introduce systemic risk under high load or 
failure scenarios.

In addition, workload management and operational practices play a critical role in minimizing 
contention. Activities such as database maintenance or reorganization should be scheduled 
and isolated to prevent interference with production workloads. Continuous monitoring of 
serialization activity, including contention (such as ENQs, IRLM locks and latches, system 
suspend (LOCK especially) and spin locks, wait times, and coupling facility performance (like 
sync times, async events, CPU utilization), should be implemented to identify emerging 
bottlenecks and enable proactive tuning.

By combining fine-grained serialization, lightweight synchronization mechanisms, and 
effective workload management, systems can avoid cascading delays, retry amplification, 
and shared-fate failures, thereby maintaining scalability, resilience, and consistent 
performance.

6.3.7  AI-powered development for resilient z/OS applications

AI coding agents can accelerate resiliency improvements by detecting gaps and 
recommending platform-aligned patterns across COBOL, PL/I, Assembler, CICS, IMS, Db2, 
and JCL. Such agents can identify missing timeouts, weak logging, unsafe transaction 
boundaries, hard-coded affinities, and inconsistent recovery logic. The agents can also help 
generate improvements that address these issues.

IBM Bob™ AI coding agent can help standardize defensive patterns such as bounded retries, 
circuit breakers, health checks, and diagnostics. IBM Bob AI coding agent can also support 
incremental modernization using approaches like Strangler patterns. These approaches 
reduce risk while improving isolation and recoverability. Finally, AI assistance can generate 
targeted test cases for failure scenarios that are difficult to cover manually.

Architecture and coding practices establish intent, but resiliency must be proven. The next 
section focuses on test strategies that validate recovery paths, failure modes, and sysplex 
behavior before production depends on them.

6.4  Testing strategies for resiliency on IBM Z

Resiliency must be validated through test approaches, environments, and tools that help 
identify inhibitors to resiliency and verify recovery behavior under realistic conditions.

Note: Serialization should protect integrity without becoming a choke point. Scope locks 
narrowly and keep units of work short to avoid systemic stalls.
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Testing validates resiliency behavior defined in 2.2, “Validating and implementing resiliency 
decisions” on page 18 and observed through 7.3, “Management capabilities and the 
resiliency framework” on page 154.

6.4.1  Continuous testing for application resiliency

Continuous testing is a critical practice for ensuring application resiliency in z/OS 
environments across normal processing, peak workloads, and failure conditions, not solely 
during disaster recovery scenarios. Regular disaster recovery drills remain essential to 
validate recovery procedures and ensure that recovery time and recovery point objectives are 
achievable. In addition, the adoption of CI/CD pipelines with automated testing helps reduce 
the risk of regressions that could negatively impact application stability in production.

Comprehensive observability is a key requirement to support continuous validation of 
application behavior. System-level instrumentation, including System Management Facilities 
(SMF) and Resource Measurement Facility (RMF), should be enabled and effectively utilized 
to provide insight into resource consumption, workload characteristics, and overall system 
behavior. In addition, transaction-level visibility must be achieved through the instrumentation 
provided by the selected transaction manager (for example, CICS statistics, 
performance-class monitoring, and related tooling) to analyze transaction response times, 
throughput, and contention patterns.

These platform capabilities should be complemented by application-level instrumentation. 
Applications should incorporate structured logging, messaging, or journaling as appropriate, 
along with First Failure Data Capture (FFDC) techniques to ensure that relevant diagnostic 
context is preserved at the point of failure. This layered approach to observability enables 
continuous validation and effective problem determination across system, subsystem, and 
application domains.

From a design perspective, applications should explicitly define expected failure scenarios 
and incorporate mechanisms for detection, classification, and recovery. For each anticipated 
failure mode, appropriate metrics, alerts, and diagnostic data should be defined and 
integrated with enterprise monitoring solutions to enable rapid identification and resolution. 
Consideration should also be given to how failures propagate across dependent components, 
with the goal of isolating faults and avoiding cascading impacts.

By combining continuous testing, system-level measurement (like SMF and RMF), subsystem 
instrumentation (such as transaction manager monitoring), and application-level diagnostics 
(including logging and FFDC) with disciplined design and operational practices, applications 
can achieve high levels of resilience, maintain throughput under stress, reduce mean time to 
recovery, and prevent localized issues from escalating into systemic disruptions.

6.4.2  Comprehensive functional and integration testing

Resiliency testing must validate failure handling and recovery, not only functional correctness. 
Make failure-path tests concrete by including representative ABEND scenarios (for example 
S0C7 data exceptions, S0C4 protection/addressing exceptions, and S806 module-not-found 
conditions) alongside cancels and timeouts. Where applicable, use z/OS unit and integration 
frameworks such as ZUnit and pipeline-integrated tooling like IBM Test Accelerator for Z to 
exercise these failure paths repeatedly and automatically.

Unit tests should cover boundary conditions and error paths. Integration tests should 
intentionally inject failures at defined transaction points to validate rollback safety, 
restartability, and data consistency.
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Tests should verify correct use of subsystem commit and rollback and ensure no inconsistent 
state remains. Validate handling of z/OS-specific failures such as ABENDs, cancels, and 
timeouts, and confirm diagnostics are captured. Idempotency testing is essential so re-driven 
work does not duplicate updates.

In sysplex environments, test workload reroute and multi-system execution. Simulate member 
outages, restarts, and rejoins. Validate routing, shared state, and WLM behavior under stress, 
and use observed behavior to identify scaling limits and drive tuning or architectural 
adjustments. Include stress and capacity testing alongside failure injection to ensure recovery 
paths scale during peak load or mass restarts.

Stress testing should be treated as a primary mechanism for identifying resiliency gaps rather 
than a final validation step. Tests that deliberately push the system beyond expected workload 
thresholds, such as peak transaction volumes, concurrent recovery scenarios, and resource 
saturation conditions. This will help expose latent weaknesses in application design, 
configuration, and operational procedures. 

It is critical that stress test results are systematically analyzed to identify bottlenecks, 
contention points, and failure modes that may not be visible under normal conditions. These 
findings should directly inform proactive improvements, including application design 
adjustments, workload management tuning, capacity planning, and refinement of recovery 
strategies. Stress testing must therefore be part of a continuous feedback loop, where 
observed behaviors drive measurable enhancements to resiliency posture before issues 
manifest in production.

6.4.3  Chaos engineering and failure injection testing

Chaos engineering adapted to z/OS introduces controlled failures and observes system 
behavior. Inject scenarios such as database connection timeouts, CICS region unavailability, 
MQ failures, and network disruptions between sysplex members. Simulate resource 
exhaustion such as storage, CPU saturation, and I/O bottlenecks. Validate load shedding and 
graceful degradation behaviors.

For controlled failure injection and diagnosis, pair chaos-style scenarios with IBM Fault 
Analyzer for abend-focused insight and low-overhead code sampling through IBM Application 
Performance Analyzer. Extend “resource exhaustion” drills beyond generic CPU/I/O pressure 
to include realistic z/OS conditions such as space-related B37/D37/E37 events and storage 
shortage conditions (for example S878), validating that the application times out safely, sheds 
load when needed, and preserves data integrity under stress.

Failover testing should demonstrate that routing and restart policies behave as expected and 
that data integrity is preserved. Include security failure scenarios to ensure applications 
handle authentication and authorization issues safely without exposing sensitive data.

6.4.4  Continuous testing and production validation

Sustained resiliency requires continuous validation as code and configuration evolve. 
Automate tests in delivery pipelines, and use synthetic transaction monitoring in production to 
validate critical business flows. 

Note: Validate behaviors that matter. Confirm rollback safety, idempotency, restartability, 
and reroute behavior under sysplex scenarios.
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Where CI/CD automation is used for z/OS delivery, integrate resiliency-focused regression 
and failure-path tests directly into IBM DevOps deployment workflows (for example IBM 
UrbanCode Deploy) so that changes are gated on restartability, rollback safety, and 
observability contract stability.

Conduct disaster recovery tests regularly to validate recovery time and recovery point 
objectives, staff readiness, and runbook effectiveness.

Establish performance baselines to enable anomaly detection for memory leaks, contention, 
and I/O degradation. After incidents, recreate failure conditions in test environments to verify 
fixes and ensure monitoring can detect recurrence. Integrate test results with automation and 
observability expectations so abnormal condition telemetry remains consistent.

In addition, incorporate recurring stress test cycles into validation practices to continuously 
reassess system limits as workloads, configurations, and dependencies evolve. Comparing 
stress test outcomes against established baselines helps identify regression risks and 
emerging capacity constraints early. Insights gained from these exercises should be fed back 
into development, infrastructure tuning, and operational runbooks to ensure that resiliency 
improvements are proactive and data-driven.

6.4.5  IBM Test Accelerator for Z

Architect lens: Use Test Accelerator for Z to validate resilience behaviors in the delivery 
pipeline, especially when dependent services and test data are difficult to provision 
consistently.

Test Accelerator for Z improves resiliency by enabling automated, repeatable testing of failure 
handling and edge conditions. Test data management supports realistic scenarios without 
exposing sensitive production data. Service virtualization enables testing when dependent 
systems are slow, unavailable, or erroring. This validates timeouts, bounded retries, and 
fallback behavior.

Integrated into CI/CD pipelines, it supports shift-left resiliency tests that run with each change 
and highlights untested error paths. Capturing and replaying production-like transaction 
patterns increases confidence in disaster recovery and failover behavior.

6.4.6  IBM Application Performance Analyzer

Application Performance Analyzer can be used to detect slow degradation patterns that often 
precede availability incidents.

Code sampling and performance analysis strengthen resiliency by revealing real execution 
behavior under load. By collecting low overhead performance data across CPU, execution 
paths, I/O, and subsystem interactions, the tool helps identify hot spots and inefficient 
patterns that can turn into outages under stress.

Historical baselines detect gradual degradation and enable proactive remediation. During 
incidents, detailed profiles speed root cause analysis by distinguishing application issues 
from database or infrastructure constraints. This reduces time to resolution and supports 
capacity planning.

Once resiliency behavior is validated, it must be observable in production. The next section 
explains how architects design telemetry, monitoring, and tracing so automation and 
operators can detect degradation early and recover quickly.
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6.5  Monitoring and observability for application resiliency

Observability enables monitoring and observability practices that enable early detection, rapid 
diagnosis, and automation-first recovery for resilient IBM Z applications. It depends on time 
synchronization and event correlation (see 4.2.2, “Time synchronization” on page 83 and 
4.3.1, “Failure classification and recovery behavior” on page 87).

6.5.1  Resilient application observability in z/OS environments

Observability is a design concern, not an afterthought. Resilient applications emit consistent 
signals about service health and behavior that align with business transactions, not only 
technical events. Focus on success rates, latency, backlog, and dependency health to detect 
degradation before it becomes an outage.

Integrate with z/OS monitoring infrastructure such as SMF, RMF, and subsystem monitors so 
signals can be correlated across address spaces and sysplex members. In sysplex 
environments, observability must provide consolidated views of workload flow, resource 
consumption, and recovery activity. This helps distinguish local issues from systemic ones.

Automation-first observability means health indicators and messages stay stable as the 
application evolves. This enables policy-driven remediation such as restarts, reroutes, 
throttling, or graceful degradation.

6.5.2  Comprehensive instrumentation and metrics collection

Effective monitoring requires instrumentation that captures performance, resource usage, 
and business transaction flows. Use SMF records for transaction-level metrics across 
subsystems such as CICS, IMS, MQ, WebSphere, and Db2. Collect RMF data for system 
level insights such as CPU, storage, I/O, and coupling facility activity.

Make subsystem telemetry explicit so teams build consistent dashboards and alerts. 
Common examples include:

� CICS, DB2®, Websphere, and JAVA performance monitors
� IMS transaction statistics log records such as 56FA
� SMF 110 for CICS
� SMF 115/116 for MQ
� SMF 120 for WebSphere
� SMF 100/101/102 for Db2. 

Combine these with RMF system-level views (CPU, storage, I/O, and Coupling Facility 
activity) and preserve correlation identifiers so operators can connect subsystem symptoms 
to end-to-end transaction behavior.

Instrument custom metrics aligned to business outcomes, for example order rates and 
payment success ratios, and implement structured logging with correlation IDs so 
transactions can be traced across subsystems and address spaces. Integrate with enterprise 
observability platforms to unify IBM Z telemetry with distributed system signals for hybrid 
architectures.

Note: Observability is part of the architecture. Define the health signals and operational 
semantics required for automated recovery.
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6.5.3  Proactive alerting and anomaly detection

Resiliency improves when alerting detects deterioration early. Configure threshold-based 
alerts for key indicators such as response time, error rate, buffer pool health, and batch 
duration drift. Implement health checks for dependency connectivity and responsiveness. Use 
baselines and anomaly detection to surface gradual trends such as memory leaks or rising 
CPU demand.

In many IBM Z environments, proactive alerting is implemented through IBM OMEGAMON® 
Observability Suite dashboards and subsystem monitors, with OMEGAMON AI used to 
baseline behavior and highlight anomalies. Operational routing and automation commonly 
integrate with IBM Z NetView and z/OS Management Facility (z/OSMF) so that alerts arrive 
with platform context and can trigger policy-driven responses (for example throttling, restart, 
or reroute) aligned with service objectives. 

Integrate circuit breaker behavior with monitoring so the system can prevent cascading 
failures while notifying operators. Alerting should be actionable. Provide clear classification, 
suggested remediation, and correlation context.

6.5.4  Distributed tracing and root cause analysis

Distributed tracing is an observability technique that enables tracking of a single business 
transaction (such as placing an order) as it flows across multiple subsystems and services. 
This is achieved using a standard correlation ID, a unique identifier attached to the request 
and propagated through every step of the transaction. The correlation ID is generated at the 
entry point and passed consistently through each layer, including CICS, IMS, MQ headers, 
and Db2 application contexts. This approach allows individual business requests to be traced 
end-to-end, even when they span multiple regions or sysplex members.

Treat correlation IDs as a contract across subsystems; carry them through CICS transaction 
context (for example COMMAREA-linked identifiers), IMS message segments, MQ message 
headers, and Db2 application context so SMF and subsystem traces can be stitched into one 
timeline. After incidents, use these correlation IDs to correlate RMF and SMF views with 
subsystem traces and logs, accelerating isolation of contention, deadlocks, and cascading 
timeouts.

Capture runtime traces and accounting records to identify bottlenecks such as slow SQL, I/O 
delays, or external call latency. In post-incident analysis, reconstruct timelines using SMF and 
subsystem traces to identify contention, deadlocks, and cascading timeouts. Establish 
feedback loops that convert production insights into engineering work items and validation 
gates in pipelines.

6.5.5  OMEGAMON observability and OMEGAMON AI

OMEGAMON and OMEGAMON AI can be used to shift from reactive troubleshooting to 
proactive management through subsystem visibility and anomaly detection.

OMEGAMON provides deep monitoring across major subsystems and enables centralized 
dashboards and intelligent alerting. OMEGAMON AI adds baseline-driven anomaly detection 
to identify abnormal conditions earlier and support faster root cause isolation and impact 
assessment. Application Trace Facility enhances diagnostic depth by capturing 
transaction-level trace detail across subsystem interactions.
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6.5.6  Resiliency benefits of Open Telemetry (OTEL)

Use OpenTelemetry to unify tracing, metrics, and logs across IBM Z and distributed 
components for end-to-end dependency visibility.

OpenTelemetry improves resiliency by standardizing observability signals across platforms. 
Distributed tracing exposes end-to-end transaction flows across z/OS subsystems and 
distributed services, which enables rapid bottleneck and failure point identification. Metrics 
support automated alerting and protective patterns such as circuit breakers to prevent 
cascading failures. Correlated logs reduce mean time to recovery by simplifying cross-system 
event correlation.

In hybrid environments, vendor-neutral telemetry enables unified dashboards and 
dependency analytics. This supports capacity planning and reliability engineering. Historical 
data supports trend analysis and anomaly detection to identify emerging issues early.

In planning overall availability, also consider general backup and recovery of z/OS files, z/OS 
UNIX files, volumes, and recovery of these from failures.

Observability provides the signals needed to respond in the moment. The final section closes 
the loop by turning operational experience into sustained improvements so each incident 
strengthens the next release.

6.6  Application continuous improvement for resiliency

Applications evolve to meet business needs, and resiliency must evolve with them. 
Continuous improvement ensures applications exploit new platform capabilities and that 
changes do not introduce hidden risk. This section provides practices to maintain and 
increase resiliency over time.

6.6.1  Continuous improvement as a foundation of z/OS resiliency

Resiliency is operational capability, not a one-time design outcome. Treat incidents, near 
misses, and anomalies as learning opportunities. Post-incident reviews should evaluate not 
only what failed, but also detection speed, blast-radius containment, and recovery 
effectiveness. Use these insights to refine transaction boundaries, restart logic, and error 
handling so each event strengthens the system.

Continuous improvement also requires disciplined change management and modernization. 
Refactor to reduce complexity, remove implicit dependencies and affinities, and adopt 
automated testing and repeatable deployments. Regular restart drills and stress scenarios 
verify recovery behavior remains aligned with service objectives as systems change.

Close collaboration between development, operations, and platform teams is essential. 
Shared metrics such as recovery time, restart success, and degree of manual intervention 
provide objective measures of progress and guide investment.

6.6.2  Post-incident learning and blameless retrospective

Structured post-incident reviews and blameless retrospectives focus on systemic 
improvement rather than individual blame. Reconstruct timelines using SMF, subsystem 
traces, logs, and console messages. Identify technical causes such as storage shortage, 
Chapter 6. Application layer: Engineering resiliency 145



8446ch06.fm Draft Document for Review July 30, 2026 11:43 am
deadlock, and partition. Identify process gaps such as missing tests, insufficient monitoring, 
and unclear runbooks.

Track action items to completion with owners and measurable outcomes. Prioritize changes 
that prevent classes of failures, for example standardized storage monitoring across regions, 
rather than one-off fixes. Maintain a searchable knowledge base of patterns and resolutions. 
Review incident trends regularly to identify architectural risk.

6.6.3  Performance optimization and technical debt management

Resiliency erodes when performance and technical debt are ignored. Establish regular 
performance review cycles using RMF and subsystem records to detect degrading trends 
such as response time drift, rising CPU, and expanding storage footprints. Implement 
performance regression testing in pipelines and treat failures against baseline as quality 
gates.

Catalog resiliency debt such as missing error handling, fragile timeouts, hard-coded affinities, 
and monolithic components. Prioritize remediation based on risk. Track complexity metrics 
and refactor high-risk modules. Modernize incrementally using patterns such as Strangler to 
reduce risk while improving isolation and recoverability.

6.6.4  Continuous learning and capability development

Sustained resiliency requires investment in skills and practices. Run regular failure injection 
exercises in test environments to validate recovery and build operational muscle memory. 
Establish communities of practice to share lessons learned and patterns for state 
management, restart logic, and performance resilience.

Train teams on observability and performance analysis and incorporate resiliency focused 
code reviews. Benchmark against industry practices and track resiliency metrics over time, 
including MTBF, MTTR, SLA attainment, and reduction in critical incidents, to demonstrate 
progress and guide further investment.

6.7  Resiliency as a continuous discipline

Application resiliency on IBM Z is not an inherent outcome of the platform alone, but the result 
of deliberate architectural and engineering discipline. While IBM Z provides an exceptionally 
resilient foundation across hardware, operating system, and middleware, achieving 
end-to-end resiliency requires applications to be explicitly designed for predictable behavior 
under failure conditions.

Resilient applications are built through the integration of key principles across the lifecycle. 
Transaction-centric design, stateless execution, and elimination of affinities enable workload 
mobility and reliable recovery. Defensive programming patterns, including timeouts, retries 
with backoff, and graceful degradation, ensure failures are contained rather than amplified. 
Continuous validation through failure injection, disaster recovery testing, and sysplex-aware 
testing confirms that recovery mechanisms function as intended under real-world conditions. 
Observability provides the operational intelligence needed to detect degradation early and 

Note: Post-incident reviews should drive architectural improvements, not just tactical fixes. 
Prioritize actions that eliminate entire classes of failures rather than addressing isolated 
incidents.
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trigger automated, policy-driven responses. Continuous improvement practices ensure that 
each incident strengthens the system rather than exposing recurring weaknesses.

For architects, the implication is clear: resiliency must be treated as a first-class design 
constraint, not an afterthought or operational concern. Every architectural decision, where 
state resides, how transactions are bounded, how dependencies are managed, and how 
systems are observed, directly impacts the ability to sustain service continuity. IBM Z 
amplifies these design choices by providing capabilities such as workload management, data 
integrity, sysplex scalability, and automation, but it does not replace the need for disciplined 
application design.

Ultimately, resiliency is defined not by the absence of failure, but by the system’s ability to 
absorb disruption, recover quickly, and continue delivering business value with minimal user 
impact. Organizations that embed these principles into their architecture, development 
practices, and operational culture can confidently support always-on workloads while 
continuing to evolve and modernize.

6.7.1  References

The following resources provide additional detail on IBM Z resiliency capabilities, architectural 
practices, and supporting technologies for application development.

The reference material includes:

� IBM Z Resiliency

https://www.ibm.com/products/z/resiliency

� IBM Z Resilience Solutions

https://www.ibm.com/support/z-content-solutions/resilience/

� IBM Think: Application Resiliency

https://www.ibm.com/think/topics/application-resiliency

� IBM Documentation: Dimensions of Resilience

https://www.ibm.com/docs/en/concert/2.3.x?topic=dimensions-resilience

� IBM Z DevOps Acceleration Program

https://ibm.github.io/z-devops-acceleration-program/docs/intro-cicd-zos/
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Chapter 7. Management layer: Orchestrating 
resiliency

Without the management layer, resiliency capabilities cannot be consistently realized in 
operation. 

The management layer encompasses observability, automation, orchestration, and 
operational processes that ensure resiliency objectives are consistently achieved and 
maintained over time. It behaves more like a control plane that spans and coordinates the 
other layers rather than sitting alongside them as a peer.

While the other technology layers provide the mechanisms for recovery and continuity, the 
management layer determines how effectively those mechanisms are used. It is the primary 
driver of detection speed, recovery execution, and operational consistency, often having a 
direct impact on achievable RTO and overall service reliability.

In Pattern 1 (Reliable Base), management focuses on monitoring and restart automation. 
Timely detection of failures and efficient execution of restart procedures are critical to 
reducing outage duration.

In Pattern 2 (Failover Capable), management enables orchestrated failover. Automation 
coordinates detection, replication state management, workload restart, and client redirection 
to restore service at an alternate site.

In Pattern 3 (Fault Tolerant), management supports failure-aware operations. Automation 
detects component failures, removes affected resources from service, redistributes 
workloads, and manages reintegration without disrupting users.

In Pattern 4 (Adaptive Continuity), management becomes policy-driven and highly dynamic. 
Observability, analytics, and automation work together to continuously evaluate system 
conditions and adjust workload placement, routing, and recovery behavior across sites.

7
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This chapter describes the management capabilities required to support each deployment 
pattern, emphasizing the role of automation, observability, and governance in achieving 
predictable and repeatable resiliency outcomes. It also highlights best practices for integrating 
these capabilities into operational workflows and aligning them with business service 
objectives.

The topics covered in the chapter include:

� 7.1, “Resiliency management framework” on page 150
� 7.2, “Where to start with resiliency management” on page 152
� 7.3, “Management capabilities and the resiliency framework” on page 154
� 7.4, “IBM Health Checker for z/OS ” on page 155
� 7.5, “IBM GDPS” on page 156
� 7.6, “IBM Z OMEGAMON” on page 157
� 7.7, “IBM Z Intellimagic Vision for z/OS” on page 159
� 7.8, “IBM z/OS Observability Connect” on page 161
� 7.9, “IBM Z Workload Scheduler” on page 162
� 7.10, “IBM Z System Automation” on page 164
� 7.11, “IBM Z Backup Resiliency (IZBR) ” on page 165
� 7.12, “IBM Concert for Z” on page 167
� 7.13, “IBM watsonx Assistant for Z ” on page 168
� 7.14, “IBM Instana Observability for z/OS” on page 170
� 7.15, “Post-incident reviews and causal analysis ” on page 172
� 7.16, “Resiliency management in practice” on page 173

7.1  Resiliency management framework 

The management layer is the operational backbone of IBM Z resiliency. While the platform 
provides the architectural foundation for high availability, it is the management framework, 
which spans protection, observability, detection, recovery, and continuous improvement that 
enables organizations to translate capability into consistent, real-world resilience.

By integrating automation, observability, and AIOps, the management layer reduces 
operational risk, accelerates incident response, and ensures continuous adaptation in 
increasingly complex hybrid IT environments. It transforms resiliency from a reactive activity 
into a data-driven, automated, and continuously improving discipline.

7.1.1  What the framework enables

The resiliency management framework provides a structured approach to operating, 
sustaining, and continuously improving a highly resilient IBM Z environment. It enables 
organizations to:

� Proactively prevent disruptions

– Identify risks before they become incidents
– Apply best practices through health checks and policy-based controls
– Maintain a hardened, resilient baseline configuration

Outcome: Fewer outages caused by avoidable conditions

� Maintain real-time situational awareness

– Continuously observe the health of infrastructure, middleware, and workloads
– Consolidate metrics, logs, and traces into a unified operational view
– Understand system behavior across hybrid environments
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Outcome: Clear visibility into the current state of the environment at all times

� Detect issues early, before business impact

– Analyze large volumes of telemetry data beyond human capability
– Identify anomalies, trends, and abnormal conditions using AI-driven analytics
– Reduce noise and highlight what truly matters

Outcome: Faster identification of emerging problems and reduced Mean Time to Detect 
(MTTD)

� Respond rapidly and consistently

– Quickly isolate root cause across complex, interdependent systems
– Automate recovery actions and incident workflows
– Prevent issue propagation and cascading failures

Outcome: Reduced Mean Time to Recover (MTTR) and minimized service disruption

� Restore service with confidence

– Return workloads to a known-good state
– Ensure data integrity and consistency during recovery
– Coordinate across sysplex, replication, and application layers

Outcome: Reliable and predictable recovery execution

� Continuously improve resiliency maturity

– Capture lessons learned from incidents and near-misses
– Use analytics and AI insights to identify systemic weaknesses
– Optimize configurations, processes, and operational practices

Outcome: Fewer incidents, shorter durations, and reduced business impact over time

� Scale operations beyond human limitations

– Reduce dependence on institutional knowledge
– Standardize operations using automation and AI
– Enable consistent decision-making across teams

Outcome: More resilient operations, even as complexity and scale increase

7.1.2  Resiliency management categories

The activities required to manage resiliency can be organized into five continuous and 
interrelated categories:

1. Protect

Establish a resilient environment by proactively identifying and addressing risks. This 
includes enforcing best practices, validating configurations, and applying preventive 
controls to reduce the likelihood of incidents.

2. Observe

Establish situational awareness by continuously monitoring the health of infrastructure and 
applications. Observability enables a real-time understanding of system state through 
metrics, logs, and traces.

Adoption of open standards such as OpenTelemetry improves visibility across hybrid 
environments and simplifies monitoring, debugging, and analysis.

3. Detect

Identify abnormal conditions and emerging issues before they impact availability. Given 
the scale and complexity of modern z/OS environments, detection relies on analytics, AI, 
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and environment modeling to recognize patterns and highlight deviations that would be 
difficult for humans to identify in real time.

4. Recover

Rapidly stabilize the environment and restore service. This includes isolating problems, 
executing automated recovery actions, preventing cascading failures, and ensuring 
workloads return to a consistent, known-good state.

5. Improve

Continuously strengthen resiliency through lessons learned. By analyzing incidents and 
operational data, organizations can identify root causes, address systemic issues, and 
optimize their environment to reduce the frequency, duration, and impact of future 
disruptions.

These categories operate continuously and form a closed-loop lifecycle, ensuring that every 
event (planned or unplanned), contributes to improving the overall resiliency posture of the 
environment (see Figure 7-1).

Figure 7-1   Resiliency management framework

7.2  Where to start with resiliency management

Organizations do not all begin their resiliency journey from the same point. Differences in 
architecture, operational maturity, business requirements, and existing tooling mean that 
there is no single prescribed implementation path for the resiliency management framework.

The resiliency deployment patterns (as described in Chapter 2, “IBM Z deployment patterns: 
Behavior under disruption” on page 15) provide a useful context for understanding these 
differences. Each pattern represents a progressively more advanced level of resiliency 
capability, and the role of the management layer evolves accordingly. As a result, the 
approach to adopting management capabilities should be aligned with the deployment 
pattern that best fits your business requirements, service objectives, and desired target state.
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Start by assessing your current state
A practical starting point is to assess:

� The current resiliency pattern (Reliable Base, Failover Capable, Fault Tolerant, or Adaptive 
Continuity)

� Existing observability, automation, and operational processes

� Key business service requirements, including recovery time and availability objectives

This assessment helps identify gaps between current capabilities and desired outcomes, 
allowing organizations to prioritize where to invest.

Focus on foundational capabilities first
Regardless of starting point, some capabilities provide universal value and should be 
established early:

� Observability to create a consistent and reliable view of system health
� Event and anomaly detection to identify issues quickly
� Basic automation to standardize and accelerate response actions

These foundational elements enable incremental progress and support more advanced 
capabilities over time.

Build incrementally along the framework
The resiliency management framework (Protect, Observe, Detect, Recover, and Improve) can 
be adopted incrementally:

� Early stages may emphasize Observe and Recover, ensuring visibility and basic restart 
capabilities

� As maturity increases, Detect and Protect capabilities introduce predictive insight and 
proactive risk reduction

� Advanced environments integrate all five categories into a closed-loop system with 
automation and AIOps

This phased approach allows organizations to deliver immediate value while building toward 
long-term resiliency goals.

Align tools to outcomes, not features
Many products span multiple categories of the framework. Rather than selecting tools based 
solely on features, organizations should:

� Focus on the operational outcomes they are trying to achieve

� Map tools to specific resiliency capabilities (for example, detection, orchestration, or 
recovery automation)

� Avoid duplicating functionality across tools without clear value

This outcome-driven approach ensures that tooling decisions remain aligned with business 
objectives.

Evolve toward automation and AIOps
As environments grow in complexity, manual operations become less effective. Organizations 
should progressively:

� Increase the use of automation for consistent execution
� Leverage AI and analytics to reduce noise and improve decision-making
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� Integrate data across domains to enable end-to-end visibility and correlation

Over time, this evolution leads to a more adaptive and self-optimizing operational model.

Guiding principle
Begin with clear visibility, automate what is repeatable, and continuously refine operations 
based on insight and experience.

7.3  Management capabilities and the resiliency framework

The management functions of the resiliency framework operate continuously and apply 
equally to both planned maintenance activities and unplanned incidents. Together, they form 
a closed-loop operational model that enables consistent, repeatable resiliency outcomes 
across the environment. The insights from detection and recovery feed directly into 
improvement and protection.

While individual products may focus on specific capabilities, many span multiple categories, 
reflecting the integrated nature of modern resiliency management.

Overlapping with this framework is the concept of Artificial Intelligence for IT Operations 
(AIOps). AIOps combines automation with artificial intelligence (AI) and machine learning 
(ML) to analyze observability data and drive faster, more accurate operational decisions. 
These capabilities help organizations:

� Proactively identify issues across hybrid applications and infrastructure
� Accelerate problem determination by correlating data from multiple sources
� Detect anomalies and isolate root causes more quickly
� Reduce customer impact through automated and collaborative incident response

Many of these products incorporate AIOps capabilities, enabling them to operate across 
multiple stages of the resiliency lifecycle and further enhancing the effectiveness of the 
management framework.

Table 7-1 shows how key IBM and ecosystem products support the primarily functions of the 
resiliency management framework. Products often address multiple categories, highlighting 
the convergence of observability, automation, and AIOps capabilities.

Table 7-1   Mapping of IBM Z resiliency management products to framework categories

Product Protect Observe Detect Recover Improve

IBM Health Checker for z/OS X X

IBM GDPS X X X X X

IBM Z OMEGAMON X X X X

IBM IntelliMagic® Vision for z/OS X X X X X

IBM z/OS Observability Connect X

IBM Z Workload Scheduler X X X X

IBM Z System Automation X

IBM Z Backup Resilience X X X

IBM Concert® for Z X X X X X
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Resiliency management is not delivered by a single product, but by a set of complementary 
capabilities working together across the lifecycle. Different tools provide distinct perspectives, 
and capabilities vary in depth and specialization. As a result, no single solution fully spans all 
functions of the resiliency management framework.

A practical approach is to start with visibility, add intelligence, automate response, and 
integrate capabilities over time to achieve end-to-end resiliency. The foundational elements 
include:

� Establish observability to gain real-time visibility
� Add detection and analytics to identify issues early
� Introduce automation to accelerate and standardize recovery

The resiliency management framework defines the functions required to achieve consistent 
and predictable outcomes. The following sections describe how key IBM and ecosystem 
products implement these functions in practice.

Each product contributes capabilities across one or more areas of the framework. Some tools 
are focused on specific domains, while others provide broader, integrated capabilities that 
span multiple stages of the resiliency lifecycle. Together, they form a complementary set of 
technologies that enable end-to-end resiliency management.

The descriptions that follow highlight the primary role each product plays within the framework 
and how it contributes to overall resiliency. In practice, these products are typically deployed 
in combination, integrating observability, analytics, automation, and orchestration to deliver a 
cohesive and effective operational model.

Each product description in the subsequent sections begins by identifying its primary role 
within the resiliency management framework, followed by a detailed mapping of its 
capabilities to the Protect, Observe, Detect, Recover, and Improve functions.

7.4  IBM Health Checker for z/OS 

IBM Health Checker for z/OS primarily supports the Protect function by validating system 
configuration and operational conditions against IBM best practices to prevent issues before 
they occur.

Protect – The IBM Health Checker for z/OS continuously or on demand evaluate the health, 
configuration, and best practice compliance of a z/OS system. It helps you detect potential 
problems early, enforce standards, and maintain system integrity, security, and performance, 
by doing the following:

� Evaluates system settings, resources, and runtime conditions
� Compares them against IBM recommended best practices
� Reports warnings or exceptions when something looks wrong
� Helps prevent outages, security exposures, and performance degradation

IBM watsonx® Assistant for Z X

IBM Instana® Observability for z/OS X X

Post-Incident Reviews and Casual Analysis X

Product Protect Observe Detect Recover Improve
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It validates specific conditions, such as:

� Are security parameters set correctly?
� Are system resources sized appropriately?
� Are required services active?
� Is the system configured according to IBM guidance?

Observe – Not a primary function. Output from health checks can be reviewed or integrated 
into monitoring environments to support broader observability.

Detect – Not a primary function. Health checks identify deviations from expected 
configurations but do not perform real-time anomaly detection or event correlation.

Recover – Not applicable. IBM Health Checker for z/OS does not perform automated 
recovery actions.

Improve – IBM Health Checker for z/OS results can be used as part of operational reviews to 
continuously improve system configuration and adherence to best practices.

Health analysis depends on consistent event ordering (see 4.3.1, “Failure classification and 
recovery behavior” on page 87).

7.5  IBM GDPS

GDPS spans all functions of the resiliency management framework, providing an integrated 
solution for protection, monitoring, detection, automated recovery, and continuous 
improvement across geographically dispersed environments.

GDPS is a family of disaster recovery solutions. It automates storage management, remote 
copy configuration, and failover across dispersed sites. With clustering, automation, and 
storage replication, GDPS ensures continuous availability, minimizes downtime, and enables 
rapid recovery from outages or cyber threats. The GDPS solutions are described in 
Chapter 3, “Infrastructure layer: Building resiliency” on page 43.

Protect – Similar to z/OS Health Checks, GDPS provides health checks that help protect the 
environment. These checks validate GDPS health and the readiness of the infrastructure to 
support recovery operations.

Checks include:

� GDPS operational health
� LPAR configuration
� Availability of UCBs for FlashCopy targets
� Missing Interrupt Handler (MIH) interval settings
� Identification of single points of failure in disk configurations for critical devices

Observe – GDPS includes four monitors that continuously evaluate the state of 
GDPS-managed resources to determine whether the environment is capable of performing 
recovery actions when required. These monitors generate alerts when deviations from 
expected conditions occur and can automatically correct certain issues:

� Monitor1: Tracks system configuration, including active systems, BCPii interface, 
replication status, disk status, and Couple Data Set configuration; can initiate corrective 
actions

� Monitor2: Performs detailed monitoring of replication legs and disk status

� Monitor3: Validates GDPS definitions, link status, and device status
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� HyperSwap Monitor: Verifies that the environment is “HyperSwap-ready,” including disk 
configuration, paths, and required z/OS settings

Detect – GDPS detects failures and abnormal conditions across sites:

� GDPS Metro configurations leverage Parallel Sysplex and XCF to detect loss of 
communication between primary and secondary sites

� Operations are alerted, along with recommended actions to initiate recovery

Recover – The primary value of GDPS is automated recovery of the production environment 
following a site failure. This automation is critical to achieving targeted recovery time 
objectives (RTO):

� GDPS Global: ~1–2 hours
� GDPS Metro: seconds to ~1–2 hours
� GDPS Continuous Availability: near zero

Automation eliminates human intervention as a potential single point of failure.

Additional recovery capabilities include:

� Automatic Freeze operations (GDPS Metro with DS8000) to preserve data consistency 
during mirroring issues

� Automatic HyperSwap to redirect I/O when the primary disk becomes unavailable due to 
failure or access issues

Improve – GDPS supports continuous improvement through automated and repeatable 
testing and validation of recovery procedures:

� Rehearsal capability enables non-disruptive disaster recovery testing in an isolated 
environment while production continues

� Automated setup ensures consistent and repeatable validation of recovery procedures

� Planned takeover and takeback operations allow organizations to regularly practice 
recovery in the production environment

� Supports periodic testing (for example, quarterly) to validate readiness

“Test the way you recover, recover the way you test.” 
GDPS also provides planned takeover operations to practice recovery actions in the 
production environment to prove DR readiness. GDPS can then perform planned takeback 
to return to normal operations. Often this is done on a quarterly basis. 

7.6  IBM Z OMEGAMON

IBM OMEGAMON primarily supports the Observe and Detect functions, with additional 
contributions to Protect, Recover, and Improve through performance optimization, alerting, 
diagnostics, and historical analytics.

IBM OMEGAMON is IBM's flagship operations management and end-to-end monitoring 
solution for IBM Z. It provides real-time visibility into system performance, along with historical 
analysis and automated problem detection across applications and infrastructure.

The OMEGAMON suite is part of the IBM Z AIOps portfolio and provides monitoring for:

� Infrastructure: z/OS, Storage, Networks
� Subsystems: CICS, IMS, MQ, Db2, WebSphere
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Protect – OMEGAMON helps prevent issues by identifying inefficiencies and resource 
constraints before they impact operations.

� Optimizes resource utilization and system efficiency
� Identifies conditions that could lead to performance degradation
� Helps prevent problems from affecting business-critical workloads

Observe – OMEGAMON provides comprehensive real-time visibility across the IBM Z 
environment.

� Monitors performance metrics as they occur

� Tracks behavior across z/OS, middleware (CICS, Db2, IMS), and infrastructure (storage, 
networks)

� Provides cross-system visibility to correlate issues across domains

� Uses machine learning models on historical SMF and performance data to enhance 
observability

This enables rapid identification of system slowdowns, bottlenecks, or abnormal behavior.

Detect – OMEGAMON detects anomalies through alerting and threshold-based monitoring of 
key performance indicators (KPIs).

Alerts can be triggered by:

� Unusual CPU consumption
� Workload spikes
� Abnormal network traffic (potential security concerns)
� Java memory or garbage collection anomalies
� CICS transaction rate or response time degradation
� Db2 or VSAM contention
� Transaction latency issues

These alerts help identify abnormal conditions early and reduce time to detection.

Recover – OMEGAMON supports recovery by enabling rapid diagnosis and integration with 
automation tools.

� Provides deep diagnostics with drill-down into:

– Transactions
– SQL queries
– Threads
– Jobs

� Integrates with automation solutions to trigger corrective actions

� Enables operations teams to respond before users are impacted

This reduces Mean Time to Resolution (MTTR) and helps maintain service level agreements 
(SLAs).

Improve – OMEGAMON supports continuous improvement through historical analysis and 
reporting.

� Analyzes historical data for trend and growth patterns
� Supports capacity planning and forecasting
� Helps identify recurring issues and optimization opportunities
� Generates performance reports for audits and compliance
� Tracks SLA performance over time
� Archives historical data for long-term analysis
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� Integration and Data Streaming

The OMEGAMON Data Provider (ODP) enables integration with modern observability and 
AIOps platforms.

� Streams OpenTelemetry-ready data to IBM Concert for Z, Instana, and third-party tools

� Supports exporting metrics from:

– CICS
– CICS Transaction Gateway
– Db2
– IMS
– Java virtual machines
– MQ
– Network and storage components

This allows OMEGAMON to participate in a broader hybrid observability and AIOps 
ecosystem, enabling advanced analytics and cross-platform correlation.

7.7  IBM Z Intellimagic Vision for z/OS

IBM Z IntelliMagic Vision® for z/OS provides strong capabilities across Observe, Detect, and 
Improve, with additional contributions to Protect and Recover through AI-driven analytics, 
configuration validation, and performance intelligence.

IBM Z IntelliMagic Vision for z/OS (IntelliMagic Vision) performs end-to-end z/OS 
performance analytics. It analyzes configuration, performance, and workload information for 
z/OS and SAN environments using data collected from the System Management Facility 
(SMF). This enables long-term visualization (days to years), making it easier to identify 
patterns, trends, anomalies, and peak workload conditions. It helps anticipate bottlenecks, 
optimize system capacity, and reduce software costs by applying artificial intelligence to 
storage, replication, and workload performance.

Protect – IntelliMagic Vision helps prevent issues through proactive health analysis and risk 
identification using built-in domain expertise and explainable AI.

� Health Insights automatically assess and rate more than 700 key z/OS metrics

� Uses context-sensitive thresholds with built-in expert knowledge

� Compares recent behavior (for example, last 24 hours) against historical baselines (for 
example, last 30 days)

� Flags deviations that exceed statistical thresholds (for example, two standard deviations)

Areas covered include:

– System (LPARs, WLM, memory, processors, PCI, zEDC)
– Sysplex components (CF, XCF, log streams)
– Disk and I/O (storage systems, replication, FICON, paging)
– Network
– Tape
– Jobs and datasets
– Middleware (Db2, CICS, IMS, MQ, WebSphere)

These insights help identify potential risks that could lead to service degradation or outages if 
not addressed.
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Observe – IntelliMagic Vision provides deep observability through historical and trend-based 
visualization of system behavior.

� Analyzes SMF data collected from z/OS and SAN environments
� Provides visualizations across extended time ranges (days to years)
� Identifies recurring patterns, trends, anomalies, and workload peaks
� Enables understanding of resource utilization and performance behavior over time

It also provides health insight reports across:

� IBM Z hardware
� I/O fabric and FICON directors
� Storage control units and devices
� Sysplex and WLM
� Middleware environments

This enables a comprehensive, long-term view of system behavior beyond real-time 
monitoring.

Detect – IntelliMagic Vision provides automated anomaly detection through statistical 
analysis and change detection capabilities.

� Change Detection views highlight deviations from normal behavior
� Identifies emerging issues before they impact service
� Uses statistical models to detect meaningful changes in key performance metrics

This helps organizations gain early warning of conditions that could impact availability or 
performance.

Recover – IntelliMagic Vision supports recovery by accelerating problem determination and 
analysis.

� Statistical analysis highlights significant deviations in key metrics
� Drill-down capabilities allow rapid identification of what changed
� Interactive topology views provide visibility across infrastructure and application layers
� Single interface spans the entire z/OS platform for efficient analysis

These capabilities help reduce time to isolate issues and support faster recovery actions.

Improve – IntelliMagic Vision enables continuous improvement through long-term analytics 
and strategic insight.

� Provides a holistic understanding of performance and resource consumption
� Establishes baselines for normal system behavior
� Identifies optimization opportunities across infrastructure and workloads
� Supports capacity planning and cost optimization

Examples of insights include:

� Consistency of response times during peak processing periods (month-end, year-end)
� Alignment of resources with business priorities
� Correlation of resource usage with consumption-based software costs

By combining analytical insight with institutional knowledge, organizations can continuously 
refine both technical configurations and business-driven operational practices, leading to 
improved performance, reduced risk, and stronger overall resiliency.

IntelliMagic Vision integrates with broader observability and AIOps solutions:

� Feeds health and performance data into IBM Concert for Z
� Integrates with IBM Apptio® for cost analysis
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� Integrates with watsonx for Z to enable conversational AI-driven performance analysis

This allows IntelliMagic Vision to contribute to a broader, integrated resiliency management 
ecosystem.

7.8  IBM z/OS Observability Connect

z/OS Observability Connect primarily supports the Observe function by enabling 
standardized telemetry collection and extending z/OS visibility into enterprise observability 
platforms. It also indirectly enables Detect by providing the data required for analytics and 
anomaly detection in downstream tools.

Modern applications are hybrid, they span mobile apps, cloud microservices, APIs, z/OS 
(CICS, IMS, Db2, MQ), and other platforms. Traditionally, observability tools often miss the 
mainframe portion, creating “blind spots.” IBM Z Observability Connect addresses this by 
collecting telemetry data (traces and metrics) from z/OS and transforming it into the 
OpenTelemetry standard format. This allows enterprise-wide monitoring platforms to 
consume and analyze z/OS data alongside distributed systems.

Protect – Not a primary function. z/OS Observability Connect does not directly prevent 
issues but contributes indirectly by enabling visibility that supports proactive risk identification 
in other tools.

Observe – z/OS Observability Connect provides end-to-end observability by making z/OS 
telemetry available in standardized formats.

� Collects traces and metrics from z/OS subsystems

� Transforms data into OpenTelemetry format

� Integrates with enterprise observability platforms such as Instana, Prometheus, Grafana, 
and Elastic

� Eliminates “blind spots” by making the mainframe observable alongside distributed 
systems

This enables:

� End-to-end visibility across the full application flow (cloud to mainframe)
� Better understanding of dependencies and resource utilization
� Unified monitoring across hybrid environments

Detect – Not a direct detection engine, but a key enabler of detection.

� Provides high-quality telemetry data required for anomaly detection

� Enables downstream analytics platforms to identify issues across hybrid environments

� Supports faster identification of failures by ensuring z/OS data is included in detection 
pipelines

Recover – Not applicable. z/OS Observability Connect does not perform recovery actions or 
orchestration.

Improve – z/OS Observability Connect contributes to continuous improvement by enabling 
broader analysis across environments.

� Supports cross-platform trend analysis when combined with observability tools

� Enables identification of systemic issues spanning hybrid applications
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� Helps organizations refine architecture and operational practices based on end-to-end 
insights

z/OS Observability Connect bridges traditional mainframe monitoring with modern 
observability ecosystems.

� Enables integration with platforms such as Instana, Prometheus, Grafana, Elastic, and 
other OpenTelemetry-compatible tools

� Aligns z/OS observability with industry-standard practices

� Allows organizations to incorporate mainframe data into enterprise-wide AIOps and 
analytics workflows

This integration maximizes the value of mainframe investments while supporting modern 
hybrid IT strategies.

Observability data is correlated using synchronized time (see 4.2.2, “Time synchronization” 
on page 83).

7.9  IBM Z Workload Scheduler

IBM Z Workload Scheduler contributes to Protect, Observe, Detect, and Recover by 
orchestrating, monitoring, and optimizing batch and cross-platform workloads. It plays a key 
role in ensuring consistent execution, early issue identification, and coordinated recovery 
across hybrid environments.

IBM Z Workload Scheduler provides a single point of control for end-to-end batch automation 
and management across z/OS and hybrid cloud platforms. It enables IT and operations teams 
to leverage cross-domain data to assess business impacts and uses AI and machine learning 
for monitoring and anomaly detection.

Core capabilities include:

� Orchestration: Automating unattended processes across platforms, managing millions of 
jobs per day from a single instance

� Visibility: Graphical dashboards and monitoring views for workload execution and policy 
validation

� Compliance: Centralized control to meet regulatory requirements and predict business 
impact of failures

It is part of the IBM Workload Automation family, supporting enterprise-wide workload 
orchestration across distributed and z/OS environments.

Protect – IBM Z Workload Scheduler helps prevent disruptions by improving workload 
planning and execution efficiency.

� Identifies bottlenecks in batch processing
� Optimizes workload execution plans
� Helps ensure workloads complete within required time windows

This reduces the risk of missed business deadlines and downstream impact.

Observe – IBM Z Workload Scheduler provides visibility into workload execution and 
integrates with broader observability platforms.
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Integrates with IBM Service Management Unite and Z ChatOps to present workload data 
alongside monitoring and automation data

� Provides graphical views and dashboards for workload status and execution
� Enables drill-down analysis through the Dynamic Workload Console
� Supports OpenTelemetry Protocol (OTLP) for batch job telemetry

Integration with IBM Instana Observability for z/OS allows metrics, logs, and traces to be 
visualized within enterprise observability platforms, enabling unified monitoring of workload 
execution.

Detect – IBM Z Workload Scheduler provides anomaly detection through its AI Data Advisor 
(AIDA).

� Uses machine learning models trained on historical batch execution data
� Analyzes key performance indicators (KPIs), including:

– Job duration
– Completed job counts
– Waiting jobs by workstation

� Predicts expected behavior and flags deviations in real time

AIDA enables:

� Early detection of delays and anomalies
� Adjustable sensitivity to reduce false positives
� Correlation of related KPIs to identify root causes

For example, if fewer jobs complete than expected, users can analyze waiting job trends by 
workstation to determine the cause.

Recover – IBM Z Workload Scheduler enables coordinated response and recovery through 
automation and integration.

� Automates workload execution and rescheduling across environments
� Provides centralized control over job flow and execution
� Integrates with enterprise automation systems for coordinated response

Integration capabilities include:

� REST APIs for interaction with external systems
� Zowe CLI for job management from distributed environments
� Z ChatOps / watsonx Assistant® for Z for conversational interaction and automation

These capabilities allow rapid response to issues and help ensure workloads continue 
processing with minimal disruption.

Improve – IBM Z Workload Scheduler contributes indirectly to continuous improvement 
through analytics and optimization.

� Uses predictive analytics to estimate job duration and optimize scheduling
� Identifies recurring bottlenecks and inefficiencies
� Supports tuning of workload policies and execution strategies

This enables organizations to refine workload management practices over time and improve 
overall operational efficiency.

IBM Z Workload Scheduler is part of a broader enterprise automation ecosystem.

� Integrates with distributed workload automation solutions for end-to-end orchestration
� Supports hybrid cloud environments and REST-based integrations
� Feeds data into observability and analytics platforms
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� Enables self-service workload automation and business-driven orchestration

It represents a shift from traditional job scheduling to enterprise-wide orchestration, 
connecting jobs, data pipelines, cloud services, and business processes.

7.10  IBM Z System Automation

IBM Z System Automation primarily supports the Recover function by providing policy-driven, 
automated response and control of system and application resources. It also contributes 
indirectly to Observe and Protect through continuous monitoring and proactive automation.

Automation helps improve efficiency, consistency, and scalability across operations. It delivers 
value by:

� Increasing efficiency and productivity through automation of repetitive tasks
� Improving accuracy by reducing human error
� Speeding response times for incidents and requests
� Helping prevent downtime through proactive automation
� Enhancing security and compliance through consistent execution of policies

Protect – IBM Z System Automation contributes indirectly to protection by enforcing 
consistent operational behavior.

� Applies policy-based automation to maintain desired system states
� Reduces configuration drift and manual errors
� Helps prevent incidents caused by inconsistent operations

Observe – IBM Z System Automation provides continuous monitoring of system and 
application availability.

� Traps and highlights critical messages 
� Monitors hardware components, software products, and applications
� Tracks resource states and operational conditions
� Generates alerts and messages when abnormal conditions occur

This monitoring provides the situational awareness required to drive automated responses.

Detect – Detection is event-driven and tightly integrated with system messaging.

� Detects issues through message processing and status changes
� Identifies unexpected events based on defined control conditions
� Integrates with IBM Z NetView to capture and process system events

These capabilities allow rapid identification of conditions that require action.

Recover – IBM Z System Automation delivers its primary value through automated, 
policy-based recovery and response.

� Automates IPLs and shutdowns of LPARs, eliminating human errors 
� Simplifies automated startup and shutdown of tasks
� Automates response to system and application events
� Executes predefined actions when control conditions are met
� Handles complex and repetitive recovery tasks without extensive scripting
� Integrates with ChatOps to notify and involve operations teams

It enables:

� Rapid and consistent response to failures
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� Reduced dependency on manual intervention
� Improved Mean Time to Recover (MTTR)

Integration with GDPS enables coordinated disaster recovery and control of sysplex and disk 
configurations.

Improve – IBM Z System Automation contributes to continuous improvement by enabling 
standardized and repeatable operations.

� Encourages best practices through policy-based automation
� Reduces variability in operational responses
� Supports refinement of automation policies based on operational experience

Over time, this leads to more consistent and reliable system behavior.

IBM Z System Automation integrates with key components of the IBM Z operations 
ecosystem:

� IBM Z NetView for message trapping and system interaction
� GDPS for disaster recovery orchestration and failover automation
� ChatOps and automation platforms for collaboration and workflow integration

It provides an abstraction layer representing managed resources (applications, subsystems, 
services), enabling coordinated automation across the environment.

7.11  IBM Z Backup Resiliency (IZBR) 

IBM Z Backup Resiliency (IZBR) primarily supports Protect, Recover, and Improve by 
ensuring data availability, tracking dependencies, and validating recoverability of 
non-database data. It strengthens operational resiliency by automating backup analysis and 
recovery processes.

Data on IBM Z is often managed within databases such as Db2 or IMS, which provide native 
backup and recovery capabilities. However, non-database data (for example, sequential files, 
GDGs, or VSAM datasets) requires additional management. Manually handling these data 
sets introduces complexity and risk, particularly in large, interdependent batch environments.

Common challenges include:

� Identifying data dependencies across batch job streams
� Determining which datasets to restore after a failure
� Detecting missing or redundant backups
� Managing backup resource usage efficiently
� Tracking jobs running outside standard schedulers
� Verifying full backup coverage for compliance and recoverability
� Proving recoverability and audit readiness
� Testing recovery processes
� Understanding data lineage in failure scenarios

IZBR addresses these challenges by automating the analysis, backup tracking, and recovery 
of non-database data, providing visibility and control over data resiliency.

Protect – IZBR helps prevent data loss and ensure recoverability by maintaining a 
comprehensive and real-time inventory of backups.

� Captures and catalogs all backups, regardless of tool or method used
� Tracks data dependencies across datasets and batch processes
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� Identifies missing backups and generates audit reports
� Can generate JCL to create additional backup copies of critical datasets
� Detects inconsistencies, such as non-production jobs updating production data

These capabilities reduce risk and improve confidence in data protection strategies.

Observe – Not a primary function. IZBR does not provide real-time system observability but 
contributes data visibility related to backup status and data relationships.

� Maintains inventory and metadata about dataset usage and backups
� Provides reporting visibility into data dependencies and backup coverage

Detect – IZBR provides detection capabilities focused on data integrity and recoverability 
risks.

� Identifies missing or incomplete backups
� Detects inconsistencies in dataset usage and backup strategies
� Highlights gaps that could impact recovery readiness

These insights help organizations identify risks before an incident occurs.

Recover – IZBR plays a critical role in enabling rapid and accurate data recovery.

� Tracks dataset usage, including open and close events
� Identifies all data affected at the point of failure
� Maps job and data dependencies to determine correct recovery sequence
� Provides forward and reverse cascade analysis to trace data corruption

These capabilities ensure:

� Correct datasets are restored
� Recovery is performed in the correct order
� Recovery time is minimized

IZBR works in conjunction with technologies such as GDPS and IBM DS8000 Safeguarded 
Copy to support full environment recovery.

Improve – IZBR enables continuous improvement by validating recovery readiness and 
supporting audit and compliance processes.

� Includes a real-time virtual recovery simulator to test recovery scenarios
� Helps verify that recovery processes will work as expected before an actual incident
� Provides detailed reporting on backup coverage, dependencies, and gaps

These capabilities help organizations:

� Improve recovery procedures
� Demonstrate audit compliance
� Increase confidence in resiliency posture

Integration and Ecosystem

IZBR integrates with broader IBM Z resiliency and storage solutions:

� Works with GDPS for coordinated disaster recovery

� Integrates with storage solutions such as IBM DS8000 Safeguarded Copy

� Complements workload automation and observability tools by providing data-level 
resiliency insights
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It fills a critical gap by extending resiliency management beyond system and application 
recovery to include data-level recovery assurance.

7.12  IBM Concert for Z

IBM Concert for Z is the hub of IT operations (ITOps) on IBM Z. It is an AI-powered platform 
that simplifies operations and proactively manages risks by unifying siloed data into 
actionable insights. It helps maintain availability, security, and resiliency of mission-critical 
z/OS environments by combining operational data, AI-driven analytics, and guided 
remediation within a single interface. These capabilities reduce manual effort and provide a 
comprehensive, integrated operational view.

IBM Concert for Z ingests and normalizes telemetry from across the environment, applies 
AI-driven analytics to detect and correlate events, performs topology-aware analysis, and 
delivers guided remediation, forming a closed-loop operational model for continuous 
resiliency improvement.

Protect – IBM Concert for Z strengthens protection through proactive risk management, 
compliance, and maintenance insights.

� Provides security and certificate management, including monitoring certificate health, age, 
and expiration

� Delivers dashboards to visualize certificate risk and automate lifecycle management

� Integrates with Ansible Automation Platform to automate certificate workflows

� Performs intelligent APAR and maintenance management, identifying missing fixes and 
dependencies

� Visualizes risk and “blast radius” across environments

� Uses AI to recommend mitigation strategies and generate change tickets

These capabilities help prevent outages by proactively addressing vulnerabilities and missing 
maintenance.

Observe – IBM Concert for Z provides centralized, context-aware observability across the 
environment.

� Delivers unified dashboards with both high-level and detailed views
� Enables drill-down, lateral navigation, and hierarchical analysis
� Provides built-in topology views for contextual understanding
� Aggregates data from multiple sources into a single operational perspective

This unified view allows operators to quickly understand the state of systems, applications, 
and infrastructure.

Detect – IBM Concert for Z uses AI-driven analytics to detect anomalies and prioritize issues.

� Aggregates and normalizes large volumes of:

– Metrics
– Logs
– Alerts
– Configuration data

� Applies statistical and machine learning models to establish normal behavior

� Detects anomalies early and reduces false positives
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� Ranks and prioritizes alerts based on impact

This enables faster identification of issues before they affect service levels.

Recover – IBM Concert for Z accelerates recovery through intelligent correlation, 
topology-aware analysis, and guided remediation.

� Performs cause analysis with topology awareness, building transaction-level topology 
maps that link applications, middleware, and infrastructure components

� Enables fast cause and impact analysis, clearly identifying what failed and which business 
services are affected

Automated event correlation:

� Groups events into meaningful contexts for operators

� Correlates events based on timing and relationships between configuration items (for 
example, a CICS region executing Db2 transactions)

� Determines severity based on frequency and impact of correlated events

AI-powered expert recommendations:

� Uses generative AI with built-in IBM Z expertise
� Explains issues in natural language
� Provides context-specific remediation steps
� Helps offset declining mainframe skills
� Improves Mean Time to Resolution (MTTR).

Improve – IBM Concert for Z enables continuous improvement by providing insights and 
feedback across the lifecycle.

� Identifies recurring issues and systemic risks
� Provides historical and contextual analysis for optimization
� Supports proactive risk mitigation strategies
� Helps refine operational practices and maintenance policies

By continuously learning from data, organizations can strengthen resiliency over time.

IBM Concert for Z functions as a central integration hub for the IBM Z AIOps ecosystem.

� Integrates with IBM Z IntelliMagic Vision for z/OS for infrastructure health and 
performance insights

� Works with observability tools, monitoring platforms, and automation systems

� Leverages watsonx for AI-driven insights and recommendations

� Aggregates data from across the Z environment and beyond

This integration enables a closed-loop operational model, combining observability, analytics, 
automation, and governance into a unified control plane.

These tools implement the observability model described in 4.3, “Operational awareness: 
Detecting and understanding system health” on page 86.

7.13  IBM watsonx Assistant for Z 

IBM watsonx Assistant for Z primarily supports the Recover function by accelerating problem 
resolution through AI-driven automation and decision support. It also contributes to Protect by 
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reducing human error and enabling consistent execution of complex operational tasks, with 
growing capabilities across the full resiliency lifecycle.

IBM watsonx Assistant for Z is a generative AI solution designed to simplify the management 
of z/OS and Linux on Z environments. It enhances IT operations by enabling conversational 
interaction, reasoning through multi-step workflows, and automating complex operational 
tasks. It represents a shift toward agentic AI, where the system not only provides answers but 
also takes action.

Key capabilities include:

� Conversational AI for interacting with IBM Z systems and enterprise knowledge
� AI-driven automation to execute real-time operational tasks
� Agentic framework connecting AI agents, tools, and system data
� Pre-built agents for common operational workflows
� Support for custom agent development (no-code and pro-code)

Protect – IBM watsonx Assistant for Z helps prevent issues by reducing reliance on manual 
processes and institutional knowledge.

� Provides guided recommendations for system installation, configuration, and upgrades
� Uses curated reference materials and domain expertise to guide decisions
� Automates complex processes, reducing the risk of human error
� Improves consistency and quality of operational tasks

These capabilities help reduce operational risk and improve adherence to best practices.

Observe – Not a primary function. watsonx Assistant for Z does not independently provide 
observability but relies on underlying tools and data sources for system insight.

� Integrates with monitoring and observability platforms
� Presents information in a conversational and contextualized format

Detect – Not a primary detection engine, but supports detection indirectly.

� Leverages data from monitoring and AIOps tools to identify issues
� Uses contextual reasoning to interpret alerts and events

Recover – IBM watsonx Assistant for Z delivers its primary value by accelerating and 
automating recovery actions.

� Reduces time to resolution by eliminating manual investigation steps

� Correlates data from IBM documentation and customer-specific knowledge sources 
(“Bring Your Own Documentation”)

� Enables conversational interaction to:

– Diagnose issues
– Execute remediation steps
– Trigger workflows

Agent-based automation:

� Executes multi-step operational workflows
� Integrates with tools such as ServiceNow and IBM Z automation platforms
� Supports ChatOps-style interaction for real-time collaboration

Prebuilt and integrated agents include:

� IBM Z Upgrade Agent
� IBM Z Support Agent
� IBM Concert for Z Agent
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� IntelliMagic Agent for Z
� OMEGAMON Insights Agent
� Workload Scheduler Insights Agent
� Automation Insights Agent
� Db2, CICS, IMS, and compiler-related agents

These capabilities improve MTTR and reduce dependency on specialized skills.

Improve – IBM watsonx Assistant for Z contributes to continuous improvement by capturing 
and reusing knowledge.

� Encodes institutional knowledge into reusable AI-driven workflows
� Enables consistent execution of best practices
� Helps organizations scale expertise across teams
� Supports continuous refinement of operational processes through agent-based 

automation

Over time, this reduces reliance on individual expertise and strengthens operational maturity.

IBM watsonx Assistant for Z operates as part of an evolving AI-driven operations ecosystem.

� Integrates with IBM Z tools including:

– IBM Concert for Z
– IBM Z OMEGAMON
– IBM Z Workload Scheduler
– IBM Z System Automation

� Connects with ITSM platforms such as ServiceNow

� Supports integration with enterprise data sources through BYOD (Bring Your Own 
Documentation)

� Enables interaction through ChatOps and conversational interfaces

This ecosystem enables agentic operations, where AI agents coordinate insights and actions 
across tools to deliver faster, more intelligent operational outcomes.

7.14  IBM Instana Observability for z/OS

IBM Instana Observability for z/OS primarily supports the Observe and Detect functions by 
providing end-to-end visibility into hybrid applications and enabling rapid identification of 
performance and availability issues across distributed and mainframe environments.

IBM Instana Observability for z/OS delivers full-stack observability for hybrid applications, 
integrating z/OS into enterprise-wide monitoring. It is delivered through IBM Instana, with 
z/OS instrumentation enabled by IBM Z APM Connect. The solution extends observability 
across the complete application path, from mobile and cloud services to mainframe 
subsystems such as CICS, IMS, and Db2.

Key use cases include:

� Extending transaction traces across the entire mobile-to-mainframe path
� Integrating infrastructure metrics from z/OS into application observability
� Providing unified visibility across distributed and mainframe environments

Protect – Not a primary function. Instana does not directly prevent issues but contributes 
indirectly by identifying performance risks and trends that can be addressed proactively.
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Observe – Instana provides comprehensive end-to-end observability across hybrid 
environments, eliminating traditional visibility gaps between distributed systems and z/OS.

� Extends distributed tracing into z/OS subsystems (CICS, IMS, Db2)
� Provides a complete view of application flows across all tiers
� Integrates infrastructure metrics from tools such as OMEGAMON
� Makes z/OS resources visible to enterprise application and operations teams

This enables:

� Unified visibility across the entire application stack

� Improved understanding of dependencies between systems

� Identification of performance bottlenecks across domains

By bringing z/OS into the same observability model as other platforms, Instana eliminates 
“blind spots” in hybrid environments.

Detect – Instana enables rapid detection of issues through real-time monitoring and 
analytics.

� Identifies anomalies in application and infrastructure behavior
� Detects performance degradation across the transaction path
� Highlights issues affecting business-critical services
� Supports rapid identification of where failures occur within distributed transactions

This significantly reduces the time required to detect and isolate problems in complex hybrid 
applications.

Recover – Instana contributes to recovery by accelerating problem isolation and diagnosis.

� Provides transaction-level visibility to pinpoint failure points
� Correlates application and infrastructure insights to identify root cause
� Enables faster handoff between application and infrastructure teams

While Instana does not execute recovery actions, it provides the insight required to drive 
faster and more effective remediation.

Improve – Instana supports continuous improvement through ongoing analysis of application 
behavior and performance.

� Provides historical visibility into application performance trends
� Helps identify recurring issues and inefficiencies
� Supports optimization of application performance and resource utilization

These insights help refine system behavior and improve resiliency over time.

Instana integrates tightly into the broader IBM Z and enterprise observability ecosystem.

� Works with IBM Z APM Connect to instrument z/OS environments
� Integrates with OMEGAMON for infrastructure metrics
� Consumes data from z/OS Observability Connect using OpenTelemetry
� Feeds data into AIOps platforms such as IBM Concert for Z

This integration enables a true end-to-end observability model, bridging application 
performance, infrastructure monitoring, and AIOps analytics across hybrid environments.

These tools implement the observability model described in 4.3, “Operational awareness: 
Detecting and understanding system health” on page 86.
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7.15  Post-incident reviews and causal analysis 

Post-incident reviews and causal analysis primarily support the Improve function by enabling 
continuous learning, identifying systemic issues, and strengthening resiliency through a 
structured feedback loop across the entire lifecycle.

While most tools in this chapter focus on Protect, Observe, Detect, and Recover, 
post-incident reviews provide the mechanism to analyze what occurred, why it occurred, and 
how to prevent or mitigate similar incidents in the future. This process is not about assigning 
blame, but about improving systems, processes, and operational practices.

Protect – Post-incident reviews contribute indirectly by identifying preventive actions.

� Highlight gaps in configuration, monitoring, or procedures
� Identify risks that were not previously detected
� Recommend changes to reduce the likelihood of recurrence

Observe – Post-incident analysis relies on observability data collected during the incident.

� Uses logs, metrics, traces, and system records (for example, SYSLOGs)
� Reviews monitoring alerts and telemetry data
� Examines system configuration and operational conditions

These inputs provide the factual basis for analysis.

Detect – Post-incident reviews evaluate the effectiveness of detection mechanisms.

� Determine when the first symptoms appeared
� Assess when and how the issue was detected
� Identify delays or gaps in detection
� Evaluate whether monitoring thresholds or tools were sufficient

This helps improve future detection capabilities.

Recover – Post-incident reviews analyze the response and recovery process.

� Evaluate how the issue was diagnosed and resolved
� Review actions taken and their effectiveness
� Measure time to recovery and identify delays
� Assess coordination between teams and tools

This supports improvements in recovery procedures and automation.

Improve – Post-incident reviews deliver their primary value by driving continuous 
improvement.

A structured review should:

� Identify triggering causes

– Determine both primary and contributing factors
– Document how the issue was resolved

� Identify all contributing problems

– Recognize secondary issues that extended impact or duration

� Create a detailed timeline

– Track events from pre-incident conditions through final resolution
– Include detection, escalation, response, and recovery milestones

� Perform impact assessment
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– Evaluate affected services, user impact, and business cost
– Assess SLA/SLO impact and compliance exposure

� Conduct root cause analysis

– Identify underlying causes, not just symptoms
– Investigate across:

• People (skills, training)
• Process (procedures, workflows)
• Equipment (hardware/software)
• Materials (data inputs)
• Environment (external conditions)
• Management (policies, oversight)

– Apply techniques such as the “5 Whys” to uncover deeper causes

� Evaluate detection and response effectiveness

– Could the issue have been avoided?
– Could the duration have been reduced?
– Could the impact have been lessened?

� Document what worked and what did not

– Identify effective practices worth repeating
– Highlight gaps in tools, processes, or communication

� Define action items

– Establish short- and long-term corrective actions
– Assign ownership and timelines

� Capture lessons learned

– Improve workflows, systems, training, and culture
– Reinforce a blameless learning environment
– Identify patterns across multiple incidents

Post-incident review processes integrate with the broader resiliency management ecosystem.

� Leverage data from observability tools (OMEGAMON, Instana, Observability Connect)

� Incorporate insights from AIOps platforms (Concert for Z)

� Feed improvements into automation and orchestration tools (System Automation, GDPS, 
Workload Scheduler)

� Inform updates to policies, health checks, and operational procedures

The results of these reviews should be documented and shared across the organization to 
maximize learning and improve overall resiliency maturity.

7.16  Resiliency management in practice

IBM Z resiliency is achieved in practice through the coordinated use of management 
capabilities across a continuous lifecycle of Protect, Observe, Detect, Recover, and Improve. 
These capabilities operate as a continuous closed-loop system.

While the platform provides the architectural foundation for high availability, it is the 
management layer that enables organizations to consistently deliver on resiliency objectives.

The resiliency management framework provides a structured approach to:

� Proactively reducing risk through validation and best practices
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� Maintaining real-time visibility into system health and performance
� Detecting anomalies and emerging issues before they impact business services
� Rapidly responding to and recovering from disruptions
� Continuously improving through analysis, feedback, and operational refinement

No single tool implements this lifecycle end-to-end. Instead, resiliency is achieved by 
integrating complementary capabilities across observability, analytics, automation, 
orchestration, and AIOps platforms. As environments evolve toward hybrid cloud 
architectures, these capabilities must also extend beyond the boundaries of the mainframe to 
provide end-to-end visibility and coordinated response.

The products described in this chapter demonstrate how IBM Z supports this model through 
an ecosystem of tightly integrated solutions. When applied together, these capabilities enable 
organizations to reduce operational risk, shorten recovery times, and continuously strengthen 
their resiliency posture.

Ultimately, resiliency management is not a one-time implementation but an ongoing 
discipline. By aligning tools, processes, and operational practices to the framework described 
in this chapter, organizations can achieve predictable outcomes, repeatable recovery, and 
continuous improvement over time.
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Chapter 8. Bringing business continuity into 
practice

This chapter illustrates how business continuity is realized by showing how service level 
objectives are translated into system behavior, architectural design, implementation, and 
operational execution. It focuses on both maintaining service during disruption (resiliency) 
and restoring service after disruption (recovery), and how these outcomes are achieved 
consistently across IBM Z environments.

The chapter is structured around a progression of deployment patterns, from 
recovery-centered designs, to coordinated failover, to continuous resiliency, and finally to 
adaptive continuity across multiple sites. Each pattern builds on the previous one, increasing 
the level of coordination across layers and evolving the relationship between resiliency and 
recovery.

Together, these elements form a lifecycle: defining objectives, selecting behavior, designing 
architecture, implementing capabilities, validating outcomes, and continuously refining 
systems to ensure they remain aligned with evolving requirements.

This lifecycle addresses a fundamental question: how are resiliency and recovery 
requirements translated into systems that behave predictably under real conditions?

This chapter answers that question by connecting behavior, capabilities, and operations into a 
practical approach for designing, implementing, validating, and continuously improving 
systems in real-world environments. The topics discussed include:

� 8.1, “Service level objectives as design drivers” on page 176
� 8.2, “From understanding to design thinking” on page 177
� 8.3, “Translating patterns into architecture” on page 178
� 8.4, “Combining capabilities across layers” on page 179
� 8.5, “Implementing the design” on page 180
� 8.6, “Assessing operational readiness” on page 182
� 8.7, “Validating behavior under failure” on page 183
� 8.8, “Designing for consistent outcomes” on page 185
� 8.9, “A practical design approach” on page 187
� 8.10, “Supporting diverse workloads” on page 188

8
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� 8.11, “Implementing patterns in practice” on page 190
� 8.12, “From understanding to execution” on page 193

8.1  Service level objectives as design drivers

Service level objectives (SLOs) define the foundation for both resiliency and recovery design. 
They establish measurable targets for availability, recovery time, recovery point, performance, 
and data consistency, reflecting how the system must behave across both normal operation 
and failure conditions.

These objectives directly translate into the lifecycle described in this chapter. They define:

� The required behavior under failure, including whether service must continue or can be 
interrupted

� The recovery expectations, including how quickly service must be restored (RTO) and how 
much data loss is acceptable (RPO)

� The performance and consistency constraints, that must be maintained during both 
resiliency and recovery operations

Together, these factors determine the balance between resiliency and recovery for each 
workload and provide the criteria for selecting deployment patterns.

SLOs therefore represent the starting point for the progression introduced earlier:

� Lower availability and relaxed recovery objectives align with recovery-centered designs

� Moderate objectives require coordinated failover and controlled recovery

� Strict objectives drive architectures that emphasize continuous resiliency

� The most demanding objectives require integrated designs where resiliency and recovery 
operate together across systems and sites

This progression ensures that design decisions are not made in isolation, but are consistently 
aligned with business requirements and operational expectations.

Key considerations include:

� Availability targets, which define the acceptable level of interruption and influence the 
degree of resiliency required

� Recovery time objectives (RTO), which define how quickly service must be restored and 
shape recovery-oriented design choices

� Recovery point objectives (RPO), which define data loss tolerance and drive replication 
and data protection strategies

� Performance under failure conditions, which affects both continuous operation and 
recovery effectiveness

These considerations apply across the full lifecycle:

� They guide pattern selection, by defining the required continuity profile
� They inform architecture, by determining how capabilities must be combined across layers
� They shape implementation, by influencing configuration and integration decisions
� They validate operational readiness, by providing measurable criteria for success

Ultimately, SLOs ensure that both resiliency and recovery are treated as explicit, measurable 
outcomes, and that system design remains aligned with the intended behavior throughout its 
lifecycle.
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SLOs are implemented through deployment patterns (see 2.1, “Deployment pattern overview 
and alignment” on page 16).

8.2  From understanding to design thinking

Deployment patterns describe the expected system behavior under failure conditions, forming 
the foundation for resiliency and recovery design. They define not only whether service is 
interrupted, but also:

� How the system maintains service during disruption (resiliency)
� How service is restored after disruption (recovery)
� How quickly and how completely recovery occurs (RTO and RPO alignment)
� How performance and data consistency are affected throughout both states

These patterns establish the target outcomes for the system, but they do not define the 
implementation. Achieving those outcomes requires translating behavioral expectations into a 
coordinated design across all technology layers.

Designing for resiliency and recovery therefore requires a shift in perspective, from selecting 
individual technologies to orchestrating system-wide behavior:

� From isolated components to integrated capabilities

� From configuration of systems to design of outcomes

� From focusing on individual layer functions to ensuring end-to-end behavior under failure 
and recovery conditions

Resiliency and recovery are not independent concerns. They are tightly coupled:

� Resiliency reduces the frequency and impact of recovery events by maintaining service 
during failures

� Recovery ensures that when interruption occurs, service is restored within defined 
objectives

Together, they define the full continuity profile of a system.

To illustrate this progression, consider a typical environment running critical transaction 
workloads on a single IBM Z system. The initial design relies on restart-based recovery, 
where service is restored after a failure using local restart and backup data. As service level 
objectives become more stringent, the design must evolve to address both dimensions:

� Recovery requirements (RTO and RPO) lead to the introduction of replication and 
alternate-site recovery

� Resiliency requirements drive the adoption of failover mechanisms and workload 
continuity

� Higher availability expectations ultimately require shared-data architectures that minimize 
or eliminate interruption

This evolution reflects a fundamental design principle: systems must be designed to both 
maintain service during failure and restore service after failure, in alignment with SLOs.

In practice, this means that:

� Deployment patterns define the required balance between resiliency and recovery
� Architecture determines how that balance is achieved across layers
� Implementation ensures the behavior is consistently realized under real conditions
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Design thinking therefore begins with understanding the required behavior, then 
systematically translating that behavior into coordinated capabilities that deliver both resilient 
operation and predictable recovery.

8.3  Translating patterns into architecture

Deployment patterns define the required behavior under failure conditions, establishing the 
target outcomes for both resiliency and recovery. They specify whether service is maintained 
during disruption, how recovery is performed, and the expected recovery time and data loss 
characteristics (RTO and RPO). However, patterns do not prescribe a specific 
implementation. They describe what the system must achieve, not how to build it.

Architecture provides that bridge. It translates behavioral requirements into a coordinated 
arrangement of capabilities across infrastructure, operating system, middleware, application, 
and management layers. These capabilities must work together to deliver both:

� Resilient operation, where service continues or degrades predictably during failure

� Reliable recovery, where service is restored within defined objectives when interruption 
occurs

Achieving these outcomes requires selecting architectural approaches that align with the 
intended pattern and its associated resiliency and recovery profile.

In practice, commonly used architectural approaches map to the deployment patterns as 
follows:

� Recovery in place: Systems are restored after failure within the same environment, 
emphasizing restart-based recovery and local resilience

� Recovery at an alternate location: Workloads fail over to another system or site, reducing 
recovery time and limiting data loss through replication

� Continuous operation through failure: Workloads are distributed across systems, 
maintaining service during failures and minimizing recovery events

� Continuous operation across sites: Workloads and data are dynamically coordinated 
across multiple active sites, enabling both resiliency and rapid recovery under changing 
conditions

These approaches represent increasing levels of coordination between systems. As 
coordination increases, the design shifts from primarily recovering service to maintaining 
service while still enabling controlled recovery when needed.

Each architectural approach requires supporting capabilities across layers:

� Infrastructure provides redundancy, isolation, and failure containment

� Operating systems enable restart, coordination, and recovery mechanisms

� Middleware ensures data consistency and supports workload distribution or failover

� Applications define how work is resumed, retried, or redistributed after failure

� Management provides orchestration, monitoring, and automation for both resiliency and 
recovery actions

No single layer can deliver the required behavior independently. A failure to align capabilities 
across layers often results in incomplete outcomes. For example, infrastructure-level failover 
without coordinated application recovery may restore connectivity but not restore correct 
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business state. Similarly, recovery mechanisms without consistent data management can 
introduce inconsistencies that violate RPO objectives.

Architecture selection therefore involves evaluating trade-offs across both dimensions:

� Resiliency, including the ability to maintain service and limit disruption

� Recovery, including how quickly and how accurately service can be restored

� Complexity, which directly affects the ability to operate and validate both behaviors

� Operational effort, which determines whether the design can be consistently executed 
under real conditions

As resiliency requirements increase, architectures must evolve to integrate both aspects more 
tightly, reducing reliance on post-failure recovery and increasing the ability to maintain 
continuity of service. At the same time, recovery capabilities remain essential, ensuring that 
the system can return to a fully consistent state when disruptions exceed resiliency 
thresholds.

This progression forms a continuum:

� From designs that primarily recover after failure
� To designs that combine resiliency and recovery
� To designs that maintain continuous operation while enabling controlled recovery

The architectural selection therefore becomes a critical step in ensuring that the system can 
deliver consistent, predictable outcomes aligned with service level objectives, not only during 
normal operation, but also across failure and recovery scenarios.

8.4  Combining capabilities across layers

Resiliency and recovery are not characteristics of individual technologies, they are emergent 
properties of the system as a whole. No single layer can deliver the required behavior 
independently. Instead, the system must be designed so that capabilities across all layers 
work together to support both:

� Service continuity during failure (resiliency)
� Predictable restoration of service after failure (recovery)

Each technology layer contributes specific capabilities, but those capabilities are only 
effective when they are coordinated across the stack:

� Infrastructure provides redundancy, isolation, and failure containment. These capabilities 
reduce the scope of disruption and support both continued operation and rapid recovery.

� Operating system services enable restart, coordination, and local recovery mechanisms, 
ensuring workloads can resume execution consistently.

� Middleware ensures data consistency, transaction integrity, and workload distribution or 
failover, which are essential for maintaining correct behavior during both failure and 
recovery.

� Applications determine how work is resumed, retried, or redistributed, and ultimately 
define whether recovery restores correct business outcomes, not just system availability.

� Management and orchestration provide visibility, automation, and control, enabling 
coordinated responses that span systems, sites, and layers.

These layers must be designed as an integrated whole. A capability in one layer depends on 
complementary behavior in others to achieve the intended outcome. 
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For example:

Infrastructure-level failover can restore connectivity, but without application-level recovery 
logic and middleware data consistency, the system may recover to an incorrect state.

Application retry mechanisms can improve resilience, but without coordinated data 
management, they may conflict with recovery objectives and violate RPO requirements.

Automation can accelerate recovery, but without consistent observability and state 
awareness, it may execute incorrect or incomplete recovery actions.

This interdependence leads to a core principle:

Resiliency and recovery are achieved through coordinated behavior across layers, not 
through isolated capabilities within a single layer.

The design challenge is therefore not to select the most advanced feature in each layer, but to 
ensure that each capability supports the overall system behavior under failure conditions and 
contributes to predictable recovery outcomes.

As architectures become more resilient, the role of recovery evolves. In simpler designs, 
recovery is the primary mechanism for restoring service. In more advanced designs, recovery 
becomes a controlled and bounded process, used only when resiliency cannot fully mask 
disruption. Even in highly resilient systems, recovery remains essential, it ensures that the 
system can return to a fully consistent and correct state after failure scenarios.

This requires careful alignment across layers:

� Infrastructure and storage must support the required recovery time and data loss 
objectives

� Middleware must preserve consistency during both steady-state and recovery operations

� Applications must ensure that business state is correctly reconstructed after disruption

� Management must coordinate recovery actions across all components and environments

Ultimately, resiliency and recovery depend on system-wide coherence. The design must 
ensure that all layers act together to:

� Maintain service wherever possible
� Restore service correctly and efficiently when necessary

Without this alignment, even well-designed individual components cannot deliver the intended 
behavior. With it, the system can meet service level objectives consistently across both failure 
and recovery scenarios.

Technology layers are described in Chapter 3, “Infrastructure layer: Building resiliency” on 
page 43 through Chapter 7, “Management layer: Orchestrating resiliency” on page 149.

8.5  Implementing the design

Implementation is where resiliency and recovery design is translated from architectural intent 
into operational reality. At this stage, the objective is not simply to deploy technologies, but to 
ensure that all components are configured and integrated so the system behaves as intended 
under both normal and failure conditions.

A correctly implemented system must support:
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� Service continuity during failure (resiliency) through redundancy, coordination, and 
workload management

� Service restoration after failure (recovery) through restart, failover, and data consistency 
mechanisms that meet defined RTO and RPO objectives

Implementation therefore focuses on more than individual component configuration. It 
requires ensuring that capabilities across infrastructure, operating system, middleware, 
application, and management layers are aligned to deliver the required outcomes as a single, 
coherent system.

Typical implementation elements include:

� Infrastructure and platform configuration, such as redundancy, isolation, and capacity 
planning, to support both continuous operation and recovery scenarios

� Data protection and replication mechanisms, which directly influence recovery time and 
recovery point objectives and determine how quickly and accurately service can be 
restored

� Middleware configuration, including workload distribution, shared data access, or failover 
coordination, ensuring consistency across both steady-state and recovery operations

� Application behavior, such as retry logic, session recovery, and state management, which 
determines whether recovery produces correct business results

� Automation and orchestration tooling, enabling coordinated execution of both resiliency 
actions (such as workload redistribution) and recovery actions (such as failover and 
restart)

A critical aspect of implementation is ensuring that these capabilities are not deployed in 
isolation. Each element must be validated against its role in the broader system behavior. 

For example:

� Enabling replication without coordinated application and middleware recovery logic may 
achieve data protection but fail to restore correct application state

� Implementing failover without consistent workload routing may restore infrastructure 
availability but leave services inaccessible or degraded

� Automating recovery actions without observability and state awareness may lead to 
incomplete or incorrect recovery execution

These risks highlight a key principle:

Implementation must ensure that resiliency and recovery capabilities operate as an 
integrated system, not as independent features.

Roles across the lifecycle contribute to this alignment:

� Architects define the overall structure and ensure alignment with service level objectives, 
including both resilience and recovery targets

� Designers map required behavior to specific capabilities across layers, ensuring that each 
layer contributes to both continuity and restoration outcomes

� System administrators implement and configure components according to the defined 
architecture, focusing on correct interaction between layers

� Operations teams prepare to monitor, manage, and execute both resiliency and recovery 
processes consistently, including during failure scenarios
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A defining characteristic of effective implementation is behavioral validation at configuration 
time. Each decision must be assessed not only for correctness in isolation, but also for its 
effect on system behavior under failure conditions. 

This includes verifying that:

� Recovery objectives (RTO and RPO) can be met with the chosen configuration
� Resiliency mechanisms such as failover, redistribution, or restart function as intended
� Data consistency and application state are preserved across both disruption and recovery
� Operational procedures can be executed consistently and reliably

Implementation determines whether the architecture delivers its intended outcome. A system 
that is correctly implemented will not only maintain service where possible, but also restore 
service predictably and with integrity when disruption occurs.

Without this alignment, even well-designed architectures will fail to achieve their resiliency 
and recovery objectives. With it, the system becomes capable of consistently delivering the 
behavior defined by the service level objectives across the full lifecycle of operation and 
failure.

8.6  Assessing operational readiness

Operational readiness is the point at which resiliency and recovery design is proven not only 
in theory, but in practice. A system is not ready for production simply because it has been 
implemented correctly. It must also demonstrate that it can be operated, managed, and 
recovered consistently under both normal and failure conditions.

Readiness therefore validates the full continuity model of the system:

� Resiliency readiness: The ability to maintain service during disruption through coordinated 
system behavior

� Recovery readiness: The ability to restore service after disruption within defined recovery 
objectives (RTO and RPO)

Both must be confirmed before a design can be considered complete.

Operational readiness depends on more than technical configuration. It requires that the 
environment as a whole can support the expected behavior, including infrastructure, software, 
and operational processes. This includes ensuring that:

� Redundancy, replication, and failover mechanisms are correctly configured and function 
as intended

� Recovery procedures are defined, repeatable, and aligned with service level objectives

� Monitoring and observability provide sufficient visibility into both system state and 
recovery progress

� Automation can execute coordinated actions across systems, sites, and layers without 
manual intervention

� Capacity is sufficient to support both steady-state operation and recovery scenarios

As resiliency increases, operational expectations expand significantly. Systems that rely on 
basic restart-based recovery require relatively straightforward procedures. However, systems 
designed for failover, concurrent execution, or multi-site continuity introduce greater 
operational complexity, particularly in how recovery and resiliency behaviors are coordinated.
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Operational models must match the selected architecture:

� Restart-based designs depend on predictable recovery execution and controlled restart 
procedures

� Failover designs require coordinated switching of workloads, data, and connectivity, 
ensuring that recovery is both timely and correct

� Concurrent execution designs depend on continuous coordination of shared data and 
workload distribution, minimizing the need for recovery while preserving consistency

� Multi-site designs require dynamic coordination of routing, synchronization, and state, 
supporting both continuous operation and rapid recovery if needed

If these operational capabilities are incomplete or inconsistently executed, the system cannot 
reliably meet its resiliency or recovery objectives. 

For example:

� A failover architecture without automated orchestration may achieve recovery in design 
but fail to meet RTO targets in practice

� A highly available system without consistent monitoring may continue operating in a 
degraded state without detection, undermining both resiliency and recovery effectiveness

� A distributed system without coordinated state management may appear resilient but 
produce inconsistent outcomes when recovery is required

This leads to a critical principle:

A system that cannot be consistently operated cannot deliver resiliency or recovery.

Operational readiness also includes the ability to execute recovery scenarios under realistic 
conditions. This means validating that:

� Recovery actions can be performed within defined timeframes

� Data consistency and application state are preserved across failure and recovery 
transitions

� Workloads resume correctly and produce expected business outcomes

� The system returns to a stable and fully consistent state after disruption

These validations must be performed repeatedly and under conditions that reflect real-world 
failure scenarios. Without this, recovery remains theoretical, and resiliency cannot be 
assumed.

Operational readiness bridges the gap between design and execution. It ensures that:

� The system maintains service where possible (resiliency)
� The system restores service when necessary (recovery)
� Both behaviors are repeatable, predictable, and aligned with SLOs

Only when these conditions are met can the system be considered operationally ready to 
deliver consistent outcomes under failure conditions.

8.7  Validating behavior under failure

Validation is the point where resiliency and recovery design is confirmed against actual 
system behavior, not assumptions. A system cannot be considered resilient or recoverable 
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until it has been observed performing under real or realistic failure conditions, with outcomes 
measured against the service level objectives.

Validation therefore addresses both dimensions of continuity:

� Resiliency validation: confirming that the system maintains service (or degrades 
predictably) during failure conditions

� Recovery validation: confirming that service is restored within defined objectives, including 
recovery time (RTO) and recovery point (RPO)

Both must be demonstrated together. A system that maintains service but cannot recover 
correctly is not complete, and a system that recovers but cannot maintain service under 
failure does not meet resiliency expectations.

Effective validation focuses on end-to-end behavior, not isolated component function. This 
means observing how the system behaves across infrastructure, operating system, 
middleware, application, and management layers during failure and recovery scenarios. The 
goal is to confirm that these layers operate as a coordinated system, producing consistent 
and predictable outcomes.

Validation activities must include:

� Simulating realistic failure scenarios, such as system outages, site failures, or component 
disruptions

� Observing resiliency behavior, including whether service continues, degrades, or 
transitions as expected

� Measuring recovery performance, including time to restore service and the amount of data 
loss under failure conditions

� Verifying correctness after recovery, ensuring that application state, transactions, and data 
integrity are fully restored

� Assessing performance during both failure and recovery, confirming that the system meets 
acceptable thresholds throughout the lifecycle

These tests are not optional, they are essential to confirm that the design intent has been 
successfully implemented and operationalized.

A key principle of validation is that behavior must match intent. The system must behave in 
accordance with the selected deployment pattern and the associated SLOs. 

For example:

� In a failover-capable design, validation must confirm that workloads are redirected 
correctly, recovery occurs within the defined RTO, and data remains consistent within 
RPO constraints

� In a fault-tolerant design, validation must confirm that failures are absorbed without 
service interruption and that system coordination remains intact

� In a restart-based design, validation must confirm that recovery procedures reliably 
restore service within acceptable timeframes and without data corruption

� In a multi-site design, validation must confirm that both continuous operation and recovery 
behavior function correctly across distributed environments

Without this level of validation, resiliency and recovery remain theoretical properties rather 
than demonstrated capabilities.
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Validation also reveals gaps between design and reality. These gaps often arise from 
incomplete coordination across layers, such as:

� Recovery mechanisms that are technically present but not properly integrated with 
application behavior

� Resiliency features that function in isolation but fail to deliver consistent outcomes under 
real failure conditions

� Automation that does not correctly reflect system state, leading to incomplete or incorrect 
recovery actions

Identifying these gaps is a critical outcome of validation. It provides the basis for refining 
architecture, improving implementation, and strengthening operational practices.

Finally, validation must be repeatable and ongoing. Systems evolve, workloads change, and 
operational conditions shift over time. As a result, resiliency and recovery behavior must be 
revalidated regularly to ensure continued alignment with SLOs.

A system is resilient and recoverable only when its observed behavior consistently matches 
its intended behavior under failure conditions.

This principle ensures that both resiliency and recovery are not only designed and 
implemented, but continuously proven in practice.

Validation is defined in Chapter 2.2, “Validating and implementing resiliency decisions” on 
page 18.

8.8  Designing for consistent outcomes

A resilient and recoverable system is defined not by its individual capabilities, but by its ability 
to deliver consistent and predictable outcomes under failure conditions. In practice, this 
means that both resiliency and recovery must function reliably, repeatedly, and in alignment 
with service level objectives.

Consistency is the distinguishing factor between designs that appear correct and those that 
are operationally effective. A system may include the right technologies and still fail to meet 
expectations if its behavior cannot be reproduced under real conditions. Conversely, a simpler 
and more coherent design that consistently delivers the required behavior will provide more 
dependable service than a more complex solution that cannot be reliably operated or 
validated.

Designing for consistent outcomes therefore requires ensuring that:

� Resiliency behavior is predictable, including how the system maintains service, degrades 
under failure, or transitions between states

� Recovery behavior is repeatable, including how quickly service is restored and how 
accurately application and data state are recovered

� Cross-layer interactions are stable, so that infrastructure, operating system, middleware, 
application, and management behaviors reinforce rather than conflict with each other

� Operational execution is reliable, ensuring that both resiliency and recovery actions can be 
performed consistently under real-world conditions

A common source of inconsistency is excessive complexity. As architectures introduce more 
components, dependencies, and coordination mechanisms, the likelihood increases that:
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� Recovery procedures will be executed inconsistently
� Failover or coordination logic will behave differently across scenarios
� Interactions between layers will produce unexpected results

These issues directly impact both resiliency and recovery. A design that cannot be executed 
consistently cannot maintain service predictably, nor can it restore service reliably.

This leads to a fundamental principle:

Resiliency and recovery are achieved through consistent execution, not architectural 
complexity.

In many cases, a design that prioritizes simplicity; while still meeting service level objectives, 
will produce better outcomes than a more advanced design that cannot be reliably operated.

For example:

� A clearly defined restart-based recovery model with well-tested procedures may provide 
more predictable recovery than a highly distributed design with complex dependencies

� A focused failover design with tightly coordinated data and workload management may 
deliver more reliable outcomes than a multi-layered approach with fragmented control 
mechanisms

Consistency also depends on the ability to test and validate behavior repeatedly. If a system 
cannot be exercised under realistic failure conditions on a regular basis, then neither 
resiliency nor recovery can be confidently assumed. Validation must therefore confirm that:

� The same failure scenario produces the same observed behavior
� Recovery time and data consistency remain within defined bounds
� The system returns to a stable and correct state after each event

Designing for consistent outcomes ultimately requires aligning all aspects of the system:

� Architecture must support the intended behavior without introducing unnecessary 
variability

� Implementation must ensure that capabilities are configured correctly and interact as 
expected

� Operational practices must reinforce repeatable execution across both normal and failure 
conditions

When these elements are aligned, the result is a system that performs as expected, not only 
in ideal conditions, but also during disruption and recovery.

A resilient and recoverable system is one whose behavior is consistent, predictable, and 
repeatable across all conditions.

This consistency is what enables organizations to meet service level objectives with 
confidence and maintain trust in system behavior over time.

Consistent outcomes depend on observability and time synchronization (see 4.2.2, “Time 
synchronization” on page 83 and 4.3.1, “Failure classification and recovery behavior” on 
page 87).
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8.9  A practical design approach

Designing for resiliency and recovery is not a one-time activity or a linear sequence of 
technology choices. It is a structured process that ensures system behavior is aligned with 
service level objectives and consistently achievable under real conditions. 

Each step must consider both:

� How the system maintains service during failure (resiliency)
� How the system restores service after failure (recovery)

These two dimensions must be addressed together at every stage, rather than treated as 
separate concerns.

A practical approach follows a repeatable sequence:

1. Define service level objectives

Establish clear, measurable targets for availability, recovery time (RTO), recovery point 
(RPO), performance, and data consistency. These objectives define the required balance 
between resiliency and recovery and provide the criteria for all subsequent decisions.

2. Determine required behavior

Translate service objectives into expected system behavior under failure conditions. This 
includes defining:

– Whether service must continue during failure (resiliency requirement)
– Whether service can be interrupted and subsequently restored (recovery requirement)
– How quickly and how accurately recovery must occur

Select the deployment pattern that best matches this behavior profile.

3. Align capabilities across layers

Identify how capabilities across infrastructure, operating system, middleware, application, 
and management layers must work together to deliver both resilient operation and 
predictable recovery. This step ensures that:

– Resiliency mechanisms support continuous or degraded operation as required
– Recovery mechanisms can restore service within the defined objectives
– Cross-layer dependencies are consistent and coordinated

4. Implement using appropriate technologies

Configure and integrate the selected technologies so they collectively support the 
intended behavior. This includes:

– Redundancy, replication, and failover configurations for both continuity and recovery
– Data protection mechanisms that meet RPO requirements
– Application and middleware behaviors that ensure correct recovery of state
– Automation that coordinates both resiliency actions and recovery procedures

Implementation must ensure that these capabilities operate as a unified system, not as 
isolated features.

5. Assess operational readiness

Confirm that the environment can be operated consistently under both normal and failure 
conditions. This includes validating that:

– Resiliency behaviors (such as failover or workload distribution) function correctly
– Recovery procedures are executable, repeatable, and aligned with RTO and RPO
– Monitoring, automation, and capacity support both continuity and restoration

6. Validate under real conditions
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Test the system under realistic failure scenarios to confirm that observed behavior 
matches intended behavior. Validation must demonstrate:

– Service continuity during failure where required
– Correct and timely recovery when interruption occurs
– Accurate restoration of data and application state
– Acceptable performance during both failure and recovery phases

7. Refine and improve continuously

Use validation results and operational experience to identify gaps between intended and 
observed behavior. Improve both resiliency and recovery capabilities over time by:

– Adjusting architecture to reduce unnecessary complexity
– Enhancing coordination across layers
– Strengthening automation and operational procedures
– Evolving designs as service level objectives change

Design guidance
A successful design is one that consistently delivers both resiliency and recovery outcomes. It 
balances:

� The ability to maintain service during failure
� The ability to restore service after failure
� The practical ability to implement, operate, and validate the system repeatedly

Design principles
Design principles provide guidance for applying resiliency and recovery concepts in a 
consistent and practical manner, such as:

� Define both resiliency and recovery requirements explicitly from the outset

� Ensure every design decision supports end-to-end behavior, not just individual 
components

� Validate that recovery objectives (RTO and RPO) are achievable in practice

� Include both continuity and restoration in performance expectations

� Prioritize designs that can be operated and tested consistently

Core principle
Resiliency and recovery must be designed together, implemented together, and validated 
together to ensure consistent outcomes under failure conditions.

8.10  Supporting diverse workloads

Resiliency and recovery requirements are not uniform across an enterprise. Different 
workloads have different business value, tolerance for disruption, and expectations for 
recovery. As a result, a single, uniform design approach is rarely appropriate. Instead, 
effective resiliency design requires applying different levels of resiliency and recovery 
capability based on workload requirements.

Each workload must be evaluated in terms of:

� Resiliency needs: Whether service must continue during failure, and to what extent 
degradation is acceptable
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� Recovery needs: How quickly service must be restored, and how much data loss can be 
tolerated (RTO and RPO)

These requirements determine the appropriate deployment pattern and the corresponding 
architectural approach.

Workload-driven pattern selection
Enterprise environments typically include a mix of patterns because workloads have different 
continuity profiles:

� Lower-criticality workloads may use restart-based recovery, where service interruption is 
acceptable and recovery occurs after failure. These designs prioritize simplicity and rely 
primarily on recovery mechanisms.

� Business-critical workloads often require failover-capable designs, where disruption is 
minimized and recovery is accelerated through replication and coordinated switching. 
These designs balance resiliency and recovery objectives.

� High-criticality workloads may require fault-tolerant designs, where service continues 
through most failures with minimal need for recovery. These designs emphasize resiliency 
while still maintaining recovery capability for exceptional conditions.

� Mission-critical workloads may require adaptive continuity, where both resiliency and 
recovery are achieved through continuous operation, dynamic coordination, and rapid 
adaptation across systems and sites.

This spectrum reflects a progression from recovery-centered designs to resiliency-centered 
designs, with increasing integration of both dimensions as requirements become more 
stringent.

Balancing outcomes across workloads
Applying different patterns across workloads enables organizations to align design decisions 
with business priorities while maintaining operational efficiency. This approach balances:

� Business value, ensuring that the most critical workloads receive the highest levels of 
resiliency and recovery capability

� System complexity, avoiding unnecessary coordination and overhead for workloads that 
do not require it

� Operational consistency, ensuring that environments can be managed, tested, and 
maintained effectively across all workloads

Importantly, this is not a one-size-fits-all decision. A single environment may simultaneously 
support multiple patterns, with each workload mapped to the appropriate level of resiliency 
and recovery.

Avoiding over-design
A common risk is applying overly complex resiliency and recovery mechanisms to workloads 
that do not require them. This can introduce unnecessary dependencies, increase operational 
effort, and reduce the ability to test and validate behavior consistently.

Conversely, under-designing critical workloads can result in insufficient resiliency or recovery 
capability, leading to failure to meet service level objectives.

The goal is therefore to ensure that each workload has the simplest design that still meets its 
resiliency and recovery requirements.
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Incremental evolution
Workload diversity also enables incremental improvement. Organizations can begin by 
applying more advanced resiliency and recovery designs to a subset of critical workloads and 
gradually expand as operational maturity increases. This allows:

� Targeted investment where it has the greatest impact
� Progressive refinement of recovery processes and resiliency mechanisms
� Continuous alignment with evolving service level objectives

Design principle
Resiliency and recovery must be applied at the workload level, ensuring that each workload 
receives the appropriate balance of continuity and restoration capability based on its service 
level objectives.

8.11  Implementing patterns in practice

Deployment patterns provide a practical way to translate service level objectives into specific 
resiliency and recovery behaviors. Each pattern represents a distinct balance between:

� Resiliency, where service is maintained during failure
� Recovery, where service is restored after failure within defined objectives (RTO and RPO)

These patterns are not independent alternatives. They build on one another, progressing from 
simpler recovery-focused models to increasingly integrated designs where resiliency and 
recovery operate together. Each successive pattern incorporates capabilities and concepts 
from the previous one, adding higher levels of coordination, continuity, and operational 
complexity.

Selecting the appropriate pattern requires evaluating workload requirements and aligning 
them with the desired continuity profile. In most environments, multiple patterns coexist, with 
each workload mapped to the level of resiliency and recovery it requires.

8.11.1  Pattern progression and dependency

The patterns form a cumulative progression:

� Pattern 1 establishes the baseline recovery model, where service is restored after failure 
through restart and local recovery mechanisms.

� Pattern 2 builds on this by introducing coordinated recovery at an alternate location, 
adding replication and failover to reduce downtime and data loss.

� Pattern 3 extends this further by incorporating continuous resiliency, using shared data 
and concurrent execution to minimize the need for recovery under most conditions.

� Pattern 4 builds on all previous patterns by integrating resiliency and recovery across 
multiple active sites, enabling dynamic adaptation while preserving both continuity and 
recovery objectives.

Each step increases the level of coordination across layers and reduces reliance on 
traditional recovery as the primary mechanism for continuity.
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8.11.2  Pattern 1: Reliable base

This pattern prioritizes recovery after failure. Service is interrupted when a failure occurs and 
restored through restart of the affected system or components, typically using backup or 
checkpoint data. This pattern forms the foundation upon which all other patterns build.

Behavioral characteristics
� Service interruption during failure
� Recovery through restart
� Data protection through backup and restore

Representative technologies
� IBM Z platform (IBM z16, IBM z17)
� z/OS recovery and restart services
� IBM DS8000 for local data management
� IBM TS7700 Virtual Tape System
� FlashCopy for point-in-point recovery
� IBM Z NetView and System Automation (basic automation)

What this demonstrates
Resiliency is limited, and recovery is the primary mechanism for restoring service. This 
pattern defines the baseline behavior that more advanced patterns extend.

8.11.3  Pattern 2: Failover capable

This pattern builds directly on Pattern 1 by adding coordinated recovery across systems or 
sites. It reduces the impact of failure through replication and enables faster restoration of 
service at an alternate location.

Behavioral characteristics
� Short interruption during failover
� Recovery at alternate system or site
� Data consistency maintained through replication

Representative technologies
� Multiple IBM Z systems across sites
� IBM DS8000 Metro Mirror or Global Mirror
� IBM Copy Services Manager
� z/OS HyperSwap
� GDPS for coordinated recovery
� IBM Z NetView and System Automation
� Virtual IP addressing (VIPA)

What this demonstrates
This pattern extends the recovery model of Pattern 1 by introducing distributed recovery 
capability. It reduces recovery time and data loss while still relying on recovery as a defined 
event.
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8.11.4  Pattern 3: Fault tolerant

This pattern builds on Patterns 1 and 2 by adding continuous resiliency through shared data 
and concurrent execution. Instead of relying primarily on recovery, the system is designed to 
maintain service during most failure scenarios.

Behavioral characteristics
� Continuous service during component failures
� No restart required for most events
� Workload redistribution and shared data consistency

Representative technologies
� Parallel Sysplex
� Coupling Facilities
� Db2 Data Sharing and IMS Shared Data
� CICSplex and MQ shared queues
� IBM DS8000 with Metro Mirror
� GDPS Metro
� System Automation and NetView

What this demonstrates
This pattern reduces reliance on recovery by masking failures through resiliency 
mechanisms, while still retaining recovery capabilities for conditions that exceed the resiliency 
model.

8.11.4 Pattern 4: Adaptive continuity
This pattern builds on all previous patterns and represents the most complete integration of 
resiliency and recovery. It extends the concepts of redundancy, replication, and shared data 
into a multi-site model where the system dynamically adapts to failures and changing 
conditions.

Behavioral characteristics
� Continuous operation across sites
� Dynamic workload routing and adaptation
� Real-time or near real-time data synchronization
� Integrated resiliency and recovery behavior

Representative technologies
� GDPS Continuous Availability
� IBM InfoSphere Data Replication (Q Replication)
� Db2 multi-site replication
� IBM Multi-site Workload Lifeline
� IBM DS8000 (Metro Mirror as needed)
� IBM Z System Automation and NetView
� Observability tools such as OMEGAMON and Instana

What this demonstrates
This pattern incorporates and extends the capabilities of all prior patterns. Resiliency and 
recovery are no longer distinct operational modes, they are coordinated continuously across 
the environment, enabling both ongoing service and seamless restoration when needed.
192 Business Continuity on IBM Z



Draft Document for Review July 30, 2026 10:39 am 8446ch08.fm
8.12  From understanding to execution

Moving from understanding to execution requires translating resiliency and recovery concepts 
into consistent, repeatable system behavior. This chapter has described how SLOs define the 
required balance between resiliency and recovery, how patterns express that balance as 
intended behavior, and how architecture, implementation, and validation ensure that behavior 
can be achieved in practice.

The deployment patterns provide a clear progression for this translation:

� From recovery-centered designs, where service is restored after failure (Pattern 1)

� To coordinated recovery designs, where failover reduces disruption and data loss 
(Pattern 2)

� To resiliency-dominant designs, where service is maintained through failure in most 
conditions (Pattern 3)

� To fully integrated continuity designs, where resiliency and recovery operate together 
across systems and sites (Pattern 4)

This progression reflects increasing levels of coordination and maturity. As designs evolve, 
reliance on recovery as the primary mechanism decreases, while resiliency becomes more 
dominant. At the same time, recovery remains essential, ensuring that the system can return 
to a fully consistent and correct state when disruption occurs.

Execution therefore requires a disciplined approach that aligns all elements of the system:

� Service level objectives define the measurable targets for both resiliency and recovery

� Deployment patterns define the required system behavior under failure conditions

� Architecture and implementation ensure that capabilities across layers collectively deliver 
that behavior

� Operational readiness and validation confirm that the behavior can be consistently 
achieved and sustained

In practice, organizations rarely implement a single pattern across all workloads. Instead, 
they apply different patterns based on workload criticality, creating a portfolio of resiliency and 
recovery designs that range across the full progression. This allows organizations to:

� Prioritize investment where resiliency and recovery requirements are most demanding

� Apply simpler recovery-based designs where appropriate

� Introduce more advanced, integrated designs where continuity requirements justify the 
complexity

The most effective outcomes are achieved when this progression is applied deliberately and 
continuously. Improvements are typically incremental, starting with critical workloads and 
expanding as capabilities, experience, and operational maturity increase.

However, progression alone is not sufficient. The effectiveness of any design depends on its 
ability to be operated and validated consistently over time. As systems evolve, both resiliency 

Note: Deployment patterns are cumulative. Each pattern builds on the capabilities of the 
previous one, progressively integrating resiliency and recovery to achieve higher levels of 
continuity.
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and recovery behaviors must be continuously verified to ensure they remain aligned with 
changing service level objectives.

By applying this progression in a disciplined way, organizations can move from understanding 
requirements to delivering systems that consistently maintain service and restore service; 
meeting both resiliency and recovery objectives in real-world conditions.

Note: Resiliency and recovery are not one-time achievements; their effectiveness is 
maintained through continuous validation, execution, and refinement as environments 
evolve.
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Appendix A. Data center resiliency 
considerations

This appendix provides reference material and practical guidance for designing, operating, 
and assessing resilient data center environments. It consolidates architectural principles, 
engineering considerations, and operational practices across power, cooling, networking, 
security, business continuity, and disaster recovery disciplines. In addition, it highlights the 
role of independent, third-party certification as a means to validate resiliency claims and 
provide external assurance of design and operational readiness against recognized industry 
standards. The material is intended to support solution architects, data center planners, and 
infrastructure specialists in evaluating design choices, understanding trade-offs, aligning 
resiliency capabilities with availability and recovery objectives, and communicating those 
capabilities to stakeholders using repeatable, auditable evidence.

The topics covered in this appendix, include:

� A.1, “Purpose and scope” on page 196
� A.2, “Core resiliency concepts and definitions” on page 196
� A.3, “Business continuity and disaster recovery foundations” on page 196
� A.4, “Power infrastructure resiliency” on page 197
� A.5, “Cooling and mechanical resiliency” on page 198
� A.6, “Network and telecommunications resiliency” on page 198
� A.7, “Physical and cyber security resiliency” on page 199
� A.8, “Site architecture and facility design” on page 199
� A.9, “Availability targets and cost trade-offs” on page 199
� A.10, “Independent certification considerations (validation)” on page 200
� A.11, “Summary and key takeaways” on page 201
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A.1  Purpose and scope

The architectural principles, design considerations, and operational practices required to build 
and operate resilient data center infrastructure are outlined. The focus is on reducing the 
likelihood of service disruption and minimizing business impact when failures occur, while 
supporting continuous operations for mission-critical workloads.

The intent is to provide practical, technology-oriented guidance that can be applied to new 
data center designs as well as to the modernization of existing facilities.

Throughout this appendix, resiliency is discussed at the data center system level. Individual 
component reliability is important, but overall availability is determined by how systems are 
integrated, operated, and maintained.

Also described is how independent, third-party certification can be used to validate resiliency 
claims and provide external assurance of design and operational readiness against 
recognized industry standards.

The boundaries of the appendix help position the content within broader data center design 
and operations activities used to support architectural, planning, and operational decisions:

� Electrical and mechanical infrastructure
� Thermal management and cooling systems
� Network and telecommunications infrastructure
� Physical and cyber security controls
� Business continuity and disaster recovery (BC/DR)
� Operational processes, testing, and lifecycle management

A.2  Core resiliency concepts and definitions

Foundational terms and metrics commonly used in availability and recovery discussions are 
established to provide a consistent vocabulary. See 1.3.2, “Resiliency domains” on page 5.

These concepts form the basis for evaluating resiliency objectives, comparing design 
alternatives, and interpreting recovery requirements. 

A.3  Business continuity and disaster recovery foundations

Business continuity and disaster recovery approaches should be examined in the context of 
data center architecture and operational readiness. Common recovery strategies are 
compared to illustrate how design choices and automation influence recovery outcomes.

A.3.1  DR strategy spectrum

� No formal DR: Total data loss, indefinite recovery.
� Tape vaulting: Days RPO/RTO; manual recovery.
� Electronic vaulting: Hours RPO/RTO.
� Active replication: Seconds–minutes RPO; hours RTO.

Best practice: Treat data center resiliency as a design constraint from the outset rather 
than a retrofit activity applied late in the planning cycle.
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� Active software replication: Seconds RPO/RTO with automation.

A.3.2  Design implications

� Define DR objectives early with business stakeholders.

� Validate achievable RPO/RTO against storage, network latency, application design, and 
automation.

A.4  Power infrastructure resiliency

Electrical infrastructure considerations should be explored as a primary determinant of data 
center availability. Redundancy models, maintenance impacts, and operational practices are 
highlighted to sustain IT services during power disturbances.

A.4.1  Design objectives

� Remove single points of failure
� Support concurrent maintenance
� Sustain operations during utility and component outages

A.4.2  Key components

� Utility Power: Dual utility feeds from independent substations; physically separated 
entrance paths.

� Renewables: Redundant power feeds from different power renewable sources such as 
natural gas, solar, wind, small modular reactors.

� UPS: 2N architectures with minimum capacity to be able to keep the data center running 
at full load until the generators can start. Usually this can take 10 seconds or less from 
when the power outage occurs. There are two different types of UPS configurations: 

– Batteries: They are simpler technology, but require constant maintenance and it is 
difficult to determine the actual capacity being stored on each battery, 

– Flywheels: They release power by spinning electromagnets (opposite the way 
electricity causes turbines to spin). 

Although battery systems are often configured to supply power for a longer period of time, 
you need to consider how much time is required. Keep in mind that if a generator does not 
start, how long will it take to: 

– Identify the generator did not start 
– Identify the technician responsible for the generator 
– Contact that technician 
– Have him travel on site 
– Debug and fix the problem 
– Manually start the generator 

All this being done during a power outage! With that in mind, having 30 seconds of UPS 
power is a viable option. 

� Generators: N+2 or 2N configurations with minimum 24-hour on-site fuel. If no DR site is 
located out of region, consider 3 days or more of on-site fuel to handle the situation where 
storms come through an area causing infrastructure damage resulting in multi-day 
outages.
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Testing the generators on a regular basis. In addition to verifying the generators are 
functioning, this also makes sure the fuel is being used up so it does not result in sludge 
sitting on the bottom of the tanks, clogging up the pipes. 

Considerations should be given to other types of renewables for cases where the region or 
data center environment might experience an elongated power outage for days or weeks.

� Grounding & Lightning: Code-compliant grounding and surge protection.

A.5  Cooling and mechanical resiliency

Thermal management is addressed as a time-sensitive dependency that can rapidly affect IT 
operations. Failure dynamics, operating envelopes, and mechanical design strategies are 
presented to mitigate thermal risk.

A.5.1  Key considerations

� Cooling failures escalate in minutes in high-density environments.
� Thermal thresholds may be exceeded within 60–100 seconds.
� Max temperature change: 5°C per 15 minutes; 20°C per hour.

A.5.2  Strategies

� N+1 cooling redundancy
� Cooling on backup power
� Fast-restart chillers
� Thermal energy storage
� Hot/cold aisle containment

Containment systems have the advantage of controlling air flow within the data center, either 
making sure the cold air is directed only to the front of the servers, or to make sure the hot air 
is directed only towards the back of the data center where the Computer Room Air 
Conditioners (CRACs) are located. Either system can save 30% of power requirements 

Although the CRACs can filter out particulates in the air, they do not filter out chemicals such 
as Sulphur. Sulfur reacts with the Copper in the electronics causing corrosion and equipment 
failures. 

Sealed off data center. Prevent outside air from entering via windows or doors. Recycling 
filtered air protects against dust, pollutants, and small animals from entering.

A.6  Network and telecommunications resiliency

Network and telecommunications designs should be reviewed with a focus on maintaining 
connectivity during component or path failures. Architectural patterns and physical diversity 
considerations should be emphasized.

A.6.1  Design approach

� Dual physically diverse paths
� Redundant core/aggregation
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� MLAG/TRILL/SPB for loop-free redundancy
� Carrier and fiber diversity

A.7  Physical and cyber security resiliency

Physical and cybersecurity controls should be positioned as integral contributors to 
availability. Preventive controls and monitoring capabilities like IBM Z Cyber Vault should be 
considered to reduce the operational impact of security-related incidents. For detailed 
architecture and implementation guidance, refer to Getting Started with IBM Z Cyber Vault.

A.7.1  Controls

� Multi-factor access control
� Biometric authentication where justified
� Integrated surveillance
� Zero-trust security
� SIEM monitoring
� Distributed Denial-of-Service (DDoS) mitigation

A.8  Site architecture and facility design

Facility-level architecture and site considerations should be reviewed to address 
environmental, operational, and maintainability risks that influence long-term availability.

This can include physical security on the data center such as “mantraps” to prevent 
unauthorized access, or more extreme measures such as angled cement walls to minimize 
blast impact. Also, avoid having backup generators and equipment in low lying areas for 
protection against flooding.

A.8.1  Principles

� Single-fault tolerance
� Concurrent maintainability
� Elimination of shared failure domains

A.8.2  Operations

� 24x7 operations
� Preventive maintenance
� Regular failover testing
� Defined escalation procedures

A.9  Availability targets and cost trade-offs

The relationship between availability objectives and investment should be examined to 
support informed trade-off decisions among redundancy, automation, and cost.
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Higher availability levels require increased redundancy, automation, and capital and 
operational expenditure. Architects must balance cost against business impact of downtime.

A.10  Independent certification considerations (validation)

Independent, third-party certification should be considered as part of a broader resiliency 
strategy when clients need to demonstrate that a data center’s design, infrastructure, and 
operational readiness align with recognized industry standards. Certification provides an 
external validation mechanism that can strengthen stakeholder confidence and support risk 
management objectives.

A.10.1  Relevant resiliency-focused certifications

Two of the most relevant third-party certifications for data center resiliency are the Uptime 
Institute Tier Certification and TIA-942 Certification. These certifications are commonly used 
to validate infrastructure design and readiness against established, industry-recognized 
criteria.

Uptime Institute Tier Certification
Uptime Institute Tier Certification focuses on the resilience and availability characteristics of a 
data center and is often used to demonstrate that a facility is capable of meeting expected 
redundancy and uptime requirements. The certification process typically includes:

� Application submission
� Documentation review
� Tier classification assessment
� On-site inspection
� Final certification decision

TIA-942 Certification
TIA-942 Certification evaluates a data center’s telecommunications infrastructure and overall 
conformity to the TIA-942 standard, confirming that structured requirements for infrastructure 
design and implementation are met. The certification process typically includes:

� Pre-inspection activities 
� Documentation review 
� On-site inspection 
� Certification decision

Benefits of certification
Certification efforts can provide multiple resiliency and business-alignment benefits, 
including:

� Enhanced credibility: Demonstrates commitment to industry best practices and can 
improve credibility with customers and stakeholders.

� Increased customer confidence: Provides assurance that rigorous standards for reliability, 
availability, and performance have been assessed. 

� Competitive differentiation: Certified facilities can be positioned to attract customers 
seeking higher-quality, standards-based services. 

� Operational efficiency: The assessment process can help identify improvement areas, 
supporting reduced downtime and stronger operations. 
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� Compliance and risk management: Supports alignment to recognized standards and 
strengthens overall risk management posture.

A.10.2  How to use certification results effectively

Certification outcomes should be treated as inputs to continuous improvement rather than a 
one-time milestone. Findings and recommendations can be translated into prioritized 
remediation plans and operational controls (for example, documentation discipline, inspection 
readiness, and evidence-based validation of resiliency claims).

A.11  Summary and key takeaways

Key resiliency themes are reinforced by consolidating architectural and operational 
considerations necessary for sustained availability, including:

� Defining availability, RTO, and RPO objectives with business stakeholders early in the 
planning cycle.

� Designing for failure and recovery by eliminating single points of failure and reducing 
shared failure domains across facility systems.

� Enabling concurrent maintainability through appropriate redundancy choices and 
operational discipline.

� Testing under realistic conditions through regular validation of failover procedures and 
operational readiness.

� Using independent, third-party certification (for example, Uptime Institute Tier Certification 
and TIA-942 Certification) to validate resiliency claims and provide auditable evidence of 
design and operational alignment to recognized standards.

� Treating certification outcomes as continuous improvement inputs by translating findings 
into remediation actions, operational controls, and lifecycle management practices.

� Aligning energy efficiency initiatives with resiliency goals to avoid unintended availability 
trade-offs.

Best practice: Align certification targets with agreed availability objectives (including 
RTO/RPO expectations) and use certification evidence to validate design and operational 
readiness claims in a repeatable, auditable way.
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Appendix B. Sustaining acceptable 
performance

The ability to sustain acceptable performance while rapidly restoring full service is critical for 
meeting SLAs/SLOs and minimizing business impact. IBM Z provides a set of capacity 
offerings and capabilities that address performance resilience across operational phases. 

This appendix focuses on four solutions that work particularly well together: On/Off Capacity 
on Demand, IBM Z Tailored Fit Pricing for Hardware, IBM Z Flexible Capacity for Cyber 
Resiliency (Flexible Capacity), and System Recovery Boost. 

The topics covered in this appendix include:

� B.1, “Mitigating runtime degradation: Capacity on Demand (CoD)” on page 204
� B.2, “Adapting to unpredictable high spikes: Tailored Fit Pricing for Hardware” on page 204
� B.3, “Real-time workload mobility: Flexible Capacity” on page 205
� B.4, “Accelerating recovery: System Recovery Boost (SRB)” on page 205
� B.5, “A holistic performance and resiliency strategy” on page 206

B
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B.1  Mitigating runtime degradation: Capacity on Demand (CoD)

IBM Z Capacity on Demand provides dynamic, event-driven scaling of system resources such 
as CPU and memory. This capability is particularly valuable when systems experience 
transient performance degradation due to unexpected workload spikes, failover scenarios, or 
resource contention.

Instead of operating in a constrained state (for example, CPU saturation or memory 
pressure), CoD allows temporary or permanent activation of additional capacity to maintain 
service levels.

From a performance perspective:

� During peak workloads or abnormal demand, CoD can be activated to prevent 
bottlenecks, reducing response time degradation and avoiding queuing delays

� When workloads shift unexpectedly (for example, failover from another system or batch 
overlap), CoD helps absorb surges without requiring permanently idle capacity

� Different CoD models (On/Off CoD, Elastic CoD, Utility CoD, and others) align with varying 
workload patterns, enabling optimization across both cost and performance resilience

CoD therefore serves as the primary mechanism for maintaining service levels during stress 
conditions.

B.2  Adapting to unpredictable high spikes: Tailored Fit Pricing 
for Hardware

Tailored Fit Pricing for Hardware (TFP Hardware) is a solution designed specifically to help 
customers better control their unpredictable, spiky, business critical workloads.

TFP Hardware provides a capacity corridor that sits on top of customers’ owned capacity. 
This capacity corridor is activated 24/7 (“always-on”), allowing organizations to:

� Effortlessly adapt to workload spikes without manual intervention

� Reduce the need to rely on manual activation/deactivation of temporary capacity through 
solutions like On/Off CoD

� Eliminate the need to buy capacity to the peaks

� Gain headroom for incremental workload growth

From a performance perspective, TFP Hardware:

� Mitigates performance degradation during unexpected peaks: When workloads spike 
beyond permanent capacity, TFP Hardware capacity automatically becomes available, 
preventing CPU saturation and maintaining response times

� Eliminates the need for manual intervention: Unlike offerings that require activation 
requests, TFP Hardware capacity is immediately accessible when needed

� Provides consistent headroom: The capacity corridor ensures that systems have 
breathing room to handle variability without requiring over-provisioning of permanent 
capacity
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B.3  Real-time workload mobility: Flexible Capacity

IBM Z Flexible Capacity for Cyber Resiliency is a replacement capacity offering designed to 
provide real-time workload mobility and capacity flexibility between IBM Z systems within the 
same enterprise. This offering enables organizations to:

� Dynamically shift workloads between systems across sites or within the same datacenter 
by leveraging temporary replacement capacity, enabling extended-term capacity swaps 
between data centers or within the same data center.

� Maintain operational flexibility through extended-term scenarios, such as disaster 
recovery, compliance requirements, proactive threat avoidance, and facility maintenance

� Fully automate the transfer of workloads between systems with tools like IBM GDPS, 
enabling organizations to meet compliance requirements with ease and avoid business 
disruption from in the case of a disaster.

From a performance and resiliency perspective, Flexible Capacity for Cyber Resiliency 
provides:

� Workload mobility without performance degradation: Capacity can be shifted between 
systems to support failover scenarios, enabling workloads to maintain performance levels 
when moved to alternate data centers

� Extended DR testing capabilities: Organizations can activate capacity on DR systems for 
extended periods to conduct thorough testing without impacting production capacity 
allocations

� Compliance and proactive flexibility: Capacity can be redistributed to demonstrate 
regulatory compliance, or to proactively avoid disruption from impending events such as 
natural disasters or cybersecurity threats.

B.4  Accelerating recovery: System Recovery Boost (SRB)

In contrast to CoD, IBM Z System Recovery Boost specifically targets post-event recovery 
performance rather than steady-state or runtime conditions.

Following a planned or unplanned disruption, systems typically experience a period of 
intensive processing due to:

� Restarting subsystems and middleware
� Rebuilding caches and buffers
� Executing database recovery operations such as log replay, roll-forward, or rollback

SRB temporarily increases available processing capacity during this critical phase, delivering 
several key benefits:

� Reduces recovery time by accelerating system initialization and restart sequences

� Helps clear accumulated backlogs more quickly, minimizing the duration of degraded 
service levels

� Prevents secondary performance impacts, such as cascading delays or SLA violations, 
during catch-up processing

SRB directly improves the system’s ability to return to normal operating conditions quickly and 
predictably.
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B.5  A holistic performance and resiliency strategy

Together, On/Off CoD, TFP Hardware, Flexible Capacity, and SRB provide a layered and 
complementary approach to performance resilience:

� Baseline optimization:

TFP Hardware ensures each system can handle unexpected local demand spikes, while 
mitigating performance degradation during unexpected peaks. 

� Before or during stress: 

– On/Off CoD enables capacity to be dynamically added, providing an extra layer of 
protection on top of TFP Hardware to mitigate performance degradation and maintain 
service levels during excessive workload spikes or failover events.

– Flexible Capacity enables capacity flexibility across systems to support DR, 
compliance, and operational needs.

� After disruption: SRB accelerates recovery, shortens downtime impact, and enables faster 
return to steady-state operation.

This integrated approach ensures that systems are not only capable of sustaining acceptable 
performance under adverse conditions but are also able to recover rapidly and efficiently. 
Such capabilities are essential for modern enterprise environments, where both continuous 
availability and rapid recovery are critical to meeting business and operational requirements.
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Appendix C.  Best practices: Reducing risk

This appendix provides best practices for the infrastructure and operating system (z/OS) 
layers. It is important to remember that each component of an architectural solution 
addresses a specific set of risks. No single capability mitigates all risks. Therefore, risks must 
be explicitly identified and documented. SLA, SLO, RTO, and RPO requirements must be 
defined with business stakeholders, and risks must be mapped to the appropriate 
architectural controls (technical capabilities.

The primary objective is the availability of business and application services. The following 
considerations, from a business services perspective, influence architectural design:

� Business services–infrastructure dependency
Eliminate single points of dependency on hardware, z/OS, subsystems, or network paths. 
Use Parallel Sysplex and related capabilities to distribute workloads and avoid reliance on 
a single component.

� Software and operational dependency
Mitigate risks from application, software, and human error that could impact a single 
system, subsystem, or network path. Ensure services can recover independently of a 
single fault domain.

� Hardware component availability
Design for failure of core infrastructure components, including CPCs, storage, and network 
infrastructure. Ensure redundancy across all critical elements.

� Infrastructure component specialization
Avoid designs that depend on unique or non-redundant resources (for example, 
specialized hardware such as cryptographic adapters available on a single CPC).

� Recovery objectives (RTO and RPO)
Optimize for the shortest possible recovery time. Where appropriate, maintain workloads 
within the same data center to reduce recovery time and avoid cross-site failover delays.

� z/OS and subsystem resiliency
Minimize disruptive IPLs and subsystem restarts from an application perspective. Use 
Parallel Sysplex and workload distribution to maintain continuity during maintenance and 
failures.
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� Consistent resiliency across failure scenarios
Ensure that resiliency levels are maintained whether workloads are running in the primary 
or secondary data center.

� Failback capability
Provide the ability to return workloads to the original data center within a defined and 
acceptable timeframe after issue resolution.

For more details about resiliency ranges and strategy, see the patterns described in 
Chapter 2, “IBM Z deployment patterns: Behavior under disruption” on page 15. 

C.1  Infrastructure layer

The infrastructure layer defines the underlying foundation on which all IBM Z workloads 
operate, influencing overall performance, availability, scalability, and resiliency. Effective 
infrastructure design requires a holistic approach that spans compute resources, memory, I/O 
connectivity, networking, and subsystem integration, with consistent attention to capacity, 
lifecycle management, and operational readiness. The following guidance outlines best 
practices across these domains to help establish a robust, efficient, and future-ready 
environment capable of meeting both current and evolving business demands.

C.1.1  Compute

A well-designed IBM Z compute environment should be driven by business requirements, 
workload growth projections, resiliency objectives, and long-term lifecycle considerations. The 
following best practices can help ensure that IBM Z compute infrastructure remains current, 
supportable, and capable of meeting both current and future workload demands.

Hardware lifecycle management
Hardware lifecycle management is essential to maintaining a stable, supportable, and 
forward-looking infrastructure. Proactive lifecycle practices help ensure that environments 
remain aligned with vendor support, benefit from the latest innovations, and avoid the risks 
associated with aging technology. The following guidelines outline key considerations for 
managing hardware currency, planning timely refresh cycles, tracking critical lifecycle 
milestones, and leveraging new capabilities to sustain long-term operational effectiveness.

Maintain current and supported hardware
Ensure that your infrastructure is based on current, supported hardware models, including 
IBM Z systems, storage systems, SAN infrastructure, backup platforms, archival solutions, 
and associated components.

Operating older hardware platforms can:

� Limit access to new features, functions, and performance improvements.

� Increase exposure to known hardware and software defects that have been addressed in 
newer releases.

� Create software compatibility challenges as operating systems and middleware advance.

� Increase operational and support risks associated with aging technology.
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Avoid extended upgrade cycles
Regular hardware refreshes reduce upgrade complexity and implementation risk. Upgrading 
from an N-1 generation server to the current model is typically less disruptive than attempting 
to upgrade from an N-2 or older generation.

Establish a technology refresh strategy that maintains alignment with IBM hardware release 
cycles and minimizes large-scale modernization projects.

Monitor hardware and LIC withdrawal dates
Organizations should proactively manage hardware lifecycle milestones and avoid reaching:

� Hardware Withdrawn From Marketing (HW WDFM) dates, after which it may no longer be 
possible to order additional adapters, features, or hardware upgrades.

� Licensed Internal Code Withdrawn From Marketing (LIC WDFM) dates, after which 
LIC-based features and Capacity on Demand offerings may no longer be available for 
purchase.

Hardware refreshes and upgrade projects should be planned well in advance of these 
milestones to avoid operational constraints and procurement challenges.

Stay current with new capabilities
Regularly review enhancements introduced in new IBM Z hardware generations and evaluate 
opportunities to leverage new capabilities that improve performance, resilience, security, 
operational efficiency, and workload optimization.

Hardware configuration and design
Hardware configuration and design decisions play a critical role in establishing a resilient, 
efficient, and flexible infrastructure. Thoughtful planning at this layer helps optimize 
performance, improve operational continuity, and reduce risk across both routine operations 
and failure scenarios. The following considerations highlight key areas where architectural 
choices can enhance system availability, resource utilization, and overall data center 
reliability.

Consider multi-drawer configurations
Multi-drawer configurations can provide additional operational flexibility, including the ability in 
certain circumstances to perform processor drawer replacement activities without requiring a 
complete system outage, depending on the hardware model and configuration.

Exploit Flexible Memory
Consider implementing Flexible Memory capabilities to improve memory utilization, increase 
operational flexibility, and optimize resource allocation across workloads and partitions.

Implement redundant power designs
Data center operations teams should provide accurate power and facility information during 
hardware installation planning. Make sure of the following critical items are addressed:

� Connect each Central Electronics Complex (CPC) to multiple independent power sources.

� Utilize separate Uninterruptible Power Supply (UPS) systems.

� Validate power redundancy through documented facility standards and testing 
procedures.

Physically separate IBM Z systems
For environments requiring high availability and resiliency, locate each IBM Z system in 
separate data centers whenever practical.
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Physical separation reduces the likelihood that a single facility-related event will 
simultaneously affect all IBM Z systems supporting critical business services. This 
approach minimizes the risk of outages caused by:

� Power failures
� Cooling issues
� Water leaks
� Fire suppression incidents
� Human error

Capacity planning and processor sizing
Capacity planning and processor sizing are foundational to ensuring that systems deliver 
consistent performance while meeting both current and future workload demands. Accurate 
sizing is not a one-time activity but an ongoing discipline that aligns infrastructure investments 
with evolving business requirements. The following practices emphasize a structured, 
data-driven approach to capacity management, supported by IBM tools and expertise, to help 
achieve optimal processor configuration and long-term scalability.

Base sizing decisions on formal capacity planning
Processor sizing should be based on a comprehensive capacity planning study that 
considers:

� Current workload characteristics
� Historical growth trends
� Seasonal workload fluctuations
� Planned application deployments
� Availability and recovery requirements
� Future business growth

An effective capacity management process should continuously monitor utilization trends and 
forecast future requirements.

Engage IBM technical resources
Work closely with IBM representatives and technical specialists to determine the appropriate 
processor configuration for your environment. Their expertise can help ensure hardware 
selections align with current and projected workload demands.

Use IBM zPCR for hardware evaluation
Always use the IBM z Processor Capacity Reference (zPCR) tool when evaluating server 
models and sizing alternatives.

The zPCR tool helps organizations:

� Compare hardware models.
� Estimate capacity requirements.
� Evaluate migration scenarios.
� Determine the most appropriate processor configuration for projected workloads.

IBM representatives can also assist in performing zPCR assessments and interpreting 
results.

Capacity management 
Capacity management is a critical discipline for maintaining optimal system performance, 
ensuring efficient resource utilization, and supporting predictable service delivery. A 
well-executed capacity strategy balances workload demand with available processing power, 
avoids bottlenecks, and provides the flexibility needed to handle growth and variability. The 
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following guidelines outline best practices for sizing specialized and general-purpose 
processors, maintaining adequate headroom, and establishing continuous monitoring 
processes to proactively manage capacity and performance.

Properly size zIIP capacity
Configure and purchase z Integrated Information Processors (zIIPs) to ensure they are not 
highly utilized during normal operating conditions.

As a general guideline:

� Target average zIIP utilization below 60%.
� Minimize workload queuing delays.
� Reduce overflow processing to General Purpose Processors (CPs).
� Preserve capacity for workload spikes and growth.

Maintain general processor headroom
Maintain sufficient unused processing capacity (“white space”) within the General Purpose 
Processor (CP) environment to accommodate expected and unexpected workload surges.

Organizations not utilizing Temporary Flexible Capacity for Production (TFP-HW) or other 
Capacity on Demand capabilities should be particularly attentive to processor headroom 
requirements.

While requirements vary by environment, maintaining approximately 15% available GCP 
capacity is often a reasonable starting point.

Continuously improve capacity management processes
Establish a mature capacity and performance management process that:

� Continuously monitors resource utilization.
� Identifies emerging constraints.
� Anticipates future compute requirements.
� Supports proactive hardware and capacity planning decisions.

Taking corrective action before resource saturation occurs reduces operational risk and helps 
maintain service-level objectives.

Maintenance and exploitation readiness
Maintenance and exploitation readiness is a key enabler for safely introducing new hardware 
capabilities and ensuring stable, predictable system behavior. Proper preparation helps 
confirm that all prerequisite fixes and service levels are in place before exploiting new 
functions, reducing the risk of disruption and compatibility issues. The following guidelines 
emphasize the importance of reviewing FIXCAT requirements, applying the necessary 
maintenance, and leveraging structured upgrade workflows to support consistent and low-risk 
hardware transitions.

Review FIXCAT Requirements Before Exploiting New Capabilities
Prior to implementing new hardware capabilities or exploiting new functions, review all 
applicable FIXCAT categories and ensure required maintenance has been installed.

Reference the IBM publication IBM Fix Category Values and Descriptions for current 
FIXCAT information.
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Apply Required Hardware Exploitation Maintenance
Before upgrading hardware models or enabling new hardware functions, verify that 
maintenance associated with the following FIXCAT categories has been applied:

� IBM.Device.Server.ModelXXXX.Exploitation

Contains fixes required to exploit the capabilities of the IBM Z hardware server while 
running z/OS and related software products, either directly on the server or within a 
sysplex containing the server.

� IBM.Device.Server.ModelXXXX.RecommendedService

Contains fixes recommended for operating z/OS and related software products on the IBM 
Z hardware server or within a sysplex containing the server.

� IBM.Device.Server.ModelXXXX.RequiredService

Contains fixes required for running z/OS and related software products on the IBM Z 
hardware server or within a sysplex containing the server.

Use z/OSMF upgrade workflows
Leverage the z/OSMF Upgrade Workflow corresponding to the target IBM Z hardware model 
during both the planning and implementation phases of hardware upgrades.

Using the workflow helps organizations:

� Validate readiness requirements.
� Identify prerequisite software and maintenance.
� Standardize upgrade procedures.
� Reduce implementation risk.
� Improve project execution consistency.

Recommendations
To maintain a modern, resilient, and scalable IBM Z compute environment:

� Keep hardware platforms current and fully supported.
� Plan hardware refreshes well before HW WDFM and LIC WDFM milestones.
� Use formal capacity planning and zPCR modeling to drive sizing decisions.
� Maintain adequate zIIP and GCP capacity headroom.
� Deploy redundant power and facility designs.
� Physically separate CPCs when designing for high availability.
� Apply all required FIXCAT maintenance before exploiting new hardware capabilities.
� Utilize z/OSMF Upgrade Workflows to standardize hardware upgrade activities.
� Continuously improve performance and capacity management processes.

C.1.2  Memory

Adequate memory capacity plays a critical role in maintaining system performance, 
operational flexibility, and future scalability. The following best practices should be considered 
when planning and managing memory resources:

� Leverage Flexible Memory

Consider implementing Flexible Memory options to increase memory drawer availability, 
simplify memory configuration, and support higher levels of workload concurrency. 

Note: ModelXXXX is the IBM Z model and machine type. For example, the IBM z17 ME1 
would be z17-9175.
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Flexible Memory provides greater agility in managing memory resources while helping to 
optimize system utilization.

� Plan for Future Growth

Install more physical memory than is currently required whenever possible. This approach 
enables future memory capacity upgrades to be performed concurrently, reducing the 
likelihood of requiring disruptive memory drawer upgrades and providing a smoother path 
for growth.

� Enable Dynamic Memory Expansion

Since its early releases, z/OS has supported dynamic memory addition without requiring 
an IPL. To take advantage of this capability, ensure that sufficient reserved memory is 
defined for each LPAR. This allows additional memory to be activated through a simple 
z/OS command, enabling non-disruptive and concurrent capacity expansion when 
business demands increase.

� Exploit Memory-Intensive Functions

Increasing memory capacity and optimizing the use of memory-intensive functions, such 
as Db2 buffer pools and DFSORT, can significantly improve batch-processing 
performance. Enhanced memory availability can reduce elapsed batch processing time, 
shorten batch windows, and minimize the risk of batch workloads extending into online 
processing periods. These improvements contribute to greater system efficiency, 
improved service levels, and reduced operational risk.

Implementation of these memory best practices can provide:

� Improved workload performance and throughput
� Reduced batch-processing elapsed times
� Greater operational flexibility through dynamic memory activation
� Increased system scalability to support future growth
� Reduced disruption during memory capacity upgrades
� Lower risk of batch and online workload contention
� Enhanced overall system efficiency and responsiveness

Recommendations 
Design memory configurations with both current workloads and future growth requirements in 
mind, ensuring that memory resources can be expanded dynamically and without disruption 
whenever possible.

C.1.3  I/O subsystem and I/O connectivity

To ensure high availability, resiliency, and optimal performance of the IBM Z I/O infrastructure, 
follow these best practices when designing and implementing I/O connectivity. 

I/O configuration planning
Use the IBM Z Connectivity Mapping Tool (formerly the CHPID Mapping Tool) to prepare 
IODF definitions for IBM Z hardware. The tool, available through IBM Resource Link, maps 
physical I/O ports on supported IBM Z servers to the Channel Path Identifiers (CHPIDs) 
defined in IOCP source statements. This mapping helps eliminate single points of failure by 
ensuring that critical paths are distributed appropriately across the I/O infrastructure. In 
addition, the tool can significantly reduce the effort required when installing new hardware or 
upgrading existing configurations. For detailed instructions, refer to the IBM Z Connectivity 
Mapping Tool User Guide available on the IBM Documentation website.
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FICON connectivity and redundancy
Connect FICON features located in the IBM Z I/O drawers to storage-system ports through at 
least two independent Fibre Channel (FC) switches. This design helps maintain availability 
during planned maintenance activities or unplanned FC switch outages.

Configure each Logical Control Unit (LCU) with multiple channel paths. Wherever possible, 
implement the maximum number of supported channel paths for each LCU to maximize 
availability and path redundancy.

Select FICON features for these channel paths from different domains and I/O drawers to 
eliminate single points of failure and enhance resiliency.

Configure fiber connections from FC switches to terminate on redundant storage-system 
ports, ensuring alternative paths remain available in the event of a component failure.

Performance optimization
Implement z High Performance FICON (zHPF), including VTOC zHPF support, to improve I/O 
efficiency and reduce channel overhead. Ensure that all required maintenance associated 
with the z/OS Fix Category IBM.Function.zHighPerformanceFICON has been applied.

Evaluate the use of zHyperLink for eligible low-latency I/O workloads. Ensure that all 
required maintenance associated with the z/OS Fix Category IBM.Function.zHyperLink has 
been applied before implementation.

Operational readiness
During connectivity planning, maintain an inventory of spare cables for each cable type used 
within the environment. Having replacement cables readily available can significantly reduce 
recovery time in the event of cable failures or connectivity-related incidents.

Expected benefits
Implementing these best practices provides the following benefits:

� Improved availability and resiliency through redundant I/O paths.

� Elimination of single points of failure within the storage connectivity infrastructure.

� Enhanced I/O performance through zHPF and zHyperLink technologies.

� Reduced implementation and upgrade effort through the use of the IBM Z Connectivity 
Mapping Tool.

� Faster recovery from connectivity-related failures through operational preparedness.

C.1.4  Coupling Facility 

The Coupling Facility (CF) is a critical component of a Parallel Sysplex environment and plays 
a significant role in determining the overall availability, resiliency, and recovery characteristics 
of the platform. When designing a CF configuration, the primary objectives should be:

� Eliminate single points of failure wherever possible.
� Provide failure isolation for critical structures.
� Minimize recovery times following failures.
� Support future growth and workload expansion.
� Balance resiliency objectives against infrastructure and operational costs.

Even in a single-system configuration, deploying at least two Coupling Facilities can 
significantly improve availability.
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Certain failure scenarios can impact an entire CF image. When a second CF is available, 
affected structures can be rebuilt while maintaining z/OS availability. Although this 
configuration still contains IBM Z platform-level single points of failure, it reduces the risk 
associated with the loss of a single Coupling Facility image.

For production environments, designing for the availability of multiple CFs to support structure 
recovery and continuous operation should be considered to:

� Improved availability
� Structure rebuild capability
� Reduced outage exposure
� Better support for maintenance activities

Implement failure isolation for critical structures
Certain CF structures are considered critical and require failure isolation. Examples include 
Db2 IRLM lock structures and other subsystem structures whose loss could require a 
subsystem-wide or group-wide restart.

Without appropriate failure isolation, the loss of a structure may lead to:

� Group-wide Db2 restart
� Group-wide IMS restart
� Extended application outages
� Increased recovery complexity

When designing a multisystem sysplex, avoid placing critical CF structures on the same 
IBM Z system as the dependent subsystem whenever practical.

The preferred approaches are:

� Place structures in a stand-alone (external) CF.
� Duplex structures across independent CFs located on different IBM Z systems.

These approaches provide failure independence and allow unaffected subsystems to 
continue processing following a failure.

Note: IBM literature commonly refers to this concept as failure independence.

Evaluate external CF versus Duplexing
Failure isolation requirements can be satisfied through either:

� Stand-alone (External) Coupling Facilities
� System-managed duplexing
� A combination of both

External CF advantages
A stand-alone CF provides:

� Strong failure isolation
� Simplified recovery processing
� Reduced dependency on the application CPC
� Improved resiliency characteristics

In many cases, an External CF can satisfy failure-isolation requirements without requiring 
structure duplexing.
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Duplexing advantages
Structure duplexing provides:

� Additional protection against CF failures
� Faster structure recovery
� Additional resiliency for critical workloads

Depending on recovery objectives and business requirements, organizations may choose to 
implement both External CFs and duplexing.

Use Asynchronous Duplexing where appropriate
Traditional synchronous system-managed duplexing provides high levels of protection but can 
introduce measurable performance overhead.

The associated costs may include:

� Increased CF service times
� Increased z/OS CPU utilization
� Additional ICF processor requirements
� Additional CF link utilization

For Db2 lock structures, Asynchronous CF Lock Duplexing provides an attractive alternative 
by reducing much of the performance impact associated with synchronous duplexing while 
maintaining availability benefits.

Organizations should evaluate this capability whenever Db2 data-sharing environments 
require lock structure resiliency.

Design CF connectivity for high availability
Connectivity between z/OS images and CFs should be designed to eliminate 
connectivity-related single points of failure.

� Connect each LPAR to every CF.
� Use a minimum of two independent connectivity paths.
� Prefer three paths when practical.
� Eliminate single cable, adapter, or path dependencies.

Multiple paths ensure continued connectivity in the event of:

� Link failures
� Adapter failures
� Cabling failures
� Planned maintenance activities

CF-to-CF connectivity
When implementing system-managed duplexing, establish dedicated CF-to-CF 
communication links.

These links should be isolated from the z/OS-to-CF communication paths to:

� Reduce contention
� Improve duplexing performance
� Improve separation of failure domains
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Size CFs for recovery, not just normal operations
A common design mistake is sizing Coupling Facilities only for normal operating conditions.

CF capacity planning should consider:

� Structure rebuild activities
� Planned maintenance events
� Disaster recovery scenarios
� Workload growth
� Temporary workload spikes

Ensure that CF LPARs have sufficient to support recovery and rebuild operations without 
creating secondary bottlenecks, this includes:

� Memory
� ICF processors
� Connectivity bandwidth

For production environments, dedicated ICF engines are recommended.

Use CFSizer for capacity planning
IBM provides the Coupling Facility Structure Sizer (CFSizer) to assist with structure sizing 
activities.

CFSizer determines appropriate structure sizes based on:

� Workload characteristics
� Product requirements
� Current CFLEVEL capabilities

Organizations should use the z/OSMF-based implementation of CFSizer available through 
the Sysplex Management function.

The z/OSMF implementation provides:

� Integrated administration
� Formal IBM support
� Enhanced sizing capabilities
� Continued strategic direction from IBM

Consider using the z/OSMF implementation rather than Resource Link web interface.

Fully exploit sysplex resiliency capabilities
Implementing a Parallel Sysplex and enabling data sharing alone does not fully exploit the 
resiliency capabilities available within the platform.

Additional functions should be evaluated and implemented where appropriate, including 
capabilities related to:

� Workload balancing
� Data sharing
� Network resiliency
� Security resiliency
� Storage resiliency
� Subsystem availability
� Automation and recovery

Organizations should regularly review newly available resiliency functions introduced in z/OS, 
middleware products, and IBM Z hardware to ensure that the platform continues to meet 
evolving availability objectives.
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Plan for future growth
High-availability environments should be designed with future expansion in mind.

Consider pre-installing:

� Spare ICF adapters
� Additional CF connectivity infrastructure
� Additional cabling paths
� Reserved CF capacity

Although these components can typically be added nondisruptively, having them available in 
advance reduces operational effort and accelerates deployment when growth or recovery 
requirements arise.

Recommendations
For production Parallel Sysplex environments:

� Deploy at least two Coupling Facilities.
� Provide failure isolation for critical structures.
� Use External CFs and/or duplexing for critical workloads.
� Evaluate asynchronous duplexing for Db2 lock structures.
� Connect every LPAR to every CF using multiple paths.
� Use dedicated CF-to-CF links when duplexing.
� Size CF resources for recovery scenarios, not just steady-state workloads.
� Use dedicated ICF engines in production environments.
� Use z/OSMF CFSizer for structure sizing.
� Continuously evaluate and implement available sysplex resiliency functions.
� Plan CF capacity and connectivity for future growth.

Network
Design, implement, and maintain a resilient network infrastructure that eliminates single 
points of failure (SPOFs), supports continuous connectivity, and enables efficient operational 
recovery in the event of network component failures.

� Provide redundant router connectivity

Ensure that Network Express adapters are connected to multiple external routers within 
the IT infrastructure. This design eliminates a single point of failure and helps maintain 
connectivity between IBM Z systems and external networks if a router becomes 
unavailable.

� Validate router failover scenarios

Regularly test network failover capabilities to verify that connectivity continues 
uninterrupted when an external router fails. The effectiveness of failover depends on the 
overall network architecture and configuration; therefore, testing should be performed 
under realistic operating conditions.

� Monitor network adapter utilization

Continuously monitor the utilization of Network Express adapters and associated network 
resources. Avoid sustained high utilization levels that may impact performance or 
availability. Plan and deploy additional network adapters proactively when utilization trends 
indicate future capacity constraints.

� Eliminate network adapter SPOF

Configure each z/OS LPAR with access to at least two independent Network Express 
adapters, regardless of the current workload requirements. This approach reduces the risk 
of a network adapter becoming a single point of failure and improves overall system 
availability.
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� Test network adapter failover

Regularly test failover between redundant network adapters to ensure that connectivity is 
maintained if an adapter, port, or associated component fails. Validation testing confirms 
that systems continue to communicate without service interruption.

� Avoid using XCF for general network data transport

Do not use XCF connectivity to transfer regular application or network traffic between 
systems. While XCF can be configured for this purpose, doing so may introduce 
unnecessary overhead and impact XCF performance.

Consider alternative communication methods, including:

– Standard TCP/IP network connectivity
– Shared Memory Communications over RDMA (SMC-R)
– Network adapter-based communication between z/OS LPARs within the same CPC
– Other IBM Z networking technologies appropriate to the workload requirements

� Follow IBM Z connectivity guidance

For detailed planning, design, and implementation guidance, refer to IBM Z Connectivity 
Handbook, SG24-5444.

� Develop and test network operational procedures

Create, document, and regularly validate operational procedures for common 
network-related tasks, including:

– Network adapter failover
– Adapter replacement
– Adapter activation and deactivation
– Adding new network adapters to z/OS LPARs
– Network configuration changes

Operational testing helps ensure that personnel are familiar with required procedures and 
can execute them efficiently during planned maintenance or unplanned outage situations. 
This preparation reduces recovery time and minimizes operational risk.

Recommendations
Implement network redundancy at every critical layer, including adapters, paths, routers, and 
configurations, and validate recovery procedures through regular testing. A resilient design 
combined with practiced operational procedures significantly improves availability and 
reduces the impact of unexpected failures.

Capacity on Demand offerings and functions related to capacity 
Consider reviewing and leveraging all capacity on demand offerings and functions discussed 
in 3.4, “Capacity functions” on page 52.

Always have OOCoD records prepared using IBM ResourceLink and installed in your CPCs. 
You do not need to pay anything for options like ‘post-paid’. Work with your IBM 
representative to enable this capability. When defining OOCoD (Capacity on Demand) record 
using ResourceLink, make sure to create OOCoD record to include ICFs, zIIPs, IFLs as well 
in addition to GCPs.

Always review CBU and Flexible Capacity amount during permanent upgrades. Make sure 
they achieve your new needs with permanent upgrades.

Consider using SRB for all available cases.  Do not forget to enable SRB for middleware 
stops/restarts which requires WLM policy to be updated.  Do not forget to enable SRB for 
SVC dumps, which require Dump Options to be changed.
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HMC
While planning for HMC network and HMC configuration, remember the N-2 rule. HMCs can 
be in same complex with IBM Z systems that are two generations older. This is similar to 
sysplex where the N-2 is also applied.

It is recommended to leverage HMC User Error Protection and HMC Dual Control features to 
minimize the risk of human errors and decrease the possibility of having outages because of 
executing wrong actions, for example IPL ling production LPARs instead of test LPARs.

Consider reviewing HMC and SE content on the IBM Z hardware documentation website: 
IBM Z documentation. You can use the help panels in the HMC to become familiar with 
functions and critical troubleshooting capabilities.

One of the useful examples of those functions is “Show LED” capability for ports. When you 
choose a channel/port and choose ‘Show LED’, you can find the physical location of the 
channel. This prevents strongly from plugging out wrong cable. Show LED is a channel 
operation you can use to find the location of the jack and card slot in a cage. The light emitting 
diode (LED) is located below each card slot and near each jack in the cages that support 
attachment hardware. You can also use this task for channel problem determination 

Storage connectivity 
Hosts should use at least two paths through separate host adapters and I/O enclosures so 
that I/O can continue during failures or maintenance. Use symmetric paths across host 
adapters and path groups to provide balanced workload distribution and predictable failover 
behaviour. Spread z/OS path groups as widely as possible across FICON host adapters to 
improve resilience and path availability.

Separate tape and disk devices across different CHPIDs, and isolate large-block and 
small-block workloads on different host adapter ports where practical to reduce contention. 

IBM TS7700 
Production systems should have FICON connectivity to both clusters so workload can 
continue if one cluster becomes unavailable.

� Virtual tape devices for both clusters should be varied online, or procedures should exist to 
bring standby devices online quickly during outages.

� The environment should be sized so SLAs can still be met when only one cluster remains 
available.

� Critical workloads should use management classes with RUN or SYNC copy consistency 
points to ensure a second copy is available on the peer cluster.

� Grid link distance, latency, and packet loss directly affect synchronous replication 
performance

� AOTM should be configured where it is possible to automate ownership takeover during 
cluster outages.

� Mount, cache, and scratch allocation settings should be tuned to balance performance 
and resiliency, particularly in degraded grid scenarios.

SAN fabric
Fabric resiliency is influenced by both the behavior of attached devices and the way the SAN 
is designed. A resilient design limits the effect of faults, prevents localized issues from 
spreading, and maintains stable host-to-storage connectivity during failures. Key design 
considerations include:
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� Topology: A resilient SAN topology uses redundant, physically separate fabrics with no 
shared switching infrastructure, redundant host and storage attachments, and sufficient 
path diversity to minimize single points of failure and maintain predictable paths during 
faults.

� Segmentation and zoning: Isolate traffic and limit unnecessary device interactions to 
prevent problems in one area from affecting the wider fabric.

� Inter-switch connectivity: Adequate bandwidth, carefully planned ISLs, and logical link 
aggregation help preserve performance and absorb individual link failures.

� Credit and congestion management: Design fabrics to handle credit loss, latency, and 
congestion in a controlled way so localized flow-control problems do not escalate into 
wider disruption.

� Operational practices: Consistent naming, configuration standards, and operational 
discipline improve serviceability and help administrators identify, isolate, and resolve fabric 
issues quickly.

SAN Routing 
SAN routing is a critical element of FICON connectivity design, directly impacting 
performance, resiliency, and recovery behavior across cascaded and multi-hop environments. 
Proper routing policy selection helps ensure efficient path utilization, predictable traffic flow, 
and reduced risk during failures or topology changes. The following guidance outlines key 
considerations for selecting appropriate routing methods and supporting robust, 
high-availability SAN configurations:

� Cascaded FICON configurations should use exchange-based routing when the 
environment supports FIDR and all prerequisites are met.

� In environments that do not support FIDR, device-based routing is preferred over 
port-based routing.

� Cascaded and multi-hop FICON configurations increase flexibility for disaster recovery 
and business continuity designs but also increase the importance of sound ISL design and 
routing policy selection.

C.2  Operating system (z/OS) layer

The operating system (z/OS) layer encompasses the core practices and disciplines required 
to maintain a stable, secure, and highly available environment. Effective management at this 
layer extends beyond individual functions, covering maintenance, change control, capacity, 
resiliency, and operational hygiene. Together, these practices ensure that the platform 
remains current, predictable, and capable of supporting critical workloads under changing 
business demands. The following guidance consolidates key recommendations to help 
organizations strengthen operational discipline, reduce risk, and improve overall system 
effectiveness.

C.2.1  General

The general operational practices within an IBM Z environment play an important role in 
maintaining stability, testability, and alignment with long-term release strategy. Proper 
separation of production and non-production workloads helps reduce risk, ensures 
meaningful testing of sysplex functions, and supports effective change validation. In addition, 
staying engaged with IBM communications and adopting a forward-looking upgrade approach 
enables organizations to benefit from ongoing enhancements and maintain a modern, 
supportable environment. 
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The following recommendations highlight key considerations for sysplex design, lifecycle 
awareness, and release management:

� Do not have non-production and production LPARs in same sysplex. There are certain 
cases where an application issue or any kind of problem exists in one image may impact 
other images in same sysplex.

� If you have non-prod and production LPARs in same sysplex, it means you do not have 
any place to test sysplex related functions, sysplex related maintenance.

� Subscribe to IBM Z and IBM LinuxOne community page. z/OS announcements are shared 
on the IBM z/OS Community website.

� Review your z/OS version upgrade strategy with thinking z/OS Continues Delivery 
Strategy in mind. When you are at the latest level of z/OS maintenance, you are close to 
z/OS next release. When you are in current version, you are more likely to have a chance 
to get benefit from all enhancements that are actually planned for z/OS Next during that 
time period.

C.2.2  Maintenance

Effective maintenance management is essential to sustaining a highly available, secure, and 
supportable z/OS environment. A disciplined and proactive maintenance strategy helps 
reduce exposure to defects, maintain alignment with IBM recommendations, and ensure that 
environments remain current with critical fixes and enhancements. 

The following guidance summarizes key practices for planning, applying, and validating 
maintenance, with an emphasis on frequent updates, comprehensive scope, and coordinated 
execution across software components:

� For details of best practices about z/OS Maintenance Strategy, see white paper z/OS 
Preventive Maintenance Strategy to Maintain System Availability. 

� Refer to CST and RSU website: IBM RSU Maintenance, Enhanced Hold Data website: 
http://service.boulder.ibm.com/390holddata/390holddata.html

� Be at the current maintenance level. 

� Follow the RSUs to apply maintenance and consider applying z/OS maintenance at least 
four times a year. 

� Subscribe to z/OS Security portal and include maintenance to your periodic maintenance 
scope.

� Include HIPERs in periodic maintenance scope

� Review HIPER ptfs at least bi-weekly

� Include z/OS Health Checker function fixcat IBM.Function.HealthChecker into your 
periodic maintenance scope.

� Check for error ptfs and include resolving ptfs into maintenance scope 

� Keep in mind that if you are current in RSU level, you are close to z/OS Next via 
continuous delivery strategy.

� On a weekly (monthly at minimum) pull the Enhanced Hold data, run the 
ERRORSYSMOD report and conduct joint planning and review sessions with all 
component owners to identify critical fixes that are applicable to your environment. 

� Automate receive Hold data process. 

� Consider “up-stream” software requirements and maintenance considerations (distributed 
environment like DB2 connect or MQ) when upgrading any mainframe software 
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component. In some cases, because the ownership of this task is not defined clearly, 
upgrade of client software’s are forgotten. 

� Work open/distributed personnel to ensure distributed software is current and up-to-date 
and supported by the mainframe subsystems

� Test maintenance in non-production environments for certain time period and then apply 
them to production. Use rolling IPLs if maintenance does not require the opposite. Start 
the next system after checking the previous system in detail. 

C.2.3  Change management

Change management is a fundamental discipline for maintaining stability and reducing 
operational risk in a z/OS environment, particularly when executing production changes. A 
well-defined approach ensures that every change is planned, documented, tested, and 
reversible, minimizing the likelihood of errors and enabling rapid recovery when issues arise. 

The following practices emphasize structured preparation, detailed procedural 
documentation, controlled execution, and thorough validation to support safe and predictable 
change implementation:

� Prepare for failure scenarios, write down procedures. For example: Prepare master 
catalog- alternate catalog activate procedure. Test the procedure in DR recovered LPAR 
environment. (You will be prepared for enabling alternate master catalog)

� Always prepare plan Bs for any action or changes you are doing in z/OS environment, 
especially in production: Ability to fallback to original status, prepare procedure to recover 
to original status if something goes wrong etc.

� Always write down technical actions in detail in all types of production changes. This will 
prevent you from forgetting one critical step, making mistakes. You can even prepare 
commands earlier so that you won’t make mistakes and copy and paste from your notes 
during actual change window.

� Do not make two big changes in same change window. This seems like very basic 
recommendation, but this is seen in environments where there is no mature level change 
management process active.

� Do not schedule IBM Z hardware upgrades and software updates within the same change 
window. Maintain a defined interval between these activities to allow clear identification of 
the impact of each change, facilitate accurate problem determination, and reduce the risk 
of overlapping variables when analyzing issues.

� When making a change or implementing an item, always write down how you will test that 
it is working as expected. 

� Write down, latest IPL, load parameters, latest IODF information and critical volume 
device locations in case you may need them when things go wrong. Prepare inputs for 
your scenarios to do rollback your changes.

� Consider using specific test solutions like IBM TST (Test at Scale) available for IBM Z and 
z/OS environment.

C.2.4  Miscellaneous items

Effective maintenance management is essential to sustaining a highly available, secure, and 
supportable z/OS environment. A disciplined and proactive maintenance strategy reduces 
exposure to defects, maintains alignment with IBM recommendations, and ensures that 
environments remain current with critical fixes and enhancements.
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The following guidance summarizes key practices for planning, applying, and validating 
maintenance, with an emphasis on frequent updates, comprehensive scope, and coordinated 
execution across software components:

� Refer to the CST and RSU website for current maintenance information and Enhanced 
Hold data: IBM RSU Maintenance.

� Maintain the current maintenance level across all systems.

� Follow RSU recommendations and apply maintenance on a regular cycle, ideally at least 
four times per year.

� Subscribe to the z/OS Security portal and include security-related maintenance in the 
periodic maintenance scope.

� Include HIPER PTFs in the regular maintenance scope.

� Review HIPER PTFs at least bi-weekly and apply them as appropriate.

� Include the z/OS Health Checker fix category (IBM.Function.HealthChecker) in the 
periodic maintenance scope.

� Monitor and address error PTFs, and include resolving PTFs in the maintenance scope.

� Recognize that maintaining a current RSU level positions the environment close to the 
next z/OS release, consistent with the continuous delivery strategy.

� On a weekly basis (or monthly at a minimum), retrieve Enhanced Hold data, run the 
ERRORSYSMOD report, and conduct joint review sessions with all component owners to 
identify critical fixes relevant to the environment.

� Automate the retrieval and processing of Enhanced Hold data where possible.

� Consider upstream software dependencies and maintenance requirements (for example, 
Db2 Connect, MQ, and other distributed components) when upgrading any mainframe 
software. In many environments, these dependencies are not consistently tracked, which 
can result in missed updates.

� Coordinate with distributed system teams to ensure that client-side software is current, 
supported, and compatible with mainframe subsystem levels.

� Test maintenance in non-production environments for an appropriate period before 
applying it to production.

� Use rolling IPL techniques when maintenance does not require a complete outage. Bring 
one system up, validate it thoroughly, then proceed to the next system.

C.2.5  Backups 

Backups are a foundational component of a resilient and recoverable z/OS environment. A 
well-defined backup strategy helps protect critical system data, supports rapid recovery from 
failures, and reduces the risk of data loss during maintenance or change activities. 

The following recommendations emphasize the importance of regular backup cycles, 
validation of recovery procedures, and disciplined management of backup artifacts to ensure 
that reliable recovery options are always available when needed.

� Review your backup process for catalogs. Backup your catalogs daily. Test your backups 
and recover processes using backups periodically

� Always have your backups before updating critical datasets. For example, backup your 
parmlib members before editing them, backups of ACS routines before editing them. 
Cleanup the backups after certain period of time.
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C.2.6  Capacity management 

An effective capacity management process is a key factor in maintaining platform resiliency 
and long-term stability. It is essential to produce structured capacity management reports on 
a monthly basis and to conduct regular review meetings with all mainframe stakeholders. 
These reviews should be treated as cross-domain planning exercises, ensuring participation 
from all relevant teams and alignment across the ecosystem. Capacity reporting should follow 
a top-down methodology, beginning with business demand and translating that demand into 
both physical and logical resource utilization perspectives.

Capacity reports must extend beyond traditional hardware consumption metrics such as 
CPU, zIIP, IFL, Coupling Facility, memory, and I/O utilization. They should also incorporate 
configuration-driven parameters and their respective utilization characteristics. This includes, 
but is not limited to, z/OS system limits and high-water marks such as MAXPROC values and 
their observed peaks, ASID consumption, job execution volumes, user catalog counts, 
dataset growth, and common storage utilization patterns. In addition, reports should capture 
the scale and utilization of key subsystems and components, including the number of z/OS 
LPARs, CICS regions, Db2 members, CICS MAXTASKS settings, and Db2 EDM pool size 
usage. These elements provide essential insight into how configuration limits are being 
approached and where structural adjustments may be required.

By correlating utilization data with configuration thresholds, teams can make informed 
decisions regarding when architectural or parameter changes are required. This includes 
identifying when additional CICS address spaces or Db2 members should be introduced, as 
well as when system-level limits must be adjusted to support continued growth. Capacity 
management should therefore be viewed not only as a measurement activity, but also as a 
mechanism for proactive system design and optimization.

Reports should further include business-level metrics, such as service counts and transaction 
volumes, to ensure that infrastructure capacity is analyzed in the context of actual workload 
demand. This provides a more accurate view of how resource consumption translates into 
business activity and helps align capacity planning with service delivery objectives.

Each discipline, including middleware, storage, z/OS, and network, should maintain a 
dedicated section within the capacity report, reflecting its specific responsibilities and 
contributing metrics. This structure ensures that all domains are consistently represented and 
that interdependencies between layers are visible during review discussions. The monthly 
review process should also serve as a forum for aligning upcoming projects with capacity 
implications, enabling teams to anticipate demand changes and incorporate them into 
forward-looking planning.

For additional guidance and to further enhance capacity management practices, engagement 
with IBM representatives is recommended.
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C.2.7  Stay informed

Useful links and methods to be kept informed, include:

� Subscribe to “Notifications” through “Manage support account” on the IBM Support 
website (see Figure C-1). 

Figure C-1   Subscribe to notifications

� Review the IBM Z Content Solution Center on this website IBM Z Content Solutions to 
learn about step-by-step details of related solutions (see figure Figure C-2 on page 226). 

Figure C-2   IBM Z Content Solution Center

� Check the IBM comprehensive content collections (c3s) webpage for pdf versions of 
documents for related z/OS version. Comprehensive Content Collections - IBM 
Documentation (see figure Figure C-3 on page 227).

The c3s provide all of the product documentation for a function in one place. When there is 
a content solution associated with a c3, the title of the c3 is a link to the content solution 
homepage. Content solutions help you get started and provide a single location for all of 
the technical content about the function, including videos, workflows, articles, and more.
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Figure C-3   Comprehensive content collections webpage
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