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    Preface

    This IBM® Redpaper™ publication introduces a new data virtualization capability that enables IBM z/OS® data to be combined with other enterprise data sources in real-time, which allows applications to access any live enterprise data anytime and use the power and efficiencies of the IBM Z® platform. 

    Modern businesses need actionable and timely insight from current data. They cannot afford the time that is necessary to copy and transform data. They also cannot afford to secure and protect each copy of personally identifiable information and corporate intellectual property. 

    Data virtualization enables direct connections to be established between multiple data sources and the applications that process the data. Transformations can be applied, in line, to enable real-time access to data, which opens up many new ways to gain business insight with less IT infrastructure necessary to achieve those goals. Data virtualization can become the backbone for advanced analytics and modern applications. 

    The IBM Data Virtualization Manager for z/OS (DVM) can be used as a stand-alone product or as a utility that is used by other products. Its goal is to enable access to live mainframe transaction data and make it usable by any application. This << this what?>> enables customers to use the strengths of mainframe processing with new agile applications. 

    Additionally, its modern development environment and code-generating capabilities enable any developer to update, access, and combine mainframe data easily by using modern APIs and languages. If data is the foundation for building new insights, IBM DVM is a key tool for providing easy, cost-efficient access to that foundation. 
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Business value of data virtualization

    We are living in a digital age where more data is being created than ever before. Industry research firm IDC estimates that by 2020, the digital universe will reach 40 zettabytes (ZB), which is 40 trillion GB of data, or 5,200 GB of data for every person on Earth. 

    Paradoxically, this data is making it harder, not easier, for organizations to gain the insights they need to succeed. This data-insight dichotomy can be traced back to challenges of accessing heterogeneous data that is in many formats and platforms; that is, structured, unstructured, mainframe, distributed, on-premise, cloud, and mobile.

    Given the exponential increase in volume, it is increasingly difficult to physically assemble all of the data, let alone transform it into a homogenous structure that can be accessed by digital and advanced analytics applications.

    In this chapter we describe the need to deliver data promptly and how to access data stored on the mainframe.

    This chapter includes the following topics:

    •1.1, “No time to wait for data” on page 2

    •1.2, “Unlocking mainframe data for an API economy” on page 3

    1.1  No time to wait for data

    We no longer have the luxury of waiting for data. We live in a world where people expect instant access to everything from restaurant reservations to sports scores, and they do not settle for delays. 

    Today, transactions must occur at the speed of a mouse click. Unfortunately, the traditional method of managing data involves physically moving it to a central repository, such as an enterprise data warehouse that uses established tools that extract, transform, and load (ETL) data in a multi-step process that is expensive, complex, time-consuming, and CPU intensive (see Figure 1-1).
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    Figure 1-1   Typical ETL process

    These ETL architectures can dramatically affect the currency of information that is fed to customer and operational applications. This problem is critical for organizations that need information immediately because stale or inconsistent data is unacceptable for today’s applications.

    1.1.1  Data virtualization

    The days of the physical data warehouse might well be numbered because too much data must be moved in a timely, economical manner. Yet, comprehensive access to all enterprise data is the goal of enterprises.

    The answer to a modern data warehouse might be in data virtualization. Data virtualization is a data integration method that brings together disparate data sources to create virtualized, integrated views of the data. These virtual views or tables are held in memory and available to applications as logical data sources. 

    Virtualization provides an alternative to physically moving data into a data warehouse or repository to integrate and normalize the data structure. Instead, joining, combining, and normalizing data is done in place in mainframe memory. No data movement is performed. 

    Data virtualization also provides a data services layer that abstracts the underlying physical implementation of the individual data sources. Developers can manipulate and update data without needing specific skills or an understanding of the data structures.

    Data virtualization can be used to make mainframes into powerful homes for analytics of all enterprise data, which helps organizations improve transparency into their data to uncover the information they need. Decades of data that is stored in unstructured or non-relational mainframe databases becomes a valuable asset when it is transformed into compatible formats and made immediately available to all applications. 

    In some cases, that older unstructured data can have a new life when a new data model can be created as an abstract view of the data, which makes it more consumable. Data virtualization helps organizations drive real-time business insight, make smart business decisions, reduce business risks, and drive new revenue opportunities.
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    Figure 1-2   Real-time data virtualization

    Real-time transactional mainframe data is critical for organizations that need information immediately because stale or inconsistent data is unacceptable. For example, online customers do not tolerate mobile apps that take too long to respond or require multiple steps to shop or check a balance. The image of an hourglass loading while the application waits on data is poison to customer loyalty. In the new digital economy, that kind of data inefficiency can be a competitive disadvantage.

    Data virtualization can be a strategic complement to data warehouses or data lakes by providing organizations with options, such as virtual data access, which leaves the data in-place and in essence creates a logical data warehouse.

    1.2  Unlocking mainframe data for an API economy

    The new digital economy is a thriving marketplace in which companies drive innovation by adopting and creating application programming interfaces (APIs) to join independent applications (or systems or services) to create applications and user experiences. The API economy powered the proliferation of online shopping, banking, and other self-service applications that provide instant mobile business capabilities. Mobile applications that are driven by standard APIs are the standard for today’s digital economy. 

    Until recently, it was difficult for the mainframe to take part in the API economy because mainframe systems use applications and store data in formats that are foreign to most modern applications. Getting mainframe data into a usable format often was costly and time-consuming. 

    However, the biggest obstacle for web and mobile app developers was the inability to efficiently access real-time data at scale. Although some organization might use data connectors, that approach adds points of failure and complexity and can access only small amounts of data at a time. 

    Most mainframe organizations rely on traditional data integration approaches that are based on ETL. This approach is beginning to strain under ever-increasing volumes of data. It takes too long to move the data, it is too costly, and because it is not real-time data, it might not be accurate.

    Data virtualization can put an end to those issues. IBM Data Virtualization Manager (see Figure 1-3) lives on the mainframe, so users can access data when it is created. It makes mainframe data available immediately, as it is recorded, and automatically converts that data into modern data structures for use by external applications.
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    Figure 1-3   IBM Data Virtualization Manager for z/OS 

    With IBM Data Virtualization Manager, mainframe data is transformed for the consuming application. To the developer, mainframe data appears as any other data with which they work. This feature allows mobile and cloud application developers to integrate real-time z/OS data into their applications with no mainframe expertise or mainframe coding required. The examples described thus far in this chapter deal with processing data.

    Data virtualization can also improve the presentation of data to various devices, including mobile and Internet of Things (IoT). Many older applications on the mainframe began using screen scrapers to create a proxy of the presentation for a better engagement with an end user. Some customers continued to layer proxy upon proxy to transform the data for the rich new user interfaces available. 

    Through data virtualization, a new data model is created and each new device can have direct access to data without going through a proxy. These modern applications can use new mobile pricing and be developed more rapidly without deep knowledge of traditional mainframe programming and data types. 

    Real-time access to mainframe transaction data is essential for competing in today’s business world where the use of APIs to unlock mainframe data for web and mobile portals allows businesses to deliver enhanced customer service anywhere, anytime. 

    It is recognized that mainframes are not the sole source of data for an enterprise. The ability to join data from different sources into a single application can occur on a distributed server, but also within an established application. For example, an IBM CICS® or IMS transaction that deals with financial securities can benefit from accessing data from another database to ensure the credentials of the user that is running the transaction are up to date before processing. This ability is a means of providing real-time fraud prevention when the best data from all sources is combined in a single transactional workflow. 

    The world’s most successful companies figured out how to use data and analytics, and now are turning to AI and machine learning to dominate their markets. Organizations that struggle with managing data must evolve their data architectures to handle the new reality of the digital age or risk losing market share and customers. 

    Data Virtualization is a key solution for quickly transforming businesses into digital competitors that can use enterprise data to become winning enterprises in the digital age.
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Virtualization on IBM Z

    IBM Data Virtualization Manager for z/OS (DVM) provides a robust technical architecture to support the broad range of customer requirements for enterprise data virtualization. The product is underpinned with a data architecture that is engineered to take full advantage of the IBM Z platform for secure, scalable access to information. Data virtualization includes the following options: 

    •Virtual data access to live data (data remains on mainframe)

    •Sped up high volume data movement (extract, transform in-memory, and load)

    •Data import (uses off-host data and imports into mainframe)

    This chapter includes the following topics:

    •2.1, “Architecture” on page 8

    •2.2, “Design, development, and testing” on page 8

    •2.3, “Any-to-Any connectivity for applications” on page 8

    •2.4, “DVM Runtime” on page 10

    •2.5, “Virtual Parallel Data enhancement” on page 10

    •2.6, “Security” on page 10

    •2.7, “Management and control” on page 11

    •2.8, “Use of specialty agent” on page 11

    •2.9, “Data management” on page 12

     

     

    2.1  Architecture 

    As shown in Figure 2-1, IBM DVM is the only data virtualization solution that is native to the mainframe, which enables data from multiple, disparate sources to be combined into a single, logical data source. This source can be accessed in real time by a broad range of data consumers, which provides the right data, in the right format, at the right time.
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    Figure 2-1   IBM DVM architecture

    2.2  Design, development, and testing

    IBM DVM provides an Eclipse-based Data Virtualization Studio to enable mainframe and non-mainframe developers to discover data sources, build metadata maps, and rapidly create virtual tables from disparate data sources. The IBM DVM Studio provides a single point of development and control for all mainframe data virtualization. 

    The IBM DVM Studio provides you with a single, enterprise view across all IBM DVM instances that are running on the mainframe. This view enables in-production, monitoring, and management of data integration streams. The IBM DVM Studio enables developers to perform the following tasks:

    •Discover, design, build, and test data views and virtual table mappings for data that is in mainframe relational and non-relational data sources

    •Build models from the ground up with metadata tied to actual data sources

    •Use SQL to directly access mainframe data (relational and non-relational) and established business logic

    •Create SOAP and REST mainframe-based web services and APIs (with z/OS Connect framework)

    2.3  Any-to-Any connectivity for applications

    In this section, we describe any-to-any connectivity for applications.

    2.3.1  Driver and API support

    Software developers often lack familiarity and the programming skills that are needed to work with mainframe data. IBM DVM masks mainframe data implementations from the application developer, which makes it easy to make available mainframe artifacts as RESTful APIs. 

    IBM DVM provides support for any application to access any data source. The product provides the following broad range of API and interface support for data users:

    •SQL (JDBC/ODBC)

    •Python (DB-API)

    •Web Services (SOAP and REST)

    •z/OS Resident (IBM Db2®, CICS, IMS, TSO, Batch, and IBM MQ) 

    •DRDA (for importing off-host relational data)

    THE IBM DVM Studio interface is shown in Figure 2-2.
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    Figure 2-2   IBM DVM Studio

    2.3.2  Data source support

    IBM DVM enables pre-relational databases and files to be represented in a relational format. This format infers a schema to file structures that are not schema-based, such as VSAM, flat files, or SMF record types. The product provides native support for the following components:

    •Non-relational/unstructured data, such as Adabas, IMS DB, IDMS, VSAM, Physical Sequential, flat files, SMF record types, log streams, and virtual tape 

    •Mainframe applications, such as CICS, IDMS, IMS TM, Natural, TN3270, Batch, and stored procedures

    •Non-mainframe, which is the ability to use off-host relational data, such as IBM DB2 for z/OS; DB2 for Linux, UNIX, and Windows; IBM dashDB®; Derby; IBM Informix®; Oracle; and SQL Server 

    •Real-time, in-memory access to mainframe operational data (SMF) with more than 2,000 record types pre-mapped

    •Only Python DB API solution for the mainframe

    2.4  DVM Runtime

    IBM DVM optimizes performance with a multi-threaded z/OS-based runtime that uses parallel I/O and MapReduce. With parallel I/O, threads are running in parallel to simultaneously fetch data from the database and write the result to the client.

    With the DVM MapReduce implementation on the mainframe, a single query is split into multiple threads, each retrieving a segment of the result set. MapReduce significantly reduces the query elapsed time when accessing large mainframe non-relational databases by splitting queries into multiple threads that read the files in parallel. 

    Each interaction, whether started by a distributed data consumer or application platform, runs under the control of a separate z/OS thread (a thread is a single flow of control within a process). In addition, IBM DVM uses push down predicates and filters to all sources. When heterogeneous JOINS are used, IBM DVM pushes down the appropriate filters that apply separately to each of the disparate data sources that are involved in the JOIN.

    2.5  Virtual Parallel Data enhancement

    As shown in Figure 2-3, Virtual Parallel Data (VPD) is another scalability enhancement that is built into the IBM DVM runtime. VPD provides the ability for IBM DVM to access any file or database once and then allow any application to share or use the file or database in parallel.
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    Figure 2-3   DVM Virtual Parallel Data

    For example, a large PS (single flat file) is on disk that the customer does not want to read more than once for operational and performance reasons. Instead, the customer wants to import the content of the file into multiple data stores. The applications must indicate only that they are interested in a parallel load by indicating that they belong to a VPD group.

    2.6  Security

    IBM DVM supports systems-level security and native database-level security:

    •Systems-level security support includes IBM RACF®, ACF2, and TopSecret. 

    •Database-level security includes Db2 Security, IMS PSB Security, CICS Transaction Security, Adabas Data Encryption, and Adabas SAF Security. 

    IBM DVM also includes a powerful diagnostic and tracing facility that tracks every operation that is running within the server, from inbound TCP/IP buffer requests to SQL execution and the TCP/IP write buffers back to the requesting client application. Each trace entry provides detailed information about each event, including client requester information, elapsed time, CPU time, and numerous other pieces of information.

    2.7  Management and control 

    IBM DVM provides users with DV Studio, a comprehensive testing facility for SQL statements and services, which ensures quality and reliability, verifies conformance, and rigorously tests against all supported mainframe data sources. The following features are included:

    •Systems Management: A fully integrated, real-time, systems management environment for integration scenarios that traces, integrates, and graphically displays activity from all mainframe nodes.

    •Administer Data Connectivity: The DV Studio provides outstanding diagnostic and control facilities and offers users a single, integrated solution to identify, diagnose, and correct data connectivity issues between distributed ODBC and JDBC client drivers and mainframes.

    •Real-time diagnostics: The DV Studio delivers comprehensive runtime diagnostic-capture routines that control the entire Rocket Data mainframe server environment, which can be consolidated into multiple DVM trace/browse files (one for each server) then into a single view. The trace/browse feature of IBM DVM uses agent capture technology on each node to transfer diagnostics in real-time to the DV Studio.

    2.8  Use of specialty agent

    IBM DVM uses a patented mainframe threading technology to run up to 99% of its data virtualization processing on the IBM Z Integrated Information Processor (zIIP), which effectively eliminates any capacity usage on the mainframe CPU (see Figure 2-4). IBM DVM also uses a hybrid threading model that pairs a Task Control Block (TCB) thread with a Service Request Block (SRB) thread to optimize workloads that are running on the zIIP. 
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    Figure 2-4   Diverting GPP capacity usage to zIIP engine

    For qualified workloads to use the zIIP specialty engine, they must run in SRB mode. For organizations that are using DVM to access, join, or move large volumes of non-relational mainframe data, the use of zIIP engines can significantly reduce mainframe costs. Results can vary depending upon the data source, access method and effective DML operations in use.

    2.9  Data management 

    The DVM Studio supports data governance with encryption and data lineage. Data encryption is supported by way of SSL. 

    IBM DVM supports data lineage by way of its metadata repository where all lineage to the backend data source can be referenced. In addition, IBM DVM includes a comprehensive trace/browse facility that captures all user activity against the data sources. It integrates with IBM InfoSphere® Information Governance Catalog for enhanced data lineage and data governance. 

    In terms of data wrangling, IBM DVM provides the data engineer with the tools to make data transformations dynamically. It can include such actions as extraction, parsing, joining, and consolidating, which can be used to create the wanted wrangling outputs.
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IBM Data Virtualization Manager in action

    For organizations that rely on the IBM Z platform, an enormous wealth of data and logic is available that was built up over decades. Businesses recognize that these informational assets can become a competitive advantage when incorporated into new strategic initiatives, such as digitalization, cloud, and advanced analytics. 

    Unfortunately for many organizations, creating digital applications that incorporate mainframe data can be challenging because they require data to be moved and normalized or individual integrations must be coded to host-based data. 

    As skilled mainframe programmers retire, new ways to access data are needed. Today’s generation of programmers are more comfortable with JavaScript than COBOL. 

    Data virtualization can bridge the gap between mainframe environments and the APIs and interfaces that are used today by applications developers. IBM Data Virtualization Manager on z/OS (DVM) is an alternative method of provisioning data that is agile and real-time. 

    IBM DVM provides an abstraction layer that eliminates the need for unique skills or knowledge of mainframe environments. It also does not require any mainframe coding, which makes it faster and easier to include mainframe data sources in new applications.

    This chapter includes the following topics:

    •3.1, “API and z/OS Connect Integration” on page 14

    •3.2, “Integrating cloud data” on page 15

    •3.3, “Optimizing ETL with Virtual Data Delivery” on page 16

    •3.4, “Customer use case: Analytics” on page 17

    •3.5, “Customer use case: API and modernization” on page 18

    3.1  API and z/OS Connect Integration

    Accessing relational data for use in a mobile application is a fairly straightforward process. The real challenge for application developers is the use of Z data that is non-relational or lacks a schema altogether, as in VSAM or physical sequential files. 

    IBM z/OS Connect Enterprise Edition is a strategic API gateway into z/OS that provides a single, configurable, high throughput REST/JSON interface into mainframe applications environments. For customers with Db2, IMS, and a few other application environments, z/OS Connect enables the creation of RESTful APIs from mainframe applications. 

    But what about APIs to data? Other than Db2, an REST API interface is not available for IMS, VSAM, physical sequential, IDMS, or Adabas. It is here that IBM Data Virtualization Manager (DVM) for z/OS comes into play. DVM expands the z/OS Connect API system to provide developers with a RESTful API for real-time access to mainframe data (see Figure 3-1).
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    Figure 3-1   Combined architecture of IBM z/OS Connect and DVM

    After IBM DVM is installed, it acts as any other z/OS Connect Service provider (CICS, IMS Db2, and so on) but offering the ability to access or join various data sources on and off mainframe. For instance, you might want to use DVM to join data across different IMS databases and then expose the virtual table as an API. To the developer that is working in z/OS API Editor, they have a single point of interaction and the facility of using APIs for including mainframe applications and data into new application development. 

    Together, the two products provide mobile and cloud application developers the ability to incorporate z/OS data into their applications without the need for any mainframe expertise or requiring changes to the underlying mainframe code. 

    3.2  Integrating cloud data

    It is not uncommon for mainframe data to be in formats that are unfamiliar to cloud development tools, which require data to be moved and transformed before it can be used. A simple, one-time mapping of the mainframe data creates virtual data tables for seamless access to non-relational VSAM, IMS, ADABAS, or Sequential files. This mapping provides the following benefits:

    •Enables open access to mainframe data.

    •Developers can use their preferred protocol to access numerous IBM Z data sources without worrying about the underlying data format. 

    •Interface support is provided for SQL (JDBC and ODBC), REST APIs by way of IBM z/OS Connect, and SOAP web services. 

    IBM Data Virtualization Manager for z/OS (DVM) integrates with all mainframe security protocols -RACF, CA-TopSecret, and CA-ACF2, and SSL and client-side, certificate-based authentication on distributed platforms.

    3.2.1  Creating cloud applications

    	You can create cloud applications and be confident that your mainframe data remains secure.

    IBM DVM for z/OS provides connectivity between DBMSs or data stores that are engineered as a cloud service or as a cloud-enabled repository, and any of the mainframe data sources it supports. 

    When the requirement is to load data into cloud databases, IBM DVM’s MapReduce parallelism can significantly accelerate data movement, which enables large data pulls from non-relational data sources. Where Hadoop is involved, IBM DVM seamlessly integrates with the Sqoop interface to enable high performance, scalable loading of mainframe data into cloud environments. Sqoop automatically converts the IBM DVM result set into a Hadoop data load. 

    With IBM DVM, you can divert up to 99% of its data transformation to run on a mainframe zIIP specialty engine for reduced total cost of ownership (TCO). This reduction is especially important for processing-intensive large data set queries that involve non-relational data, such as VSAM, Adabas, IMS, or SMF records. Results can vary depending upon the data set, access method and effective DML operations in use.

    Whether you access mainframe data from a cloud application or load large amounts of mainframe data into a cloud database, IBM DVM can meet your needs. Developers gain a simple, seamless experience to create cloud applications by using mainframe data that remains secure and available, all with reduced processing costs. Explore the value of data virtualization on IBM Z and accelerate your cloud initiatives by using your most valuable data. 

    3.3  Optimizing ETL with Virtual Data Delivery

    For the last two decades, the prevailing method for integrating mainframe data was to move it off the host system, transform it into the wanted format, and load it into an enterprise data warehouse. Data volumes grew so large that batch jobs can fail to complete in the specific time window, which affects operations, efficiency, and drives up mainframe costs. While ETL and the enterprise data warehouse are entrenched, data virtualization is being implemented to meet new requirements for timely, agile access to data.

    IBM DVM can be added to data architecture as a faster, more cost-effective option to ETL (Figure 3-2).It uses less mainframe capacity and retrieves real-time data for applications. Mainframe data in large part stays on the mainframe and is accessed by using data virtualization. ETL costs, which often can be 15 - 20% of the total mainframe MIPS, are reduced by using data virtualization to handle the largest batch jobs.
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    Figure 3-2   Large data pulls with DVM 

    Data architects are updating their data architectures to incorporate data virtualization to supplement their physical data warehouse with real-time data. Data virtualization also supports logical data warehouses with virtual views and tables for faster access to information with reduced complexity and cost. Data custodians improved visibility and governance over data lineage and sharing in support of regulatory compliance.

    With IBM DVM, you can improve the agility of your ETL-based data architecture by using data virtualization to create a logical data warehouse. Now, you can bring together isolated silos of data (such as customer data, accounting and financial data, and unstructured data from social media) in real time without physical movement; in essence, creating a logical data warehouse. With the ability of IBM DVM to create virtual views of enterprise data, you gain faster insight into customer preferences or operational issues without the high mainframe costs that are associated with ETL. 

    DVM can extend the life of your enterprise data warehouse by replacing the largest, most costly ETL batch jobs with data virtualization. Mainframe data stays on the mainframe and is extended virtually to the data warehouse or consuming application, which saves time and money. It also reduces the number of security audit control points that might be in place for that data, which makes a CISO’s job easier. 

    3.4  Customer use case: Analytics

    This section describes the problem and selected solution to this case study. 

    3.4.1  The problem

    A leading financial institution offers retail banking and investment services to its customers. It has extensive data about customers and their habits that is stored in difficult-to-access mainframe databases. The institution wants to use this data to achieve the following business goals:

    •Increase revenues by cross-selling and up-selling to customers more effectively

    •Use everything that they know about each customer to make the right product offers at exactly the right time, and in the right place

    •Provide Call Center staff with a real time, 360-degree view of the customer to help them act quickly

    The institution created an analytics application that feeds a Call Center dashboard, which provides associates with a real-time view of each customer that includes a customer profile, location (based on cell phone records), sentiment (based on social media data), and risk tolerance (based on credit card balances and stock transactions over time). A recommendation engine displays proactive, continuously updated offers of bank products and services for each customer.

    Associates can drill down on any metric for more information. By combining internal mainframe data with external data (such as geospatial and social media data) and analyzing the results in real time, the institution believes they can predict which products customers are most likely to buy and present them with meaningful offers. To achieve this objective, the financial institution faces the following challenges:

    •Real-time analytics depend on diverse data sets that are stored in different locations and data formats: from customer profile data (in Db2), to transactional data (in mainframe databases) to Twitter data and historical stock price databases (in public databases).

    •Some of the most valuable information, such as Physical Sequential and VSAM data sets, are on the mainframe but difficult to access.

    •Moving the data to a data warehouse by using ETL (or other methods) is too slow, impractical, and costly for real-time analytics. It also is processing-intensive and complex, and uses costly mainframe CPU cycles.

    3.4.2  The solution

    The only way to combine the diverse data sources effectively is with data virtualization. With IBM DVM, the institution can locate, join, and normalize its mainframe data, which makes it easy to combine that data with other sources and access it by using standard methods, such as SQL, JSON, or web services. 

    The DVM virtualization engine can expose the data that is accessed by transactions as services, which makes sophisticated web-based analytics interfaces possible. Specifically, IBM DVM helps the financial institution work with nearly any application or data source.

    After it is virtualized, mainframe data can work with any application, whether it is running in an analytics platform, such as Spark in an IBM Bluemix® hybrid cloud or MobileFirst mobile application, or with transactional web applications.

    Creating, updating, or expanding applications is easy after the data is virtualized. Programmers do not need to know the internals of any virtualized data source, such as how it is formatted, what system it is running on, or where it is located. 

    To Java programmers, mainframe data is indistinguishable from data that is in an Oracle database or Microsoft SQL Server database, or in Hadoop running on Cloudera. Because programmers who prefer SQL can access all of the virtualized data, they can easily join an SQL Server table with a VSAM record.

    IBM DVM also simplifies information access for faster time to value. The development environment simplifies data discovery, mapping, and the creation of virtual tables. 

    Standards-based connectivity ensures secure, reliable integration from any platform or data source. For example, Call Center associates have instant access to customer information and can send personalized offers to an individual customer’s mobile device immediately or send a spot offer to multiple customers in a defined geographic area.

    3.5  Customer use case: API and modernization

    This section describes the problem and selected solution to this case study. 

    3.5.1  The problem

    A mid-sized insurer offers life insurance and annuities through a network of independent agents. It is a highly competitive business with a complex, data-intensive sales process. The insurer wants to enable agents to sell products more easily by using an agent portal that runs on web- and mobile-enabled devices. The company has the following business goals:

    •Increase revenues by enabling independent agents to deliver faster quotes that use real-time information

    •Provide real-time access to historical insurance data so agents can make timely, accurate proposals, regardless of location

    •Attract and keep the best independent agents, particularly recent graduates who are accustomed to web and mobile technologies that enable anytime, anywhere interaction

    To provide timely quotes and advice, agents need real-time insights into customer and actuarial risk data that is in operational databases on the mainframe. This risk data includes a proprietary database of historical customer information that was collected since the early 1930s. The insurer uses a third-party mainframe data analytics package for actuarial analysis, which stores the results in complex tables on the mainframe.

    As part of its modernization strategy, the insurer invested in a commercial cloud-based platform for rapid development and continuous updating of its portal. The challenge is to bridge these two worlds without disrupting or redesigning either of them. 

    However, the data is on a mainframe and is difficult for business users and modern analytics tools to access. Also, moving the data to a data warehouse by using ETL is too slow, complex, and impractical for gaining real-time insights into the latest information.

    3.5.2  The solution

    Today, the best practice approach for building a web portal involves the use of APIs to connect the various application and data sources that are needed. With IBM DVM and IBM z/OS Connect Enterprise Edition, the insurer has an efficient, scalable solution for API-enabling its mainframe data and applications. IBM DVM also helps to locate, join, and normalize mainframe and non-mainframe data and make this new virtual view available to the insurer’s cloud-based platform in real time.

    IBM DVM also unlocks mainframe data for API economy. After it is virtualized and exposed as an API, mainframe data can be used by any application, whether a IBM Cloud™ hybrid cloud, an IBM MobileFirst® mobile application, or transactional web applications. 

    Creating, updating, or expanding applications is easy after the data is virtualized. Programmers do not need to know how any virtualized data source is formatted, what system it is running on, or where it is located. To web programmers, mainframe data is easily accessible as an API or SQL or whatever method is most familiar. For example, if they prefer SQL, programmers can access all of the virtualized data, and easily join an SQL Server table with a VSAM record.

    IBM DVM also enables new channels for customer engagement. Insurance customers have various options available for property and life insurance products. To effectively compete in a digital age, insurers must provide an engaging online experience. 

    The combination of IBM DVM and IBM z/OS Connect Enterprise Edition makes it simpler to extend proven applications and valuable customer and policy data to new enhanced online experiences that reinforce customer loyalty and provide options for incremental sales. Now, independent agents that are meeting with customers have immediate access by using a web portal to critical customer data on the mainframe. Armed with real-time information, representatives can make better policy decisions in the field and increase customer satisfaction.

    IBM DVM also simplifies information access for faster time-to-value. The IBM DVM development environment simplifies data discovery, mapping, and the creation of virtual tables. It provides a seamless experience for developers by using the IBM z/OS Connect API Editor to ensure secure, reliable API-driven integration to and from any platform, application or data source.

    Finally, IBM DVM saves money and fulfills the CIO’s goals at the same time. By using a specialty engine processor that does not eat up mainframe CPU cycles, IBM DVM can process huge workloads at much lower cost than traditional integration methods. The insurer can avoid expensive mainframe upgrades that can derail a project, and if needed, can easily scale up processing by adding much less expensive specialty processing engines.
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Data Virtualization conclusion

    This IBM Redpaper publication highlights ways in which an enterprise can benefit from the use of IBM Data Virtualization Manager for z/OS (DVM), including the following benefits: 

    •Reduce overall IT expenses (diverting processing to zIIP engine, fewer management points of control)

    •Improve data security and audit controls by reducing the number of data copies and access points

    •	Improve end-to-end resilience by using mainframe availability capabilities

    •Improve service-level agreements by reducing the time that is necessary to make data available

    •Provide investment protection for the future by using modern API access to data

    This chapter includes the following topics:

    •4.1, “Look for tortured data flows” on page 22

    •4.2, “Consider how data is visualized” on page 22

    •4.3, “Identify modern application development and operations capabilities” on page 22

    •4.4, “Operational benefits of data virtualization” on page 23

    4.1  Look for tortured data flows

    It does need to be complicated, but most ETL operations can be simplified by using IBM DVM through virtualized data access or a more efficient data movement method that virtualizes and loads data. In either case, you can quickly determine the potential value of data virtualization.

    Consider the following questions:

    •Might the application that is accessing the data benefit from having real-time access? 

    •Does the application modify the data in anyway that requires a subsequent update to the master record?

    •Does the application access data that was copied from multiple sources? 

    If the answer is “yes” to any of these questions, the enterprise can benefit from data virtualization.

    4.2  Consider how data is visualized

    Modern applications are acquired from App Stores. These apps use modern programming languages and user interfaces. Most established mainframe applications began as 3270-based interfaces that are text-based. Modern applications use graphics and features that are unique to the user device.

    Consider the following questions:

    •	Are screen scrapers or other proxy servers the general user interface? 

    •Are multiple layers used for data manipulation that are used for user presentation? 

    •Does your business use different presentation tools that are platform or data specific, for example, one way for mainframe data, another way for PC server data? 

    If the answer to these questions is “yes”, the use of data virtualization can enable the development of a consistent presentation to user devices, regardless of the source of the data. This use of data virtualization can lead to a “brand image” for your business that is consistent to all applications.

    4.3  Identify modern application development and operations capabilities

    Modern applications are delivered to users by way of an App Store that targets a particular device. Those applications are mostly associated with the rendering or presentation of data. Some businesses declared that older programming techniques can be abandoned in favor of these modern techniques.

    Consider the following points:

    •	COBOL and Java applications can each access raw data, regardless of source.

    •Transactional access to data is possible in modern and older languages to data, regardless of source.

    •Modern development tools can be used for older and new languages to provide an integrated development environment to meet application business needs. 

    Data virtualization provides a utility function that enables the modernization of development and operations and the reuse of applications in ways that were unimaginable before.

    4.4  Operational benefits of data virtualization

    Many businesses siloed the operations of their IT infrastructure by specific server types. This siloed approach can lead to a less secure and more expensive IT operations model. 

    By reducing the number of data moves, an organization can review critical data resources, such as personally identifiable information or financial accounting data, and securely manage and audit the data in a consistent fashion. This ability can eliminate windows of opportunity were security and privacy are managed independently in operational silos.

    Looking at the data architecture and models that are used to represent data across a business greatly simplifies how new applications are developed and speeds their deployment. The best presentation techniques can be applied to user devices and better engage users and employees in the business’ brand. 

    Analytics and decisions can be easier and faster when common data is used for insight. Transactions can complete faster and scale better when a simplified view of the data records is available. All of these areas are improved through the successful use of IBM DVM. 
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