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topologies, and Safeguarded Copy (SGC).

By aligning AIX host settings with IBM Storage FlashSystem capabilities, administrators can 
improve I/O performance, simplify operations, and select the appropriate orchestration tool for 
each HA, DR, and cyber-resiliency requirement.

Authors

This book was produced by a team of specialists from around the world.

Vijaybabu Anaimuthu is a Technical Consultant at IBM Systems Expert Labs in India. He 
holds a Bachelor of Engineering (BE) degree in Electrical and Electronics Engineering from 
Anna University, Chennai. He has more than 18 years of experience working with customers 
to design and deploy solutions on IBM Power servers and AIX. His focus areas include 
enterprise IT infrastructure solutions, technical enablement, and implementation for 
IBM Power servers, including Enterprise Pools, performance optimization, and automation. 
His areas of expertise include system design, capacity planning, migration planning, system 
performance, and automation.

Nezih Boyacioglu is a storage area network (SAN) and enterprise storage specialist with 
more than 23 years of industry experience. He began his career working with IBM Spectrum® 
Protect (formerly IBM Tivoli® Storage Manager) and tape storage systems before specializing 
in IBM Storage Virtualize solutions, including IBM SAN Volume Controller (SVC), 
IBM Storwize® Virtualize, and IBM Storage FlashSystem. He also has extensive experience 
with IBM Power servers and SAN infrastructure. Nezih currently works as an independent 
consultant and serves as a Tech Solutions Director at Istanbul Pazarlama. He is a co-author 
of several IBM Redbooks and holds multiple certifications in enterprise storage and 
IBM Storage Virtualize software.
© Copyright IBM Corp. 2026. xiii



Ivaylo Bozhinov is an accomplished technical support professional with more than 10 years 
of experience at IBM, specializing in the IBM Power hardware ecosystem. He is recognized 
as a subject matter expert in Hardware Management Console (HMC), enterprise Baseboard 
Management Controller, and Flexible Service Processor technologies. He has delivered 
high-level technical solutions and promoting knowledge transfer through the design and 
delivery of client-facing workshops and educational presentations. Ivaylo holds a master’s 
degree in cybersecurity, combining deep hardware infrastructure knowledge with a strong 
security-focused perspective.

Mahendra Brahmadu is a Level 3 support engineer for IBM Storage FlashSystem and 
IBM Storage Virtualize family of products. Mahendra is based in Johannesburg, South Africa, 
and he has 28 years of experience working as a field engineer and remote technical support 
engineer who supports many IBM hardware and software products. His educational 
background is in the field of electrical engineering.

Alan Carrasco is a Test Lead supporting the Real World and IBM Storage Virtualize teams, 
where he drives testing and validation for IBM Storage FlashSystem. Based in Guadalajara, 
Mexico, he has more than five years of experience as a Verification Test Engineer, 
contributing to a wide range of IBM hardware and software initiatives. With a background in 
electronic engineering and more than 12 years of experience in the engineering field, Alan 
brings strong technical expertise and leadership to every project.

Bruno Carvalho De Melo is a senior IBM infrastructure specialist with more than 25 years of 
experience working with IBM technologies, including over 19 years at Lanlink, an
IBM Business Partner in Brazil. He holds more than 50 IBM technical certifications and has 
extensive experience with IBM Power, AIX, and IBM Storage technologies. Bruno served for 
several years as an IBM technical instructor, delivering training and knowledge transfer on 
AIX, IBM Power, and IBM Storage solutions. Throughout his career, he has played a leading 
technical role in large-scale, mission-critical projects, including complex data migrations and 
long-term infrastructure support for strategic clients. These clients span multiple sectors, such 
as the Brazilian federal government, judiciary, financial services, manufacturing, energy, and 
sanitation, where high reliability and continuous availability are essential requirements.

Kevin Gee has worked in information technology for over 35 years, as a Field Chief 
Technology Officer, director of technical sales and enablement efforts, solution architect, 
seller of large-scale enterprise deals, master consultant, systems engineer, and project 
leader. He has been an IBM Champion since 2019. He is a senior architect at Pellera 
Technologies (formerly Mainline Information Systems). Kevin brings both broad and deep 
experience in IBM compute, cloud, and storage, and HADR. His expertise also includes 
enterprise backup and recovery, data protection, and product development, and go-to-market 
strategy. He has co-authored several IBM Redbooks and IBM product certification exams, 
and he is a frequent presenter and contributor to IBM technical conference presentations. He 
has published peer-reviewed research in AI, machine learning, graph processing, and natural 
language processing. Kevin holds multiple Computer Science degrees, and another in 
Spanish.

Aylin Kartal is a Senior IBM Power Consultant who is based in Istanbul, Türkiye. She has 
more than 15 years of experience working with IBM Power environments and holds a 
bachelor’s degree in Electrical and Electronics Engineering. Her areas of expertise include 
AIX, IBM PowerVM®, and IBM Storage, with a strong focus on performance optimization, 
scalability, and HA. As a member of IBM Expert Labs, she delivers consulting services in the 
architecture, design, implementation, and optimization of infrastructure solutions that support 
business-critical workloads.
xiv The Definitive Guide to IBM Storage FlashSystem and AIX Integration



Vijayalakshmi Krishnamurthy is a Release Lead for Integrated Software Systems Test 
(ISST) for AIX at the IBM India Systems Development Lab. She has more than 19 years of 
experience with AIX and IBM Power servers. Her areas of expertise include AIX features such 
as Live Kernel Update (LKU), Network File System (NFS), and I/O, and PowerVM 
technologies, including Live Partition Mobility (LPM), Single Root I/O Virtualization (SR-IOV), 
and virtual network interface card. She also contributes to the Custom Test Partnership Team 
and has delivered multiple customer sessions and demonstrations that showcase IBM Power 
capabilities.

Youssef Largou is the Founder and CEO of PowerM and RKube.IO in Morocco. He has more 
than 20 years of experience in information technology, leading enterprise modernization, 
hybrid cloud transformations, and AI-driven infrastructure projects. He holds a degree in 
Computer Science and has built deep expertise in hybrid cloud, IBM Power, quantum 
computing, software-defined infrastructure, and enterprise AI integration. His areas of 
expertise include IBM Cloud®, LinuxONE, data modernization, and application migration 
strategies. He has written extensively as an IBM Redbooks and Redpaper author.

Raghavendra Prasannakumar has over 18 years of experience at IBM and currently serves 
as a System Test Architect for HMC and IBM i on Power Virtual Server (IBM PowerVS™). He 
brings deep technical expertise across a broad range of IBM technologies, including AIX, 
HMC, IBM i, IBM PowerVC, PowerVM, and storage technologies such as SAN, switches, and 
IBM Storage FlashSystem. His PowerVM expertise includes LPM, LKU, N_Port ID 
Virtualization (NPIV), and virtual Small Computer System Interface (vSCSI). Raghavendra 
has strong hands-on experience in security, workload, stress, and regression testing, and has 
successfully delivered numerous customer sessions that demonstrate IBM Power features 
through live demonstrations and technical knowledge sharing. He is a co-author of multiple 
IBM Redbooks, IBM Developer articles, and several technical blogs. He is also a patent 
holder, with five published patent works. His contributions have been recognized with several 
awards, including multiple Outstanding Technical Achievement Award awards and the 
prestigious Tech2025 honors. Raghavendra has played a key role in driving automation 
initiatives, developing tools that are used across IBM labs, and leading efforts that use AI 
technologies, such as IBM Bob™ and IBM Watson® Code Assistant®, for test automation, 
code review, and test case development. In addition, he has mentored colleagues across 
projects, managed system test releases, and regularly presented project updates to IBM 
executives.

Dhanu Vasandani is a Staff Software Test Engineer with more than 15 years of experience at 
IBM Power in Bangalore, India, specializing in AIX operating system security testing. She 
holds a Bachelor of Technology degree in Computer Science and has played a key role in 
testing multiple AIX releases across various IBM Power server models. In her current role, 
Dhanu serves as Component Lead for the AIX Operating System Security Guild, overseeing 
several security subcomponents. Her areas of expertise include encryption, Trusted 
Execution (trustchk), audit, role-based access control (RBAC), LKU with logical volume (LV) 
and physical volume (PV) encryption, and other AIX security technologies. Dhanu also has 
expertise in several PowerVM features, including LPM, Shared Storage Pool (SSP) clusters, 
SSP caching, and Non-Volatile Memory Express (NVMe) caching. She is recognized for 
identifying and resolving high-impact AIX defects within the ISST System organization, 
helping ensure the delivery of high-quality products to IBM clients. Dhanu also contributed to 
IBM Power Security Catalog, SG24-8568.
 Preface xv



Barry Whyte is an IBM Master Inventor working in IBM Systems. Based in Auckland, 
New Zealand, he is an IBM Advanced Technical Specialist supporting storage clients across 
the Asia Pacific region. Barry primarily works with the IBM Storage Virtualize family of 
virtualized storage systems, including IBM SVC, IBM Storage FlashSystem, and earlier 
Storwize systems. Barry graduated from the University of Glasgow in 1996 with a Bachelor of 
Science (B.Sc.) (Hons) in Computing Science. During his 25+ years at IBM, he has also 
worked on Serial Storage Architecture and IBM Storage DS8000® products. Barry joined the 
IBM SVC development team soon after its inception and held several roles before becoming 
the performance architect. In 2015, Barry moved to New Zealand, while continuing to work 
part time with the Hursley development team. 

Venkateshwar Yerravalli is an Advisory Software Engineer at the IBM Systems 
Development Lab in Hyderabad, India. He has 17 years of industry experience, specializing in 
HADR solutions. He is a member of the AIX LKU development team. His previous work 
includes hands-on experience with AIX storage device drivers, IBM VM Recovery Manager 
(VMRM), and PowerHA SystemMirror for AIX, contributing to enterprise-grade availability 
solutions for IBM Power.

Vasfi Gucer leads projects for the IBM Redbooks team by using more than 20 years of 
experience in systems management, networking, and software. A prolific writer and global 
IBM instructor, he has focused on storage and cloud computing for the past eight years. Vasfi 
holds multiple certifications, including IBM Certified Senior IT Specialist, Project Management 
Professional, Information Technology Infrastructure Library (ITIL) V2 Manager, and ITIL V3 
Expert. 

The team would like to thank TD SYNNEX Türkiye for their contributions to this book. 

We would also like to extend our thanks to the following people:

Elias Luna and Wade Wallace
IBM US

Huseyin Yilmaz
IBM Türkiye

Now you can become a published author, too!

Here’s an opportunity to spotlight your skills, grow your career, and become a published 
author—all at the same time! Join an IBM Redbooks residency project and help write a book 
in your area of expertise, while honing your experience using leading-edge technologies. Your 
efforts will help to increase product acceptance and customer satisfaction, as you expand 
your network of technical contacts and relationships. Residencies run from two to six weeks 
in length, and you can participate either in person or as a remote resident working from your 
home base.

Find out more about the residency program, browse the residency index, and apply online at:

ibm.com/redbooks/residencies.html
xvi The Definitive Guide to IBM Storage FlashSystem and AIX Integration

https://www.redbooks.ibm.com/residencies.html
http://www.redbooks.ibm.com/residencies.html


Comments welcome

Your comments are important to us!

We want our books to be as helpful as possible. Send us your comments about this book or 
other IBM Redbooks publications in one of the following ways:

� Use the online Contact us review Redbooks form found at:

ibm.com/redbooks

� Send your comments in an email to:

redbooks@us.ibm.com

� Mail your comments to:

IBM Corporation, IBM Redbooks
Dept. HYTD Mail Station P099
2455 South Road
Poughkeepsie, NY 12601-5400

Stay connected to IBM Redbooks

� Find us on LinkedIn:

https://www.linkedin.com/groups/2130806

� Explore new Redbooks publications, residencies, and workshops with the IBM Redbooks 
weekly newsletter:

https://www.redbooks.ibm.com/subscribe

� Stay current on recent Redbooks publications with RSS Feeds:

https://www.redbooks.ibm.com/rss.html
 Preface xvii

http://www.redbooks.ibm.com/
http://www.redbooks.ibm.com/
https://www.redbooks.ibm.com/contacts.html
https://www.linkedin.com/groups/2130806
https://www.redbooks.ibm.com/subscribe
https://www.redbooks.ibm.com/rss.html


xviii The Definitive Guide to IBM Storage FlashSystem and AIX Integration



Chapter 1. Enterprise value of IBM Storage 
FlashSystem for IBM AIX 
workloads

Using IBM Storage FlashSystem (formerly known as IBM FlashSystem) storage with 
IBM AIX on IBM Power provides a highly optimized platform for mission-critical enterprise 
workloads. This combination delivers high performance, reduced latency, and deep 
integration with AIX, IBM PowerVM, Virtual I/O Server (VIOS), N_Port ID Virtualization 
(NPIV), and AIX multipathing technologies. Features such as AIX Flash Cache can further 
improve performance for read-intensive workloads.

IBM Storage FlashSystem and AIX also provide strong enterprise resiliency and 
cyber-resilience capabilities. Technologies such as immutable Safeguarded Copy (SGC) 
snapshots, IBM PowerSC real-time threat detection, and advanced resiliency technologies, 
such as policy-based high availability (PBHA), policy-based replication (PBR), which support 
flexible multi-site architectures and near-zero recovery point objectives (RPOs). 
IBM HyperSwap remains a supported HA solution for existing environments.

Operational efficiency and scalability are further enhanced through IBM Storage Virtualize 
technologies, such as thin provisioning, nondisruptive scaling, storage virtualization, 
compression, and deduplication. Data-reduction technologies can often achieve effective 
reduction ratios of 3:1 to 5:1, helping reduce the effective cost per gigabyte while maintaining 
enterprise-class performance and availability.

This chapter includes the following sections:

� “Achieving 99.9999% availability” on page 2
� “High availability technologies” on page 2
� “IBM Power resiliency capabilities” on page 3
� “Hardware offload versus software compression” on page 5
� “Data reduction fundamentals” on page 5
� “Hardware offload compression” on page 6
� “Software compression on AIX” on page 8
� “Integration through NVMe over Fabrics” on page 10
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� “Business value of IBM Storage FlashSystem for AIX environments” on page 12
� “Summary” on page 14

1.1  Achieving 99.9999% availability

Data availability is a critical requirement for modern enterprise environments because even 
brief outages can result in financial losses, operational disruption, and reduced customer 
confidence. IBM Storage FlashSystem solutions with current IBM Storage Virtualize software 
are designed to deliver up to 99.9999% data availability, which corresponds to less than 
31.5 seconds of downtime per year. This level of resiliency is achieved through a combination 
of redundant hardware architecture, software, nondisruptive maintenance capabilities, and 
advanced data-protection technologies.

IBM Storage FlashSystem platforms are designed with no single point of failure architecture. 
Dual active-active controllers provide continuous I/O processing so that if one controller fails, 
the surviving controller immediately continues handling workloads without requiring host-side 
failover or causing application timeouts. This design also enables concurrent maintenance 
operations, such as firmware updates or hardware replacement, while production workloads 
remain online.

Cloud-based monitoring and analytics through IBM Storage Insights can further improve 
operational availability by identifying configuration issues, performance anomalies, and 
environmental risks proactively. In addition, distributed RAID 6 (DRAID 6) technology 
accelerates rebuild operations after disk failures by distributing data, parity, and spare 
capacity across all drives in the array.

1.2  High availability technologies

IBM Storage FlashSystem and IBM Power provide several technologies that support 
enterprise HA and cyber resiliency.

1.2.1  Policy-based high availability

IBM Storage Virtualize supports PBHA, which provides automated HA management between 
independent IBM Storage FlashSystem systems. PBHA uses policy-based orchestration and 
synchronous replication technologies to simplify multi-site HA deployments while maintaining 
operational flexibility and workload mobility.

Unlike HyperSwap, which operates as a single storage system clustered across two sites, 
PBHA uses independent storage systems that are connected through replication 
relationships and policy-driven management. This architecture provides improved 
deployment flexibility, simplified scaling, and better alignment with modern storage-partition 
and IBM Storage FlashSystem grid environments.

PBHA helps organizations achieve the following capabilities:

� Near-zero RPOs

� Rapid automated failover operations

� Simplified HA management

� Flexible multi-site deployment architectures
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PBHA can also operate together with PBR to support three-site architectures that combine 
synchronous HA with asynchronous DR (DR) protection.

1.2.2  IBM FlashWatch program

IBM supports qualified HA configurations through the IBM FlashWatch program, which 
includes technical validation and configuration oversight to help ensure that deployed 
environments meet IBM best practices for resiliency and operational continuity.

1.2.3  Nondisruptive operations

IBM Storage FlashSystem supports several nondisruptive operational capabilities, including 
the following functions:

� Nondisruptive scaling of storage capacity and performance

� Nondisruptive firmware and software upgrades

� Concurrent hardware maintenance operations

� Online workload balancing and controller failover

� Nondisruptive migration of storage partitions, including volumes, hosts, and configuration 
data, between systems within an IBM Storage FlashSystem grid

These capabilities help organizations maintain application availability during planned 
maintenance and infrastructure expansion activities.

1.2.4  Data protection and immutability

IBM Storage FlashSystem includes integrated encryption, snapshot, and immutability 
technologies that support cyber resiliency and regulatory compliance. Hardware-based 
Advanced Encryption Standard (AES)-256 encryption helps protect data at rest without 
introducing measurable performance impact. Immutable SGC snapshots provide rapid 
recovery points that help protect against ransomware attacks, accidental deletion, and logical 
corruption.

1.3  IBM Power resiliency capabilities

High-performance storage alone is not sufficient to achieve enterprise resiliency objectives. 
The server platform and operating system must also provide comparable levels of 
redundancy, automation, and operational continuity. IBM Power servers are designed to 
complement IBM Storage FlashSystem environments by providing advanced virtualization, 
clustering, and live-maintenance technologies.

Important: In IBM Storage Virtualize environments, IBM HyperSwap remains a fully 
supported HA technology, particularly for existing deployments and environments that 
require active-active clustered storage architectures.
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1.3.1  Live Partition Mobility

Live Partition Mobility (LPM) enables administrators to move a running AIX logical partition 
(LPAR) from one IBM Power server to another without interrupting active workloads. This 
capability is important for planned maintenance operations, including firmware updates, 
hardware replacement, and infrastructure refresh activities.

LPM depends on shared storage access and uses NPIV together with the VIOS to maintain 
continuous connectivity to IBM Storage FlashSystem storage during migration operations. 
High-performance Non-Volatile Memory Express (NVMe)-based flash storage helps ensure 
that storage responsiveness remains consistent throughout the migration process.

1.3.2  Redundant Virtual I/O Server

Enterprise HA configurations typically use dual VIOS instances to eliminate single points of 
failure in the I/O path. AIX Multipath I/O (MPIO) maintains redundant connectivity so that 
workloads remain operational even if a VIOS instance, Fibre Channel (FC) adapter, or 
storage area network (SAN) switch fails.

1.3.3  IBM PowerHA SystemMirror

PowerHA SystemMirror provides clustering and automated failover capabilities for AIX 
workloads. In environments that use IBM Storage FlashSystem replication technologies, 
PowerHA can coordinate failover operations between storage systems and cluster nodes. 
When combined with IBM Storage Virtualize replication technologies, including PBHA and 
PBR, PowerHA helps provide automated failover capabilities, operational continuity, and 
resilient multi-site AIX deployments.

1.3.4  Redundant service processors

High-end IBM Power includes redundant service processors within the system control unit. 
The secondary service processor continuously monitors the active processor and 
automatically assumes management responsibilities if the primary processor fails. This 
redundancy helps maintain uninterrupted communication with the Hardware Management 
Console (HMC) and supports continuous platform management operations.

1.3.5  Dual Hardware Management Consoles

Enterprise IBM Power environments commonly deploy redundant HMCs to eliminate single 
points of failure in platform management operations. Dual-HMC configurations provide 
continuous management access for partition operations, firmware management, LPM, and 
service functions.

Each HMC maintains synchronized management information for the managed IBM Power 
servers. If one HMC becomes unavailable because of hardware failure, maintenance, or 
network disruption, the secondary HMC continues managing the environment without 
affecting running workloads.

Dual-HMC configurations are important in environments that use the following technologies:

� LPM

� PowerHA SystemMirror

� PowerVM virtualization
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� Large enterprise IBM Power environments

� IBM Power Cyber Vault and recovery orchestration workflows

1.3.6  System maintenance with zero downtime

AIX 7.3 Technology Level (TL) 4 introduced Live Kernel Update (LKU) and Live Library 
Update, enabling administrators to apply kernel fixes, library updates, Service Packs (SPs), 
and selected TL updates without restarting the operating system or applications. These 
capabilities allow critical workloads, including enterprise databases and SAP environments, 
to remain online during maintenance operations.

AIX is unique among enterprise operating systems in providing live-update capabilities for 
kernel fixes, shared libraries, SPs, and TLs without requiring application interruption or a 
system restart.

From a business perspective, these capabilities provide several operational advantages:

� Business continuity. Critical applications remain online during maintenance operations.

� Cost efficiency. Organizations can reduce revenue loss and minimize after-hours 
maintenance activities.

� Operational agility. Security vulnerabilities and critical fixes can be addressed more 
rapidly.

� Improved IT productivity. Automation and nondisruptive maintenance help reduce manual 
operational effort and reduce the risk of human error.

1.4  Hardware offload versus software compression

Modern AIX environments increasingly require predictable performance, reduced latency, and 
efficient capacity usage at scale. Data compression plays an important role in improving 
storage efficiency and reducing effective bandwidth consumption. In enterprise environments, 
the primary architectural consideration is not whether compression should be used, but 
where the compression operation should occur.

IBM Storage FlashSystem uses a storage-centric compression model in which data reduction 
is implemented inline through dedicated hardware acceleration that is tightly integrated with 
IBM Storage Virtualize. This approach differs significantly from traditional host-based 
software compression methods that operate within the operating system or application stack. 
Understanding the architectural and operational differences between hardware-assisted and 
software-based compression is important when designing AIX environments for performance, 
scalability, and operational simplicity.

1.5  Data reduction fundamentals

Enterprise storage environments increasingly rely on multiple data-reduction technologies to 
optimize storage efficiency while maintaining predictable performance and reduced latency. 
IBM Storage FlashSystem combines inline compression, deduplication, thin provisioning, and 
advanced IBM FlashCore® Module (FCM) technologies to reduce effective storage 
consumption without requiring application changes.
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Modern IBM Storage FlashSystem architectures integrate data reduction directly into the 
storage I/O path, enabling efficient capacity usage while maintaining enterprise-class 
performance characteristics for AIX workloads.

1.5.1  Compression ratio

The compression ratio is the reduction in physical storage capacity that is achieved after 
compression. For example, a 2:1 compression ratio means that 1 TB of logical data 
consumes 500 GB of physical storage capacity.

1.5.2  Compression throughput

Compression throughput is the rate at which data can be compressed and decompressed 
without constraining the I/O path or affecting workload responsiveness.

These two metrics are often balanced differently depending on workload requirements. 
Algorithms that maximize compression efficiency typically consume more CPU resources, 
whereas algorithms that prioritize throughput focus on maintaining predictable latency and 
consistent performance. The placement of the compression function, either within hardware 
or software, directly affects how this tradeoff appears within the environment.

1.5.3  Deduplication technologies

Deduplication reduces storage consumption by identifying and eliminating duplicate data 
blocks across volumes and workloads. Earlier generations of enterprise storage systems 
often implemented deduplication through post-process Data Reduction Pool (DRP) 
architectures, where data reduction operations occurred after data was written to storage.

Modern IBM Storage FlashSystem systems that use FCM5 technologies implement inline 
hardware-accelerated deduplication and compression directly within the storage architecture. 
This approach significantly improves throughput, latency consistency, and storage efficiency 
compared to earlier post-process implementations.

By combining inline deduplication with hardware-assisted compression, IBM Storage 
FlashSystem can achieve substantial effective capacity improvements while maintaining 
predictable low-latency performance for enterprise AIX workloads.

1.6  Hardware offload compression

IBM Storage FlashSystem implements compression directly within the storage I/O path by 
using dedicated application-specific integrated circuit (ASIC)- or field-programmable gate 
array (FPGA)-based acceleration engines. Extra acceleration is provided in systems that use 
IBM FCMs, where compression operations occur directly at the drive level.

These compression engines operate inline between the host interfaces and flash media and 
are integrated into IBM Storage Virtualize, which provides a common storage virtualization 
and management layer across IBM Storage FlashSystem platforms. All write operations are 
compressed before being committed to flash media, and all read operations are 
decompressed before being returned to the host system. These operations occur 
transparently and at system line rate.
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Because compression processing is performed in dedicated silicon, either within the storage 
controllers or FCMs, the operation does not consume host CPU resources and does not 
compete with application workloads. In current IBM Storage FlashSystem generations, 
compression throughput increases proportionally with storage-system bandwidth and can 
sustain tens to hundreds of GB per second depending on system configuration.

IBM Storage FlashSystem uses LZ-family compression algorithms that are optimized for 
predictable latency and high throughput. Algorithm selection and tuning are managed 
internally by the storage system and require no host-level configuration.

IBM POWER processors include Nest Accelerators that provide hardware-assisted 
acceleration for operations, such as compression and encryption. These hardware offload 
capabilities complement IBM Storage FlashSystem data reduction technologies by reducing 
CPU processing requirements and improving efficiency for data-intensive AIX workloads.

1.6.1  Benefits

Hardware offload compression provides the following benefits.

No effect on host CPU resources
Compression processing is fully offloaded from the AIX environment. This design allows host 
CPU resources to remain dedicated to application execution and virtualization workloads, 
which is important in PowerVM environments that use shared processor pools.

Predictable latency characteristics
Hardware-assisted compression uses fixed processing pipelines across storage controllers 
and FCMs. As a result, latency remains stable even as workloads scale, which is especially 
important for latency-sensitive transactional applications, such as IBM Db2 workloads running 
on AIX.

Transparent deployment model
Compression is enabled through IBM Storage Virtualize storage policies and does not require 
modifications to AIX, Enhanced Journaled File System (JFS2), AIX Logical Volume Manager 
(LVM), or application configurations. This approach simplifies deployment and aligns with 
standard IBM Storage FlashSystem provisioning workflows.

Integrated data reduction
In IBM Storage Virtualize environments, compression operates together with inline 
deduplication technologies. When combined with technologies such as distributed RAID 
(DRAID), compression can improve effective storage usage while maintaining rebuild 
performance and HA characteristics.

Design considerations
Although hardware-assisted compression provides significant performance and operational 
advantages, organizations still must evaluate workload characteristics, data patterns, and 
recovery objectives when designing storage environments. The following considerations can 
help determine whether hardware-based or software-based compression approaches are 
more suitable for specific workloads and operational requirements.
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Throughput-optimized compression
Hardware-assisted compression is optimized primarily for line-rate throughput and 
predictable latency rather than achieving maximum compression ratios. For workloads such 
as backup repositories or archival datasets, host-based software compression solutions, such 
as IBM Storage Protect, might achieve higher reduction ratios when throughput requirements 
are less critical.

Data-dependent effectiveness
Compression efficiency depends heavily on data characteristics. Already compressed or 
encrypted data generally provides minimal reduction opportunities. IBM Storage Virtualize 
data-reduction reporting and pattern-analysis capabilities can help organizations estimate 
expected compression effectiveness for different workload types.

1.7  Software compression on AIX

Software-based compression on AIX is implemented by code running on the host system. 
Compression can occur at several layers within the software stack, including backup 
applications, database engines, and file systems. 

The following examples show compression at different layers:

� IBM Storage Protect can compress backup streams before network transmission.

� Oracle and Db2 support row-level or page-level database compression.

� IBM Storage Scale supports transparent file compression through configurable software 
algorithms on AIX nodes.

In contrast, JFS2 does not provide native transparent file-compression capabilities in its 
standard configuration.

1.7.1  Benefits

Software compression on AIX provides the following benefits.

Algorithm flexibility and tunability
Software compression libraries, such as zlib, zstd, LZ4, and Brotli, provide configurable 
algorithms and compression levels. Administrators can optimize compression behavior for 
throughput, compression ratio, or balanced operation on a workload-by-workload basis.

Higher achievable compression ratios
For workloads that can tolerate higher CPU processing requirement, particularly sequential 
backup streams and archival datasets, software compression at aggressive compression 
levels can achieve higher reduction ratios than hardware-assisted engines that are optimized 
for predictable line-rate throughput.

Portability and auditability
Software compression remains independent of the underlying storage platform and persists 
across network transmission paths and storage tiers. Compression operations are fully visible 
and auditable, which can be beneficial in regulated environments that require documented 
data-handling processes.
8 The Definitive Guide to IBM Storage FlashSystem and AIX Integration



1.7.2  Limitations

Software compression on AIX has the following limitations.

CPU consumption and latency variability
Software compression competes directly with application workloads for AIX CPU resources. 
Under CPU saturation conditions, compression threads can queue behind application 
processes, introducing latency variability and I/O jitter. For this reason, inline software 
compression is not recommended for latency-sensitive transactional workloads.

Increased memory usage and operational complexity
High-ratio compression algorithms often require significant working memory buffers, which 
can increase memory pressure on constrained AIX systems. Host-level compression also 
introduces extra configuration, testing, and tuning complexity, including potential interactions 
with VIOS configurations, NPIV environments, and multipathing software.

Table 1-1 compares the characteristics that are most relevant when designing AIX 
environments that use IBM Storage FlashSystem storage. The comparison highlights the 
architectural and operational differences between hardware-assisted compression that is 
implemented in the storage layer and software-based compression that is performed on the 
host system.

Table 1-1   Hardware offload versus software compression: Architectural comparison

Characteristic Hardware offload 
compression (IBM Storage 
FlashSystem)

Software compression (AIX or 
host-based)

Compression 
engine

Dedicated ASIC or FPGA 
acceleration within the storage 
system

Host CPU processing within the operating 
system or application layer

Host CPU effect Negligible because 
compression is offloaded to 
storage hardware

Consumes host CPU resources and can 
affect application performance under load

Latency profile Predictable low-latency 
operation

Variable latency that can increase during 
CPU contention

Throughput 
scalability

Scales with storage-system 
bandwidth and hardware line 
rate

Scales with available CPU resources and 
can degrade under saturation

Consistency 
under load

High because storage 
compression does not 
compete with application 
workloads

Reduced because compression shares CPU 
resources with applications

Algorithm 
flexibility

Fixed algorithms managed by 
IBM storage firmware

Configurable algorithms such as gzip, zstd, 
LZ4, and Snappy

Compression 
ratio

Optimized for throughput and 
predictable latency

Higher ratios are possible with increased 
CPU processing requirements

Deployment 
complexity

Transparent deployment 
through storage policies

Requires host-level configuration, tuning, 
and operational management
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1.8  Integration through NVMe over Fabrics

NVMe over Fabrics (NVMe-oF) extends the benefits of the NVMe protocol beyond 
direct-attached storage by enabling NVMe communication across network fabrics. For AIX 
environments that run on IBM Power9®, IBM Power10, and IBM Power11™ servers, 
NVMe-oF provides enterprise-class storage connectivity while maintaining the low-latency 
and high-throughput characteristics of NVMe storage devices. At the same time, it preserves 
the flexibility, scalability, and centralized management advantages of network-based storage 
architectures.

Figure 1-1 illustrates the NVMe-oF protocol architecture.

Figure 1-1   NVMe-oF

Licensing and 
cost

Included as part of IBM 
Storage FlashSystem 
capabilities or licensed 
storage features

Often uses open-source compression 
libraries and utilities

Failure domain Isolated within the storage 
subsystem

Host-level failures or misconfiguration can 
affect application environments

Auditability Limited visibility into hardware 
implementation details

Full visibility into algorithms, parameters, and 
processing workflows

Best-fit 
workloads

High-throughput online 
transaction processing 
(OLTP) systems, virtualization 
platforms, and block-storage 
workloads

Backup streams, archival repositories, cold 
data, and object-storage environments

Characteristic Hardware offload 
compression (IBM Storage 
FlashSystem)

Software compression (AIX or 
host-based)
10 The Definitive Guide to IBM Storage FlashSystem and AIX Integration



1.8.1  Key benefits

NVMe-oF provides several advantages for enterprise AIX deployments:

� Uses existing FC SAN infrastructure investments

� Provides low-latency, high-bandwidth storage access through 16 Gbps and 32 Gbps FC 
networks

� Supports enterprise scalability and centralized storage management

� Integrates with native AIX MPIO capabilities for path redundancy and failover

� Enables high-performance connectivity between IBM Power and NVMe-capable 
IBM Storage FlashSystem storage

1.8.2  Hardware requirements

The following hardware components are required for NVMe-oF environments on AIX:

� IBM Power9, IBM Power10, or IBM Power11 server

� FC host bus adapter (HBA) for NVMe over Fibre Channel (NVMe/FC) environments

� Ethernet adapter for NVMe over TCP (NVMe/TCP) environments

� NVMe-oF-capable storage system, such as IBM Storage FlashSystem

1.8.3  Software requirements

The following AIX levels are required for NVMe-oF support:

� NVMe/FC

� AIX 7.2 TL5 SP6 or later

� AIX 7.3 TL1 SP2 or later

� NVMe/TCP

� AIX 7.2 TL5 SP3 or later

� AIX 7.3 TL0 SP3 or later

1.8.4  Supported NVMe adapters

The following FC adapters support NVMe-oF environments on AIX:

� EC7A and EC7B

� EC7C and EC7D

� EC7E and EC7F

� EC7Q and EC7T

� ES5A and ES5B

� ES5C and ES5D

� ES5E and ES5F

� ES5G and ES5H

� ES4A and ES4H

� ES4B and ES4C
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� ES4D and ES4E

� ES4F and ES4G

� ECT9 and ECTB

1.9  Business value of IBM Storage FlashSystem for AIX 
environments

IBM Storage FlashSystem and AIX on IBM Power form a tightly integrated and highly 
optimized platform for mission-critical enterprise workloads. Together, these technologies 
provide measurable business value in the areas of performance, resiliency, operational 
efficiency, scalability, and risk reduction.

IBM Storage FlashSystem all-flash architectures deliver high I/O throughput with 
microsecond-level latency, helping eliminate storage bottlenecks for transactional databases, 
analytics platforms, and enterprise AIX workloads. Advanced automation technologies, 
including AI-driven analytics and management capabilities, help reduce operational 
complexity and administrative effort, allowing IT teams to focus on business and application 
requirements instead of infrastructure management tasks.

Cyber resiliency and data protection are reinforced through immutable SGC snapshots, 
hardware-assisted ransomware detection, advanced encryption technologies, and integration 
with AIX HA solutions, such as PowerHA SystemMirror. IBM Storage Virtualize further 
extends these capabilities by providing storage virtualization, nondisruptive data mobility, 
transparent workload migration, and intelligent tiering across heterogeneous storage 
environments.

VIOS enables IBM Storage FlashSystem storage resources to be shared efficiently across 
multiple AIX LPARs. Dual-VIOS configurations provide redundant I/O paths, improved 
resiliency, and support for nondisruptive maintenance operations in business-critical 
environments.

1.9.1  Mutual benefits at a glance

The integration between AIX and IBM Storage FlashSystem provides complementary 
advantages for both platforms.

Benefits for AIX environments
AIX workloads benefit from the following IBM Storage FlashSystem capabilities:

� High-performance all-flash storage with reduced and predictable latency

� Advanced automation and AI-driven operational analytics

� Integrated ransomware protection and immutable recovery technologies

� Enterprise storage virtualization and nondisruptive data mobility

� Scalable storage architectures for consolidation and modernization initiatives

Note: Always verify adapter compatibility, firmware levels, and supported AIX TLs in the 
latest IBM System Hardware and IBM Storage FlashSystem interoperability documentation 
before deployment.
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Benefits for IBM Storage FlashSystem environments
IBM Storage FlashSystem environments benefit from the following AIX and IBM Power 
capabilities:

� Predictable enterprise I/O patterns and workload behavior

� Deep integration with PowerVM virtualization technologies

� HA through PowerHA SystemMirror clustering

� Enterprise-grade reliability, scalability, and operational stability

� Efficient virtualization and workload consolidation through VIOS

1.9.2  Key use cases

IBM Storage FlashSystem and AIX support a broad range of enterprise deployment 
scenarios.

Core enterprise databases
Enterprise database platforms, such as Db2, SAP HANA on IBM Power, and Oracle 
Database, benefit from IBM Storage FlashSystem low-latency storage architectures. Flash 
storage accelerates transactional and analytical workloads. AIX memory management and 
IBM Power scalability help sustain performance during peak processing periods.

Inline compression and deduplication technologies within IBM Storage Virtualize can further 
improve storage efficiency and reduce effective storage costs.

High availability and disaster recovery
IBM Storage FlashSystem Copy Services integrate with PowerHA SystemMirror to support 
high availability and disaster recovery (HADR) solutions with near-zero RPOs and recovery 
time objectives (RTOs). Replication technologies, consistent snapshot management, and 
automated failover capabilities help improve business continuity and operational resiliency.

Virtualized AIX environments
PowerVM virtualization technologies, when combined with VIOS shared-storage 
architectures, enable efficient resource consolidation and workload mobility. Technologies 
such as NPIV and LPM allow nondisruptive migration of running AIX workloads while 
maintaining continuous storage connectivity.

Cyber resilient infrastructure
IBM FCMs provide integrated ransomware detection and anomaly monitoring capabilities at 
the hardware layer. Combined with immutable SGC technologies and 
IBM Power Cyber Vault capabilities, these features help organizations improve cyber 
resiliency and support regulatory and compliance requirements.

Hybrid cloud and storage consolidation
IBM Storage Virtualize enables storage federation, transparent workload mobility, and 
intelligent tiering across on-premises and cloud-connected storage environments. These 
capabilities support workload modernization, infrastructure consolidation, and hybrid cloud 
adoption without requiring major application redesign efforts.
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1.9.3  IBM Storage FlashSystem compared to alternative storage solutions

IBM Storage FlashSystem provides several architectural and operational advantages for 
enterprise AIX environments when compared to traditional or software-defined storage 
alternatives.

Integration with IBM PowerVM and VIOS
Native support for NPIV, Shared Storage Pools (SSPs), and VIOS integration simplifies 
deployment and improves operational consistency across virtualized AIX environments and 
LPARs.

IBM Storage Virtualize capabilities
IBM Storage Virtualize provides heterogeneous storage virtualization, nondisruptive 
migration, advanced replication services, and integrated data-management capabilities that 
are not commonly available in many competing storage platforms.

End-to-end IBM platform optimization
IBM engineering alignment across IBM Power, AIX, PowerVM, VIOS, and IBM Storage 
FlashSystem helps reduce interoperability risks, simplify support operations, and improve 
overall platform stability.

AI-driven operational management
AI-assisted analytics and automation technologies help optimize storage performance, 
identify anomalies, and reduce operational management effort through predictive monitoring 
and autonomous tuning capabilities.

Hardware-assisted cyber resiliency
IBM FCMs provide integrated encryption, ransomware detection, and anomaly monitoring 
technologies directly within the storage layer, helping improve protection against cyberthreats 
and logical corruption.

Predictable low-latency performance
IBM Storage FlashSystem is designed specifically for enterprise flash workloads and 
provides consistent low-latency behavior at scale. This architecture helps avoid the 
performance variability that can occur in hybrid-storage or software-defined storage 
environments.

1.10  Summary

This chapter introduced the enterprise value of integrating IBM Storage FlashSystem with 
AIX environments. It described how IBM Storage FlashSystem technologies support HA, 
resiliency, and scalability for mission-critical AIX workloads. The chapter reviewed key 
resiliency technologies, including PBHA, nondisruptive operations, and IBM Power resiliency 
capabilities, such as LPM, redundant VIOS configurations, and PowerHA SystemMirror 
integration.

The chapter also examined modern storage efficiency technologies, including 
hardware-assisted compression, data reduction, and NVMe-oF integration. By combining the 
performance and reliability of IBM Storage FlashSystem with the stability and scalability of 
AIX, organizations can build optimized infrastructures that support demanding enterprise 
applications while improving operational efficiency, availability, and long-term scalability.
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Chapter 2. Modernized IBM AIX storage 
architecture 

IBM Storage FlashSystem delivers a fundamentally different performance profile compared to 
traditional HDD storage. Ultra-low latency, massive parallelism, inline compression, and 
Non-Volatile Memory Express (NVMe)-based internal architectures eliminate mechanical 
bottlenecks. At the same time, they reveal inefficiencies on the host operating system stack 
that were previously masked by disk latency.

To fully realize the performance potential of IBM Storage FlashSystem, IBM AIX 
administrators must modernize the configuration of the AIX Logical Volume Manager (LVM), 
volume groups (VGs), and file systems. Previous defaults, originally designed for disk-based 
storage with high seek latency, are no longer appropriate and can actively limit flash 
performance.

This chapter explains how AIX storage components must be aligned and tuned to reflect flash 
characteristics. It provides the foundation that is required to support the high-performance 
and high availability and disaster recovery (HADR) capabilities that are described later in this 
book.

This chapter has the following sections:

� “AIX I/O performance and the layered storage stack” on page 16
� “AIX LVM integration with IBM Storage FlashSystem” on page 16
� “IBM Storage FlashSystem configuration” on page 17
� “Optimizing volume groups for IBM Storage FlashSystem” on page 20
� “Logical track group size optimization” on page 25
� “Quorum management for high availability” on page 28
� “PowerHA SystemMirror and policy-based high availability integration” on page 30
� “Best practices for high-availability configurations” on page 31
� “Monitoring and alerting” on page 33
� “Best practices summary” on page 38
� “File system choice: JFS2 versus IBM Storage Scale” on page 40
� “Summary of AIX architecture best practices” on page 45
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2.1  AIX I/O performance and the layered storage stack

AIX I/O performance depends on the proper configuration and alignment of multiple software 
and hardware components that work together to deliver data between applications and 
storage systems.

The AIX I/O path consists of multiple layered components, each of which plays a critical role 
in end-to-end performance:

Application → Filesystem (Enhanced Journaled File System (JFS2) / IBM Storage Scale) → 
LVM / VG → AIX Disk Driver (hdisk) → multipath I/O (MPIO) / N_Port ID Virtualization (NPIV) 
/ virtual Small Computer System Interface (vSCSI) → IBM Storage FlashSystem

In flash-based storage environments, seek latency is effectively eliminated. As a result, the 
following conditions occur:

� Metadata operations become a primary contributor to overall latency
� Misalignment at any layer introduces I/O amplification
� Default configuration values have a greater impact than raw hardware performance

To achieve optimal performance, all layers must be consistently aligned in terms of I/O size, 
data alignment, and parallelism. Therefore, a well-designed flash environment is optimized at 
the software layer first, and at the hardware layer second.

2.2  AIX LVM integration with IBM Storage FlashSystem 

The AIX LVM integrates seamlessly with IBM Storage FlashSystem storage to provide 
enterprise-class storage capabilities for AIX workloads. This integration enables 
high-performance and reliable storage management, while using advanced features, such as 
thin provisioning, snapshots, and replication.

By combining the capabilities of AIX LVM with the advanced function of IBM Storage 
FlashSystem, organizations can achieve a robust and high-performance storage solution. 
This integration delivers flexibility, performance, reliability, and efficiency for enterprise AIX 
environments.

2.2.1  AIX LVM structure

The AIX storage stack consists of multiple layered components, as shown in Figure 2-1. 
IBM Storage FlashSystem specific tuning considerations for each layer are introduced here 
and described in detail in subsequent chapters.

Figure 2-1   AIX LVM structure
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The following components form the AIX storage stack:

� Physical volumes (PVs). PVs represent the storage devices that are presented to AIX, 
typically as logical unit numbers (LUNs) from IBM Storage FlashSystem. Each PV 
corresponds to an hdisk device and serves as the fundamental building block for 
higher-level storage constructs.

IBM Storage FlashSystem considerations. Ensure appropriate queue depth settings 
(queue_depth) to use IBM Storage FlashSystem parallelism, verify optimal MPIO path 
configuration, and align LUN sizes with workload characteristics to avoid unnecessary 
fragmentation.

� VGs. VGs are collections of one or more PVs that are managed as a single administrative 
unit. VGs provide the resource pool from which storage is allocated and enable 
capabilities such as dynamic expansion, mirroring, and flexible allocation policies.

IBM Storage FlashSystem considerations. Use scalable or enhanced VGs to support large 
environments, consider striping across multiple PVs to increase parallelism, and avoid 
previous VG limitations that can restrict performance on flash storage.

� LVs. LVs are virtual disks that are created from the available capacity within a VG. They 
abstract the underlying physical storage and can be sized, resized, and configured 
independently. LVs are the primary entities that are used by applications and file systems.

IBM Storage FlashSystem considerations. Align logical partition (LPAR) size and stripe 
settings with underlying storage characteristics, avoid unnecessary mirroring at the AIX 
level when redundancy is already handled by IBM Storage FlashSystem, and help ensure 
even distribution across PVs to prevent hotspots.

� File systems. File systems, such as JFS2 or Journaled File System (JFS), are created on 
LVs and provide the structure for organizing and accessing data. They handle metadata 
management, caching, and I/O operations, and are directly mounted and used by 
applications.

IBM Storage FlashSystem considerations. Select appropriate block size and allocation 
group settings, tune JFS2 parameters, such as agblksize and dio options, for workload 
patterns, and consider direct I/O for latency-sensitive applications to reduce caching 
requirements.

2.3  IBM Storage FlashSystem configuration

This section describes how to configure AIX to use storage volumes that are provisioned from 
IBM Storage FlashSystem.

2.3.1  Assigning LUNs from IBM Storage FlashSystem

LUNs must be created and mapped on the IBM Storage FlashSystem to the AIX host. After 
zoning and mapping are complete, the AIX system can discover the new storage devices.
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AIX discovery and configuration
To discover newly presented LUNs and verify their availability, run the commands, as shown 
in Example 2-1.

Example 2-1   Discovering newly presented LUNs and verifying their availability

# Discover new LUNs
cfgmgr
# List available disks
lspv
# Identify FlashSystem disks
lsdev -Cc disk | grep -i flash
# Check disk attributes
lsattr -El hdiskX

Creating a volume group
After the disks are discovered, create a VG to manage the storage resources, as shown in 
Example 2-2.

Example 2-2   Creating a volume group

# Create a VG with FlashSystem disks
mkvg -y flashvg -s 128 hdisk2 hdisk3 hdisk4
# Verify VG creation
lsvg flashvg

Creating logical volumes
LVs are created from the available capacity within the VG, as shown in Example 2-3.

Example 2-3   Creating logical volumes

# Create a standard LV
mklv -t jfs2 -y datalv flashvg 100G
# Create mirrored LV for HA
mklv -t jfs2 -y datalv_mirror -c 2 flashvg 100G
# Create thin-provisioned LV
mklv -T O -y thin_lv flashvg 500G

Creating and mounting a file system
Create a JFS2 file system on the LV and mount it, as shown in Example 2-4.

Example 2-4   Creating and mounting a file system

# Create JFS2 file system
crfs -v jfs2 -d datalv -m /data -A yes
# Mount the file system
mount /data
# Verify
df -g /data
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2.3.2  Multipathing and integration

This section describes how AIX integrates with IBM Storage FlashSystem by using 
multipathing and advanced storage features.

Multipathing configuration
Multipathing is managed through the AIX MPIO framework to provide path redundancy and 
load-balancing, as shown in Example 2-5.

Example 2-5   Multipathing configuration

# Configure MPIO
lsdev -Cc disk
# hdisk2  Available  MPIO IBM 2145 FC Disk
# Check path status
lspath -l hdisk2
# Set path priority
chpath -l hdisk2 -p fscsi0 -a priority=1

Thin provisioning
AIX supports thin-provisioned LVs when used with IBM Storage FlashSystem, as shown in 
Example 2-6.

Example 2-6   Thin provisioning

# Create thin-provisioned LV
mklv -T O -y thin_data flashvg 1T
# Monitor thin pool usage
lslv thin_data | grep -i thin
# Expand thin LV
extendlv thin_data 500G

IBM FlashCopy integration
IBM FlashCopy® can be used to create point-in-time (PiT) copies of volumes. These copies 
can be discovered and used on AIX and FlashCopy integration, as shown in Example 2-7.

Example 2-7   FlashCopy integration

# Create FlashCopy on FlashSystem
# Then on AIX, discover the snapshot volume
cfgmgr
lspv
# Import snapshot VG (if needed)
importvg -y snapvg hdiskX
# Mount snapshot for backup and testing
mount -o ro /dev/snaplv /mnt/snapshot
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2.3.3  Performance optimization

This section outlines key configuration options to optimize AIX performance when using 
IBM Storage FlashSystem.

LVM striping
Striping LVs across multiple PVs improves parallelism, as shown in Example 2-8.

Example 2-8   LVM striping

# Create striped LV across multiple PVs
mklv -t jfs2 -y stripe_lv -S 128K -u 3 flashvg 200G

# Parameters:
# -S: Stripe size (64K, 128K, 256K)
# -u: Number of PVs to stripe across

Queue depth tuning
Queue depth determines how many I/O operations can be issued concurrently to a device, as 
shown in Example 2-9. 

Example 2-9   Queue depth tuning

# Check current queue depth
lsattr -El hdisk2 -a queue_depth
# Increase queue depth for better performance
chdev -l hdisk2 -a queue_depth=32

For IBM Storage FlashSystem environments, a queue depth value in the range of 32–64 is a 
best practice, depending on workload characteristics. Actual values should be validated 
through performance testing.

I/O pacing and transfer size
Adjusting transfer size can help improve throughput and reduce I/O processing requirements, 
as shown inExample 2-10.

Example 2-10   I/O pacing 

# Configure I/O pacing for consistent performance
chdev -l hdisk2 -a max_transfer=0x100000  # 1MB

2.4  Optimizing volume groups for IBM Storage FlashSystem

VG configuration plays a critical role in determining overall I/O performance in AIX 
environments. Traditional VG settings were designed for HDD systems and are not aligned 
with the performance characteristics of IBM Storage FlashSystem.

To fully use flash-based storage, it is essential to use scalable VG structures that can handle 
high I/O rates, minimal latency, and large configurations.
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2.4.1  Traditional VG limitations

Previous VG configurations were designed for disk-based storage environments. These 
configurations were optimized for the following characteristics:

� Limited input/output operations per second (IOPS) capability (typically 100–200 IOPS per 
disk)

� High latency (5-10 ms)

� Emphasis on sequential I/O patterns

� Smaller metadata structures

These assumptions no longer apply in flash environments and can introduce performance 
bottlenecks.

2.4.2  IBM Storage FlashSystem characteristics

Understanding the performance characteristics of IBM Storage FlashSystem is essential for 
designing appropriate VG configurations. IBM Storage FlashSystem storage introduces a 
fundamentally different performance model with the following characteristics:

� High IOPS capability (up to millions of IOPS per system)
� Ultra-low latency (typically less than 100 microseconds)
� Strong support for random I/O workloads
� Efficient handling of large metadata and highly parallel operations

As a result, the VG design must be adapted to support high concurrency and scalability.

2.4.3  Scalable volume groups

Scalable VGs provide the foundation for efficient use of IBM Storage FlashSystem in AIX 
environments.

Why scalable VGs matter
Before examining the benefits of scalable VGs, it is important to understand the limitations of 
traditional VG designs.

Limitations of previous volume groups
Previous VGs were designed for smaller-scale environments and impose several architectural 
constraints. These constraints include the following limitations:

� Support for a maximum of 32 PVs
� 32-bit metadata structures
� Limited LV size
� Reduced performance in large-scale environments
� Increased risk of metadata contention under high I/O workloads
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Advantages of scalable volume groups
Scalable VGs remove these limitations and provide a modern architecture that is designed for 
high-performance environments. These advantages include the following capabilities:

� Support for up to 4096 PVs
� 64-bit metadata structures
� LVs up to 128 TB
� Improved metadata handling for high-throughput environments
� Better concurrency for parallel I/O operations
� Designed to support modern storage technologies, including NVMe-based systems

Creating a scalable volume group
Use the mkvg command with the -S option to create a scalable VG, as shown in 
Example 2-11.

Example 2-11   Creating a scalable volume group

# Create a new Scalable VG
mkvg -S -y <vg_name> <hdisk1> <hdisk2> ...

# Example: Create scalable VG named "flashvg"
mkvg -S -y flashvg hdisk10 hdisk11 hdisk12 hdisk13

Here are the definitions of the parameters:

� -S specifies a scalable VG.
� -y defines the VG name.

Verifying scalable VG configuration
After creating the VG, verify that it is configured as scalable, as shown in Example 2-12.

Example 2-12   Verifying scalable VG configuration

# Check if VG is scalable
lsvg flashvg | grep "SCALABLE"
# Expected output:
SCALABLE:           yes
MAX PVs:            4096

2.4.4  Converting a previous volume group to a scalable volume group

Existing VGs can be converted to a scalable format to remove previous limitations and enable 
improved performance and scalability.

The procedure is shown in Example 2-13 on page 23.

Important: The -B option (big VG) is deprecated and must not be used for new 
configurations.

Important: This conversion is irreversible. Help ensure that a complete and verified 
backup is available before proceeding.
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Example 2-13   Converting a previous volume group to a scalable volume group

# Step 1: Backup all data (CRITICAL!)
savevg -i -f /backup/vgbackup.img datavg

# Step 2: Unmount file systems
umount /data1
umount /data2

# Step 3: Vary off the VG
varyoffvg datavg

# Step 4: Convert to Scalable VG
chvg -G datavg

# Step 5: Vary on the VG
varyonvg datavg

# Step 6: Mount file systems
mount /data1
mount /data2

# Step 7: Verify conversion
lsvg datavg | grep SCALABLE

2.4.5  Best practices for scalable volume groups in IBM Storage FlashSystem 
environments

The following best practices help ensure optimal performance and scalability when using 
scalable VGs with IBM Storage FlashSystem.

Using scalable volume groups for IBM Storage FlashSystem 
deployments
Scalable VGs should be used for all IBM Storage FlashSystem environments. Key benefits 
include the following advantages:

� No performance penalty compared to previous VGs. Scalable VGs introduce no extra 
requirements and are optimized for modern high-performance storage, often improving 
efficiency by reducing metadata bottlenecks.

� Improved metadata handling for high I/O workloads. 64-bit metadata structures enable 
efficient management of large numbers of volumes and reduce contention in high I/O 
environments.

� Better support for concurrency and parallel operations. Scalable VGs enhance parallel I/O 
processing, aligning with the highly parallel architecture of IBM Storage FlashSystem and 
improving throughput consistency.

� Future-ready design for expanding environments. Support for up to 4096 PVs and large 
LVs enables seamless growth without redesign, making scalable VGs ideal for expanding 
IBM Storage FlashSystem deployments.
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Planning volume groups’ size for growth
VG design must account for both current requirements and future growth.

Consider the following planning factors:

� Plan for capacity and workload growth. Design VGs with future expansion in mind to avoid 
reconfiguration and performance imbalance.

� Account for large-scale LUN growth. IBM Storage FlashSystem environments can scale to 
hundreds of LUNs, often added over time to increase parallelism or support new 
workloads.

� Use scalable VG limits. Scalable VGs support up to 4096 PVs, removing structural 
constraints as environments grow.

� Enable seamless expansion. Structure VGs so that more LUNs can be added without 
redesign, migration, or disruption to existing workloads.

Monitoring volume group configuration and metadata
Regular monitoring of VG configuration helps identify imbalances, inefficient allocation, and 
potential performance bottlenecks, as shown in example Example 2-14.

Example 2-14   Monitoring volume group configuration and metadata

# Check VG metadata statistics
   lsvg -p flashvg
   lsvg -l flashvg

These commands provide visibility into the following areas:

� Distribution of LVs across PVs
� Allocation patterns and potential hotspots
� Overall health and usage of the VG

Ongoing monitoring helps ensure that the VG remains balanced and continues to deliver 
optimal performance in high-throughput IBM Storage FlashSystem environments.

Example of the impact of poor VG planning: An environment is initially deployed with a 
small VG containing 8 LUNs. As workload demand increases, 50 more LUNs are added 
over time to improve performance.

� Without proper planning

LVs remain unevenly distributed across the original PVs, creating hotspots and limiting 
the benefits of added parallelism. Rebalancing requires manual migration (by using the 
migratepv command) or redesign, introducing operational complexity and potential 
disruption.

� With proper planning

A scalable VG is designed from the start, allowing new LUNs to be added seamlessly. 
LVs are distributed evenly, helping ensure consistent performance and full usage of 
IBM Storage FlashSystem parallelism.
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2.5  Logical track group size optimization

The logical track group (LTG) size defines the maximum I/O request size that the AIX LVM 
can issue to the storage subsystem. Proper LTG configuration is essential to align host I/O 
behavior with the capabilities of IBM Storage FlashSystem and to achieve optimal 
performance.

2.5.1  Understanding LTG

The LTG represents the unit of I/O transfer within AIX LVM and determines the maximum size 
of a single I/O operation.

Key characteristics include the following attributes:

� Defines the maximum I/O size per request
� Influences I/O efficiency and throughput
� Must align with storage system capabilities
� The default value is typically 128 KB, which was designed for HDD environments

2.5.2  Why LTG matters for IBM Storage FlashSystem

IBM Storage FlashSystem supports larger I/O sizes than traditional disk-based systems. 
Increasing the LTG size enables more efficient data transfer and better use of storage 
resources. The following benefits result from larger LTG values:

� IBM Storage FlashSystem supports I/O sizes in the range of 1 MB–2 MB.
� Larger LTG values reduce the number of I/O operations required for large transfers.
� Reduced I/O operations reduce CPU processing requirements on the host.
� Improved throughput for sequential and mixed workloads.
� Better usage of internal parallelism and NVMe bandwidth.

2.5.3  IBM Storage FlashSystem I/O capabilities

IBM Storage FlashSystem models support different maximum I/O sizes depending on the 
system architecture and generation. Understanding these capabilities is essential for proper 
LTG configuration.

Typical maximum I/O sizes for IBM Storage FlashSystem models include the following 
specifications:

� IBM Storage FlashSystem 5000 series: Up to 1 MB
� IBM Storage FlashSystem 7200 and 9200: Up to 2 MB
� IBM Storage FlashSystem 9500: Up to 2 MB

2.5.4  Best practice LTG sizes

To achieve optimal performance, configure the LTG size to match the maximum I/O capability 
of the storage system. The following LTG sizes are best practices:

� 1 MB (256 × 4 KB blocks) for entry-level IBM Storage FlashSystem models, such as the 
IBM FlashSystem 5000 series

� 2 MB (512 × 4 KB blocks) for higher-performance IBM Storage FlashSystem models
Chapter 2. Modernized IBM AIX storage architecture 25



2.5.5  Checking the current LTG size

To display the LTG size for a VG, use the lsvg command:

# Display VG attributes
lsvg flashvg

In the output, look for the following field:

MAX REQUEST:        256 kilobytes

This value represents the current LTG size for the VG.

2.5.6  Setting the LTG size

The LTG size can be specified when creating a VG or modified later for an existing VG.

During volume group creation
Use the -L parameter with the mkvg command to define the LTG size at creation time, as 
shown in Example 2-15.

Example 2-15   Setting the LTG size

# Create VG with 1 MB LTG (256 blocks of 4 KB)
mkvg -S -L 256 -y flashvg hdisk10 hdisk11

# Create VG with 2 MB LTG (512 blocks of 4 KB)
mkvg -S -L 512 -y flashvg hdisk10 hdisk11

Modifying an existing volume group
The LTG size of an existing VG can be changed by using the chvg command, as shown in 
Example 2-16.

Example 2-16   Modifying an existing volume group

# Change LTG to 1 MB (256 blocks)
chvg -L 256 flashvg

# Change LTG to 2 MB (512 blocks)
chvg -L 512 flashvg

# Verify the change
lsvg flashvg | grep "MAX REQUEST"

Note: The MAX REQUEST value is displayed in kilobytes. For example, a value of 256 KB 
corresponds to an LTG size of 1 MB, and a value of 512 KB corresponds to an LTG size of 
2 MB when using 4 KB blocks.
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Impact of LTG size on performance
The LTG size has a direct impact on I/O efficiency and overall system performance. 
Increasing the LTG size reduces the number of I/O operations that are required for large data 
transfers, which improves throughput and reduces CPU processing requirements.

Performance comparison
Table 2-1 illustrates the typical performance impact of different LTG sizes.

Table 2-1   Performance comparison

2.5.7  Workload considerations

The optimal LTG size depends on the I/O profile of the workload. The following best practices 
apply to common workload types:

� Database workloads, such as Oracle, IBM Db2, and SAP HANA. Use 1 MB or 2 MB LTG. 
Large sequential operations benefit significantly, and index and random operations show 
moderate improvement.

� File server workloads. Use 2 MB LTG for large file transfers and streaming workloads. 
Small file operations are typically unaffected.

� Backup and restore operations. Use 2 MB LTG to maximize throughput and reduce 
backup windows.

� Virtual machine storage. Use 1 MB LTG to balance large and small I/O operations in 
mixed workloads.

Important considerations:

� Changes to the LTG size take effect immediately.
� No vary off/on operation is required.
� Existing LVs inherit the updated LTG setting.
� No data migration is required.

Best practice: Configure the LTG size to match the maximum I/O size supported by 
IBM Storage FlashSystem to achieve optimal throughput.

LTG size Sequential read Sequential write Random read Random write

128 KB (default) 2.5 GBps 2.0 GBps 150 K IOPS 120 K IOPS

1 MB (256 
blocks)

5.5 GBps 4.8 GBps 180 K IOPS 150 K IOPS

2 MB (512 
blocks)

8.2 GBps 7.5 GBps 200 K IOPS 170 K IOPS

Note: Values are representative and vary based on workload characteristics, system 
configuration, and IBM Storage FlashSystem model.
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2.5.8  LTG tuning best practices

LTG tuning should be validated through testing and performance comparison, as shown in 
Example 2-17.

Example 2-17   LTG tuning 

# 1. Test current performance
dd if=/dev/zero of=/data/testfile bs=1M count=10000

# 2. Change LTG size
chvg -L 512 flashvg

# 3. Test new performance
dd if=/dev/zero of=/data/testfile2 bs=1M count=10000

# 4. Compare results
# Look for throughput improvement

# 5. Monitor with topas
topas -d 10 -P

Monitoring and validation
Use the following tools that are shown in Example 2-18 to monitor I/O performance and 
validate LTG.

Example 2-18   Monitoring I/O performance and validating LTG

# Real-time I/O statistics
iostat -DlT 5

# VG-specific I/O
lvmstat -v flashvg 5

# Detailed LV statistics
lvmstat -l lv_name 5

2.6  Quorum management for high availability

Quorum is a mechanism that is used by AIX LVM to help ensure data consistency and 
prevent split-brain conditions. However, in HA environments that use shared storage, quorum 
behavior must be carefully considered to avoid unintended service disruptions.

2.6.1  Understanding volume group quorum

Quorum is a voting mechanism that determines whether a VG can be activated (varied on). 
Most PVs must be available for the VG to remain online.

Key characteristics include the following attributes:

� Quorum is enabled by default for all VGs.
� Most PVs must be accessible.
� The quorum is calculated as (Number of PVs / 2) + 1.
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Examples:

� A VG with 4 PVs requires at least 3 PVs to maintain quorum.
� A VG with 6 PVs requires at least 4 PVs to maintain quorum.

2.6.2  Quorum considerations in high-availability environments

In HA environments that use shared storage, quorum behavior can lead to unintended 
service disruptions.

Consider an IBM PowerHA SystemMirror cluster with two nodes that share storage on 
IBM Storage FlashSystem. PowerHA SystemMirror was formerly known as High Availability 
Cluster Multiprocessing (HACMP). Each node is connected to the storage system through 
multiple paths to provide redundancy.

The following scenario illustrates the impact of quorum in a multipath environment:

1. A single path failure occurs, such as due to a cable, host bus adapter (HBA), or storage 
area network (SAN) switch issue.

2. The node loses one of its available paths to the storage system.

3. If the VG contains four PVs and quorum is enabled:

– The node now detects only three available PVs.
– The quorum requirement is three PVs.
– The VG remains online, but with reduced redundancy.

4. A second path failure occurs:

– The node detects only two available PVs.
– The quorum requirement is no longer met.
– The VG is automatically varied off.
– The application fails over, even though storage access might still be partially available.

This behavior can result in the following issues:

� Unnecessary failover events
� Application interruptions or downtime
� False alerts and operational impact
� Reduced stability of the cluster environment

In multipath IBM Storage FlashSystem environments, quorum decisions that are based solely 
on visible PVs can conflict with the redundancy that is provided by SAN connectivity. As a 
result, quorum can trigger avoidable failovers even when sufficient storage access remains 
available.
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2.7  PowerHA SystemMirror and policy-based high availability 
integration

In PowerHA SystemMirror environments, HA is achieved through coordinated resource 
management across cluster nodes that share storage on IBM Storage FlashSystem.

A typical configuration includes the following components:

� Two or more nodes in an active-standby or active-active configuration
� Shared storage provided by IBM Storage FlashSystem
� Multiple SAN paths per node (typically four or more) for redundancy and load-balancing
� VGs configured without quorum to prevent unintended failover events

In this architecture, PowerHA SystemMirror manages resource ownership, failover, and 
recovery operations, rather than relying on LVM quorum decisions.

2.7.1  Policy-based high availability 

Policy-based high availability (PBHA), introduced in AIX 7.2 and later, enhances traditional 
HA capabilities by providing more flexible and dynamic resource management.

Key characteristics include the following features:

� Integration with PowerHA SystemMirror
� Policy-driven control of resource behavior
� Improved automation and dynamic workload management
� Fine-grained control over availability and recovery operations

PBHA complements PowerHA SystemMirror by enabling more adaptive and policy-based 
decision-making in complex environments.

2.7.2  Disabling volume group quorum

In PowerHA SystemMirror and PBHA environments, shared VGs should generally have 
quorum that is disabled to avoid unnecessary failover conditions. Disabling quorum on an 
existing VG prevents LVM from automatically varying off the VG when path failures occur, 
allowing PowerHA SystemMirror to manage failover decisions based on cluster-wide resource 
availability rather than individual path status. 

For detailed considerations regarding quorum behavior in clustered IBM Storage 
FlashSystem environments, see 2.6, “Quorum management for high availability” on page 28.

Example 2-19 shows how to disable quorum.

Example 2-19   Disabling quorum

# Disable quorum on existing VG
chvg -Qn flashvg

# Verify quorum is disabled
lsvg flashvg | grep QUORUM

Expected output:

QUORUM:             0 (Disabled)
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Creating VG with quorum disabled
Example 2-20 shows how to create VG with quorum disabled.

Example 2-20   Creating VG with quorum disabled

# Create Scalable VG with quorum disabled
mkvg -S -Q n -y flashvg hdisk10 hdisk11 hdisk12 hdisk13

# Verify
lsvg flashvg | grep QUORUM

Alternative: Quorum with forced varyon 
If you must keep quorum enabled, use the procedure that is shown in Example 2-21.

Example 2-21   Quorum with forced varyon

# Force varyon even without quorum
varyonvg -f flashvg

# Add to /etc/inittab for automatic startup
mkitab "flashvg:2:wait:/usr/sbin/varyonvg -f flashvg"

2.8  Best practices for high-availability configurations

This section describes best practices for configuring HA environments that use PowerHA 
SystemMirror with IBM Storage FlashSystem and AIX.

2.8.1  Disabling quorum for shared volume groups

Disable quorum for shared VGs used in PowerHA SystemMirror or PBHA environments, as 
shown in Example 2-22. For more information, see 2.6, “Quorum management for high 
availability” on page 28.

Example 2-22   Disabling quorum

# For all shared VGs in cluster
for vg in $(lsvg -o); do
    chvg -Qn $vg
done

2.8.2  Configuring multipathing correctly

Verify that all IBM Storage FlashSystem LUNs have properly configured and balanced 
multipath connectivity, as shown in Example 2-23.

Example 2-23   Checking the multipath configuration

# Check multipath configuration
lspath -l hdisk10

Caution: Forced varyon can lead to data corruption in true split-brain scenarios.
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Expected result: Each LUN should have multiple active paths (typically four or more) from 
IBM Storage FlashSystem.

2.8.3  Enabling path monitoring and load-balancing

Configure disk attributes to support automatic path failover and optimal I/O distribution, as 
shown in Example 2-24.

Example 2-24   Enabling automatic path recovery

# Configure disk attributes
chdev -l hdisk10 -a reserve_policy=no_reserve
chdev -l hdisk10 -a algorithm=shortest_queue

2.8.4  Configuring PowerHA SystemMirror resource groups

PowerHA SystemMirror resource groups should be defined to manage application availability 
and storage resources consistently across nodes.

The following example shows a typical configuration:

� Service IP address: 192.168.1.100
� VG: flashvg (quorum disabled)
� Application: Oracle Database

PowerHA SystemMirror manages the following resources:

� VG varyon and varyoff operations
� File system mount and unmount operations
� Application start and stop procedures
� Failover and fallback between cluster nodes

Testing failover scenarios
Regular testing helps ensure that the HA configuration behaves as expected under failure 
conditions.

The following tests should be performed:

� Test 1: Single path failure

Action: Disconnect one Fibre Channel (FC) cable.

Expected result: VG remains online; no failover occurs.

� Test 2: Multiple path failures

Action: Disconnect multiple paths.

Expected result: VG remains online until all paths are lost.

Best practice: Use the shortest_queue path selection algorithm for modern AIX 
environments to optimize I/O distribution across available paths. Use no_reserve in 
clustered environments to avoid Small Computer System Interface (SCSI) reservation 
conflicts during failover operations.

The round_robin algorithm was a best practice for earlier AIX releases, but the current AIX 
best practice is shortest_queue for most IBM Storage FlashSystem environments.
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� Test 3: Planned failover

Action: Use PowerHA SystemMirror commands to move resources:

clRGmove -g resource_group -n target_node

2.9  Monitoring and alerting

Continuous monitoring is essential to detect failures early and maintain system availability. 
Example 2-25 shows an example monitoring script.

Example 2-25   Example monitoring script

# Check all paths
lspath | grep hdisk

# Detailed path information
lspath -l hdisk10 -F "name status parent"

# Automated monitoring script
#!/bin/ksh
for disk in $(lspv | awk '{print $1}'); do
    failed_paths=$(lspath -l $disk | grep -c Failed)
    if [ $failed_paths -gt 0 ]; then
        echo "WARNING: $disk has $failed_paths failed paths"
        # Send alert
    fi
done

2.9.1  Monitoring PowerHA SystemHA events

Example 2-26 shows a sample script to monitor PowerHA SystemMirror events.

Example 2-26   Sample script to monitor PowerHA SystemMirror events

# View cluster events
clstat -o

# Monitor resource group status
clRGinfo -m

# Check for errors
errpt | grep HACMP

Best practice: Perform both planned and unplanned failover tests regularly to validate 
configuration and operational readiness. 

Best practice: Integrate path monitoring with enterprise monitoring tools for proactive 
alerting. 

Best practice: Regularly review cluster events and error logs to identify potential issues 
before they affect availability.
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2.9.2  IBM Storage FlashSystem volume group configuration example

This section provides a step-by-step example of configuring an AIX VG on IBM Storage 
FlashSystem for use in an HA environment with PowerHA SystemMirror.

Environment
The following configuration is used in this example:

� IBM Storage FlashSystem 9200
� AIX 7.2 Technology Level (TL) 5
� PowerHA SystemMirror 7.2
� Two-node cluster
� Eight LUNs presented from IBM Storage FlashSystem
� Four paths per LUN per node

The following steps demonstrate the complete configuration process:

1. Use the cfgmgr command to detect newly presented storage devices, as shown in 
Example 2-27.

Example 2-27   Discovering IBM Storage FlashSystem LUNs

# Run cfgmgr to discover new LUNs
cfgmgr

# List new disks
lspv | grep None

# Expected output:
hdisk10         none            None
hdisk11         none            None
hdisk12         none            None
hdisk13         none            None
hdisk14         none            None
hdisk15         none            None
hdisk16         none            None
hdisk17         none            None

2. Configure disk attributes to enable proper path redundancy and load-balancing, as shown 
in Example 2-28.

Example 2-28   Configuring multipathing

# Set multipath attributes for each disk
for disk in hdisk10 hdisk11 hdisk12 hdisk13 hdisk14 hdisk15 hdisk16 hdisk17; do
    chdev -l $disk -a algorithm=shortest_queue
    chdev -l $disk -a reserve_policy=no_reserve
    chdev -l $disk -a queue_depth=32
done

# Verify multipath configuration
lspath -l hdisk10
# Should show 4 paths: Enabled, Enabled, Enabled, Enabled

Best practice: Ensure that paths are evenly distributed across adapters and fabrics to 
avoid single points of failure.
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3. Create a scalable VG with settings optimized for IBM Storage FlashSystem, as shown in 
Example 2-29.

Example 2-29   Creating a scalable volume group

# Create VG with optimal settings for FlashSystem 9200
mkvg -S \              # Scalable VG
     -Q n \            # Quorum disabled (for PowerHA)
     -L 512 \          # 2 MB LTG (FlashSystem 9200 max I/O)
     -y flash_db_vg \  # VG name
     hdisk10 hdisk11 hdisk12 hdisk13 hdisk14 hdisk15 hdisk16 hdisk17

# Verify VG configuration
lsvg flash_db_vg

Example 2-30 shows the expected output.

Example 2-30   Expected output

VOLUME GROUP:       flash_db_vg          VG IDENTIFIER:  
00f9c4e400004c000000017a2f3e8b9f
VG STATE:           active               PP SIZE:        128 megabytes
VG PERMISSION:      read/write           TOTAL PPs:      8192 (1048576 megabytes)
MAX LVs:            512                  FREE PPs:       8192 (1048576 megabytes)
LVs:                0                    USED PPs:       0 (0 megabytes)
OPEN LVs:           0                    QUORUM:         0 (Disabled)
TOTAL PVs:          8                    VG DESCRIPTORS: 8
STALE PVs:          0                    STALE PPs:      0
ACTIVE PVs:         8                    AUTO ON:        yes
MAX PPs per VG:     32768                MAX REQUEST:    512 kilobytes
MAX PPs per PV:     4096                 SCALABLE:       yes
MAX PVs:            4096                 VARIED ON:      Concurrent

4. Create LVs based on application requirements, as shown in Example 2-31.

Example 2-31   Creating logical volumes

# Create LV for Oracle database
mklv -t jfs2 \           # File system type
     -y oracle_data_lv \  # LV name
     -c 1 \               # Copies (1 for FlashSystem with internal redundancy)
     flash_db_vg \        # VG name
     100G                 # Size

# Create LV for Oracle redo logs
mklv -t jfs2 \
     -y oracle_redo_lv \
     -c 1 \
     flash_db_vg \
     50G

# Create LV for Oracle archive logs
mklv -t jfs2 \
     -y oracle_arch_lv \
     -c 1 \
     flash_db_vg \
     200G
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5. Create JFS2 file systems with appropriate tuning parameters, as shown in Example 2-32.

Example 2-32   Creating JFS2 file systems

# Create JFS2 file systems with optimal settings
crfs -v jfs2 \
     -d oracle_data_lv \
     -m /oracle/data \
     -A yes \              # Auto mount
     -p rw \               # Read/write
     -a agblksize=4096 \   # Allocation group block size
     -a isnapshot=no       # Disable snapshots for performance

crfs -v jfs2 \
     -d oracle_redo_lv \
     -m /oracle/redo \
     -A yes \
     -p rw \
     -a agblksize=4096 \
     -a isnapshot=no

crfs -v jfs2 \
     -d oracle_arch_lv \
     -m /oracle/archive \
     -A yes \
     -p rw \
     -a agblksize=4096 \
     -a isnapshot=no

6. Mount the file systems and confirm correct configuration, as shown in Example 2-33.

Example 2-33   Mounting and verifying file systems

# Mount file systems
mount /oracle/data
mount /oracle/redo
mount /oracle/archive

# Verify mounts
df -g | grep oracle

# Expected output:
Filesystem    GB blocks      Free %Used    Iused %Iused Mounted on
/dev/oracle_data_lv  100.00     99.99    1%        4     1% /oracle/data
/dev/oracle_redo_lv   50.00     49.99    1%        4     1% /oracle/redo
/dev/oracle_arch_lv  200.00    199.99    1%        4     1% /oracle/archive

Best practice: Use a single copy (-c 1) when storage-level redundancy is provided by 
IBM Storage FlashSystem. 

Note: Snapshot settings and file system parameters should be aligned with application 
requirements and data protection policies.
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7. Perform basic I/O validation to confirm system behavior, as shown in Example 2-34.

Example 2-34   Validating performance

# Test sequential write performance
dd if=/dev/zero of=/oracle/data/testfile bs=1M count=10000
# Expected: 6-8 GBps on FlashSystem 9200

# Test sequential read performance
dd if=/oracle/data/testfile of=/dev/null bs=1M
# Expected: 7-9 GBps on FlashSystem 9200

# Test random I/O with fio
fio --name=random-rw \
    --ioengine=libaio \
    --iodepth=32 \
    --rw=randrw \
    --bs=8k \
    --direct=1 \
    --size=10G \
    --numjobs=4 \
    --runtime=60 \
    --group_reporting \
    --filename=/oracle/data/fiotest
# Expected: 150 K–200 K IOPS

2.9.3  PowerHA SystemMirror integration

This section describes how to integrate an IBM Storage FlashSystem based VG with 
PowerHA SystemMirror and validate failover behavior.

Configuring the resource group
Use the SMIT interface to add the VG and associated file systems to a PowerHA 
SystemMirror resource group, as shown in Example 2-35.

Example 2-35   Configuring the resource group

# Add VG to PowerHA resource group
smitty hacmp
# Select Extended Configuration > Extended Resource Configuration
# > HACMP Extended Resources > Volume Groups

# Configure:
# - Volume Group Name: flash_db_vg
# - Quorum: Disabled (already set)
# - Concurrent Mode: No (for -passive)
# - Filesystems: /oracle/data, /oracle/redo, /oracle/archive

Important: Ensure that the VG is varied off on all nodes before adding it to a PowerHA
SystemMirror resource group. PowerHA SystemMirror controls VG activation and 
deactivation during failover operations.
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Testing failover behavior
After the resource group is configured, validate failover and failback operations, as shown in 
Example 2-36.

Example 2-36   Testing failover behavior

# Initiate planned failover
clRGmove -g oracle_rg -n node2

# Verify VG moved to node2
lsvg -o  # On node2, should show flash_db_vg

# Verify file systems mounted
df -g | grep oracle  # On node2

# Failback to node1
clRGmove -g oracle_rg -n node1

2.10  Best practices summary 

This section summarizes key configuration, performance, and HA best practices for VGs on 
IBM Storage FlashSystem with AIX.

2.10.1  Configuration checklist

Use the following checklist when configuring a VG on IBM Storage FlashSystem:

� Use a scalable VG (-S flag).
� Set an appropriate LTG size (use -L 256 or -L 512).
� Disable quorum for HA configurations (use -Q n).
� Configure multipathing (four or more paths per LUN are a best practice).
� Use striping for high-performance LVs where applicable.
� Optimize JFS2 file system mount options, such as cio, noatime.
� Tune AIX kernel parameters as required.
� Implement monitoring and alerting.
� Document the configuration.
� Test failover scenarios (for HA environments).

2.10.2  Performance optimization checklist

Use the following checklist to verify that VGs are configured for optimal performance based on 
workload characteristics and storage capabilities:

� Verify that the LTG size is appropriate for the workload and storage configuration.
� Ensure that scalable VG is enabled.
� Configure striping for high-I/O workloads where beneficial.
� Use JFS2 concurrent I/O (CIO) where supported by the application.
� Tune AIX kernel parameters (vmo and ioo) based on workload requirements.
� Enable multipath load-balancing by using the shortest_queue path selection algorithm.
� Use no_reserve policy for shared disks in clustered environments.
� Configure appropriate queue depth, such as 32 or higher, depending on the workload.
� Ensure that monitoring is in place.
� Perform regular performance validation and testing.
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2.10.3  High-availability checklist

Validating HA configurations helps ensure that failover mechanisms function correctly and 
that storage remains accessible during planned and unplanned outages. Use the following 
checklist to validate HA configurations for VGs in IBM Storage FlashSystem environments:

� Configure PowerHA SystemMirror or PBHA.
� Ensure multiple paths per LUN (four or more are a best practice).
� Enable path monitoring.
� Test and document failover procedures.
� Configure automatic path recovery.
� Monitor cluster events and logs.
� Create operational runbooks for common scenarios.
� Perform regular DR testing.
� Document backup and recovery procedures.

2.10.4  Conclusion 

Optimizing VGs for IBM Storage FlashSystem in AIX environments requires adapting 
traditional configurations that were designed for HDD systems to modern flash-based storage 
characteristics. The following key practices should be implemented:

� Scalable VGs. Use scalable VGs to support large IBM Storage FlashSystem 
configurations and high I/O concurrency.

� Appropriate LTG sizing. Selecting an appropriate LTG size, such as 256 KB or 512 KB, 
helps align I/O processing with system capabilities and improves efficiency.

� Quorum management in HA environments. Disabling quorum for shared VGs managed by 
PowerHA SystemMirror helps prevent unnecessary varyoff conditions and improves 
cluster stability.

By implementing these optimizations, along with proper multipath configuration, striping, and 
AIX kernel tuning, administrators can better use the capabilities of IBM Storage FlashSystem 
and potentially achieve the following benefits:

� Significant improvements in sequential I/O performance
� Noticeable improvements in random I/O performance
� HA, such as 99.99% or higher, in properly configured HA environments
� Reduced latency compared to traditional HDD systems
� Improved resource usage and cost efficiency

Important: Performance tuning must always be validated against the actual workload. 
Avoid applying generic tuning values without testing.

Best practice: Treat the VG as the failover boundary. All dependent resources (LVs, file 
systems, and applications) should be consistently managed within the same HA 
framework.
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2.11  File system choice: JFS2 versus IBM Storage Scale

Selecting the appropriate file system is a critical architectural decision when deploying AIX 
workloads on IBM Storage FlashSystem. Although IBM Storage FlashSystem provides 
consistently low latency and high bandwidth through its all-NVMe architecture, the host file 
system determines how effectively applications can take advantage of these capabilities.

AIX provides the following two primary file system technologies for enterprise deployments:

� JFS2
� IBM Storage Scale

Each file system is optimized for different workload profiles, scalability requirements, and 
operational models. Understanding their architectural differences is essential for designing 
high-performance and supportable IBM Storage FlashSystem environments.

2.11.1  JFS2

JFS2 is the default file system for AIX and is designed for single-node deployments with 
straightforward operational requirements. JFS2 is a best practice for the following use cases:

� General application servers
� Small to mid-sized enterprise databases
� Workloads with moderate concurrency and throughput requirements
� Single-node or independent storage access models

JFS2 provides a stable file system with minimal operational complexity, making it an effective 
default choice for many AIX environments.

JFS2 architecture and behavior on flash
JFS2 is the enhanced journaling file system that is introduced with AIX 5.1 and optimized for 
64-bit architectures. It improves upon the original JFS by supporting larger file systems, 
higher scalability, and improved metadata handling.

JFS2 uses metadata journaling, meaning that file system structure changes, such as inode 
updates, directory modifications, and allocation changes, are written to a journal before the 
system commits them to disk. This design accelerates file system recovery after unplanned 
outages while maintaining data integrity.

On flash storage, JFS2 benefits from reduced metadata write latency. However, journaling 
behavior must be configured to avoid unnecessary processing requirements.

Note: IBM Spectrum Scale 5.1.8.0 (formerly GPFS) and later is now IBM Storage Scale.

Design guidance: 

� Use JFS2 for single-node workloads where operational simplicity and moderate 
concurrency are sufficient.

� Use IBM Storage Scale when workloads require shared disk access, horizontal 
scalability, or sustained high throughput across multiple nodes.

Best practice: Select the file system based on workload characteristics and scalability 
requirements rather than storage performance alone.
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JFS2 logging options
JFS2 supports two logging models:

� External log LV. Traditional design that uses a separate LV, which can be shared across 
multiple file systems.

� Inline log. The journal is embedded directly within the file system LV.

Inline logs on IBM Storage FlashSystem
When used with IBM Storage FlashSystem, inline logging provides several advantages:

� Eliminates cross-LV I/O scheduling delays
� Enables metadata updates to be serviced directly from flash storage
� Avoids log contention between file systems
� Simplifies storage layout and administration

Example: Configuring inline logging
Example 2-37 shows an example of configuring inline logging.

Example 2-37   Configuring inline logging

# Method 1: Create new file system with inline log
crfs -v jfs2 -g <vg> -a size=<size> -m <mount point> \
  -a logname=INLINE -a ag=32 -a bf=true

# Method 2: Convert existing file system to inline log
# (Requires unmount and data backup)
chfs -a logname=INLINE <filesystem>

# Verify inline log configuration
lsfs -q <filesystem> | grep -i log
# Output should show: log = INLINE

2.11.2  IBM Storage Scale

IBM Storage Scale (formerly IBM Spectrum Scale, also known as GPFS) is suitable for 
environments that require the following capabilities:

� High-performance computing (HPC)
� Large Oracle Real Application Cluster (RAC) clusters
� Analytics and AI (AI) workloads
� Extreme parallelism and shared disk access across multiple nodes

IBM Storage Scale is the preferred choice when scalability, concurrency, and aggregate 
throughput are primary design objectives.

IBM Storage Scale architecture overview
IBM Storage Scale is a high-performance clustered parallel file system that provides 
simultaneous access to shared data across multiple nodes. Unlike JFS2, which operates 
within a single host context, IBM Storage Scale distributes both data and metadata operations 
across the cluster.

Best practice: Always use inline logs for JFS2 file systems on IBM Storage FlashSystem 
unless a specific HA or recovery design explicitly requires an external log device.
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Figure 2-2 shows an architectural comparison between JFS2 and IBM Storage Scale.

Figure 2-2   Architecture comparison between JFS2 and IBM Storage Scale

Key architectural characteristics include the following features:

� Data striping across multiple storage devices network shared disks (NSDs)
� Distributed metadata management
� Cluster-wide caching and concurrency control
� Policy-based storage management and replication

IBM Storage Scale was originally designed for extreme throughput use cases and evolved to 
support large-scale scientific computing, analytics, and enterprise database clusters.

IBM Storage FlashSystem and IBM Storage Scale synergy
IBM Storage Scale aligns well with IBM Storage FlashSystem architectures due to its ability to 
use parallelism at scale.

Key advantages include the following capabilities:

� Wide striping. Data is distributed across all NSDs in a file system, maximizing available 
bandwidth.

� Concurrent multi-node access. Multiple nodes can read and write to the same file system 
simultaneously.

� Parallel metadata operations. Metadata is distributed across nodes, reducing contention 
under heavy workloads.

Best practice: IBM Storage Scale tuning parameters, such as stripe width, caching 
behavior, and concurrency settings, should be aligned with the IBM Storage FlashSystem 
configuration to achieve optimal performance.
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Table 2-2 shows where IBM Storage Scale outperforms JFS2.

Table 2-2   Where IBM Storage Scale outperforms JFS2

2.11.3  Block size and striping strategy

In all-flash environments, file system block size and striping geometry directly influence how 
efficiently the host can use IBM Storage FlashSystem bandwidth. Suboptimal configuration 
can lead to increased metadata activity and I/O amplification, even on low-latency NVMe 
storage.

JFS2 block size selection
JFS2 allocates disk space in fixed-size file system blocks that are defined at file system 
creation time. Supported block sizes include the following options:

� 512 bytes
� 1 KB
� 2 KB
� 4 KB (default)

IBM Storage Scale block size and striping
IBM Storage Scale abstracts storage through NSDs and storage pools, rather than individual 
LVs.

Typical characteristics include the following attributes:

� File system block size typically ranges from 1 MB–16 MB (commonly 16 MB).
� Subblock allocation is used for small files.
� Stripe width typically spans multiple or all NSDs in the file system.

This wide striping model enables IBM Storage Scale to efficiently use IBM Storage 
FlashSystem parallelism.

Feature or 
Requirement

JFS2 IBM Storage Scale

Multi-node access Not supported Native clustered file system

Data striping Limited Wide striping across storage pools

AI / HPC workloads Not optimized Designed for high concurrency

Aggregate throughput Moderate High with parallel I/O

IBM Storage FlashSystem best practices: 

For JFS2 block size configuration, follow these best practices:

� Use a 4 KB block size for JFS2 file systems on IBM Storage FlashSystem.
� Avoid smaller block sizes unless space efficiency is a primary requirement.

Smaller block sizes increase allocation frequency and metadata operations, which can 
introduce extra CPU processing requirements and reduce overall efficiency. The block size 
is defined at file system creation time and cannot be changed later without re-creating the 
file system. For example, you can use the following command to create a JFS2 file system 
with a 4 KB block size on the specified LV: 

crfs -v jfs2 -d <lvname> -b 4096 -m <mountpoint>
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2.11.4  Flash-optimized mount options

Even a well-designed file system can underperform if mounted with default settings that are 
not optimized for flash storage. AIX provides mount options that can significantly improve 
performance.

Best practice JFS2 mount options
This section describes mount options that optimize JFS2 performance on IBM Storage 
FlashSystem.

Inline logging
Inline logging should be considered the default configuration for JFS2 file systems on 
IBM Storage FlashSystem, as it reduces latency and simplifies storage layout.

Direct I/O and concurrent I/O
JFS2 supports two I/O modes that are relevant for high-performance workloads:

� Direct I/O: Bypasses the file system page cache, allowing applications to perform direct 
reads and writes to disk.

� Concurrent I/O: Eliminates inode-level serialization and enables parallel I/O operations.

These options are especially beneficial for database workloads, such as Oracle and Db2, that 
implement their own buffering mechanisms.

Table 2-2 on page 43 shows the I/O mode comparison.

Key concept: Performance in IBM Storage Scale scales with the number of participating 
NSDs and nodes, rather than the performance of individual disks.

Best practice: Use cio for database workloads where supported, and validate behavior 
with the application to help ensure compatibility and performance gains.
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Figure 2-3   I/O mode comparison

This configuration, which is shown in Figure 2-3, avoids double buffering and reduces CPU 
usage. The following example shows how to enable Direct I/O for a JFS2 file system on AIX:

mount -o dio,caching=no /oradata

2.12  Summary of AIX architecture best practices

This chapter demonstrates that modern IBM Storage FlashSystem environments require AIX 
storage architectures that are optimized for flash-based storage behavior rather than 
traditional HDD assumptions.

IBM Storage FlashSystem performance characteristics, including ultra-low latency, high 
concurrency, and NVMe-based internal parallelism, require corresponding modernization of 
the AIX software stack. Traditional configuration defaults that were originally designed for 
mechanical storage can introduce unnecessary bottlenecks in flash environments.

Scalable VGs provide the foundation for large-scale and high-performance IBM Storage 
FlashSystem deployments by improving metadata scalability, concurrency, and long-term 
growth flexibility. Proper LTG sizing further aligns host I/O behavior with IBM Storage 
FlashSystem capabilities and improves throughput efficiency.

HA environments require careful coordination between AIX, SAN infrastructure, multipathing 
configuration, and cluster software. In clustered deployments, PowerHA SystemMirror and 
PBHA frameworks manage failover and recovery operations, while multipathing and balanced 
SAN design help ensure resilient and predictable storage access.
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File system selection also plays an important role in workload optimization. JFS2 provides a 
stable and efficient solution for traditional enterprise workloads. IBM Storage Scale is 
designed for environments that require large-scale parallelism and shared access across 
multiple nodes.

Effective IBM Storage FlashSystem integration depends on consistent alignment across all 
infrastructure layers, including storage configuration, SAN connectivity, host tuning, file 
systems, and operational procedures. A well-designed AIX architecture enables 
organizations to fully use IBM Storage FlashSystem capabilities while maintaining scalability, 
resiliency, and operational stability.
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Chapter 3. Storage area network 
connectivity and multipath I/O

In IBM AIX environments on IBM Power, storage connectivity directly affects system behavior, 
performance, stability, and availability. Problems at the storage level often become visible only 
under heavy workload or during a failure. Early detection becomes even more important when 
working with IBM Storage FlashSystem. These systems are designed for low latency and 
high I/O throughput, which makes configuration consistency critical. Small inconsistencies in 
storage area network (SAN) design or path layout can quickly turn into performance issues or 
unpredictable behavior.

The SAN defines how servers connect to storage and how I/O is processed. A well-designed 
SAN provides redundancy, balanced I/O, and stable performance. A poorly designed SAN 
can lead to latency issues, unstable paths, and uneven workload distribution.

To prevent storage from becoming a single point of failure, SAN design and multipathing must 
be considered together. A proper SAN design, when combined with correctly configured 
multipathing, helps ensure that failures at any level, such as a host bus adapter (HBA), cable, 
switch, or storage port, do not interrupt application I/O. Dual fabrics and multiple independent 
paths are key parts of this design.

Multipath I/O (MPIO) is the AIX mechanism that manages these paths. It allows the system to 
use multiple paths at the same time and automatically switch if one path fails. With the correct 
tuning, MPIO also helps distribute I/O evenly and use the available bandwidth more 
effectively.

In AIX environments, use the AIX Path Control Module (AIXPCM). It is simpler than older 
solutions and works better with newer storage technologies such as IBM Storage 
FlashSystem and Fibre Channel Non-Volatile Memory Express (FC-NVMe). 

This chapter focuses on how to design and configure SAN connectivity and multipathing for 
IBM Storage FlashSystem environments. It covers SAN design principles, Fibre Channel (FC) 
configuration, path management, and MPIO behavior in AIX.
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This chapter includes the following sections:

� “SAN connectivity best practices” on page 48
� “Fibre Channel HBA tuning on IBM Power” on page 51
� “Multipath I/O and AIXPCM” on page 55
� “Direct-attached configuration” on page 59
� “Summary” on page 62

3.1  SAN connectivity best practices 

Reliable SAN connectivity between IBM Power and IBM Storage FlashSystem begins with a 
well-structured design that eliminates single points of failure and helps ensure predictable 
performance. Configuration choices at every layer, from the HBA port to the SAN fabric and 
storage controller, directly affect system stability, failover behavior, and overall I/O 
performance.

3.1.1  SAN design goals

A well-designed SAN can be simple, predictable, and resilient. In practice, a few key 
principles help keep behavior consistent across environments.

A well-designed SAN achieves the following goals:

� There is no single component (HBA, cable, switch, or storage port) whose failure can 
interrupt access to storage.

� Paths are evenly distributed across both fabrics and storage controllers, with each logical 
unit number (LUN) having a balanced number of paths through Fabric A and Fabric B.

� The path layout is consistent across all hosts to help ensure that MPIO behaves the same 
way in every system and to simplify troubleshooting.

� Each LUN with a limited and defined number of paths (typically 2–4) to avoid complexity 
and slow failover.

� SAN design that is simple to understand and maintain, reducing the risk of errors and 
simplifying troubleshooting.

These principles are applied throughout the remainder of this chapter.

3.1.2  Dual fabric design

In most production environments, a dual-fabric SAN design is a best practice to provide 
redundancy, fault isolation, and stable operation.

Each AIX host should be connected to two independent SAN fabrics, commonly referred to as 
Fabric A and Fabric B. IBM Storage FlashSystem controllers should present storage ports 
through both fabrics so that each host has multiple independent paths to the same storage 
resources.

Paths should be distributed evenly across both fabrics to balance workload and improve 
resiliency. A common design approach is to connect one HBA port to Fabric A and a second 
HBA port to Fabric B, with each fabric providing access to separate IBM Storage 
FlashSystem controller ports. The same connectivity layout should be maintained across both 
fabrics to preserve balanced path distribution and predictable multipathing behavior.
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This architecture enables continuous operation if a single component fails, including an HBA, 
cable, SAN switch, inter-switch link (ISL), or storage port. It also allows nondisruptive SAN 
maintenance because one fabric can remain active while maintenance is performed on the 
other. AIX MPIO automatically manages path failover and recovery without interrupting 
application workloads.

3.1.3  HBA selection and connectivity

FC HBAs should be selected based on compatibility with IBM Storage FlashSystem and the 
performance requirements of the environment.

For modern deployments, 32 Gb or 64 Gb adapters are a best practice. Dual-port HBAs 
should be used, with each port connected to a different SAN fabric to provide redundancy.

In practice, standardizing the HBA model across hosts makes the environment more stable. 
This approach simplifies driver and firmware management and helps ensure consistent 
behavior.

Always verify firmware and driver levels by using AIX tools and keep them aligned with 
IBM System Storage Interoperation Center (SSIC) best practices. SSIC is the official 
compatibility matrix. It lists supported combinations of storage systems, AIX versions, HBA 
models, firmware, and drivers. Before deploying or upgrading, always confirm that the 
configuration is supported.

Typical checks include the following commands:

lscfg -vl fcsX
lsmcode 
lslpp

If updates are required, use IBM Fix Central and ensure that versions match the HBA model 
and AIX level that is defined in SSIC.

3.1.4  IBM Storage FlashSystem side design (I/O groups and port sets)

On the IBM Storage FlashSystem side, the storage configuration should align with the SAN 
design to help ensure balanced and predictable path behavior. Proper controller-port 
distribution and I/O group configuration are important for achieving consistent multipathing 
performance and stable failover operation.

Volumes should be assigned to the appropriate I/O groups, and storage-controller ports 
should be distributed evenly across both SAN fabrics. This design allows hosts to access 
storage through multiple independent and balanced paths.

A best practice is to help ensure that equivalent ports from both controller nodes are 
connected to the same SAN fabric. This configuration supports consistent path presentation 
and smoother controller failover behavior in N_Port ID Virtualization (NPIV) and Asymmetric 
Logical Unit Access (ALUA)-based environments. Each host should have an equal number of 
active paths through both fabrics and both controllers.

Important: Do not connect multiple HBA ports from the same host to the same physical 
SAN switch. Doing so removes fabric-level redundancy and is one of the most common 
configuration mistakes in enterprise SAN environments.
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When this alignment is implemented correctly, I/O workloads remain balanced across 
controller nodes, performance becomes more consistent, and path presentation to AIX 
remains stable and predictable.

3.1.5  Zoning best practices for IBM Storage FlashSystem and IBM Power

Zoning controls which hosts can communicate with specific storage ports and is a critical 
component of SAN stability, security, and operational consistency. Proper zoning design helps 
isolate faults, simplify troubleshooting, and maintain predictable path behavior in AIX and 
IBM Storage FlashSystem environments.

A traditional best practice is to use Single Initiator Single Target zoning, where each zone 
contains one initiator worldwide port name (WWPN) and one target WWPN. This approach 
provides strong fault isolation, simplified troubleshooting, and predictable path management 
behavior.

Modern SAN environments increasingly use Brocade Peer Zoning or Cisco Smart Zoning to 
simplify zoning administration while preserving controlled communication between hosts and 
storage targets. These approaches reduce zoning complexity and improve scalability 
compared to traditional Single Initiator Single Target zoning models.

In supported SAN environments, IBM Storage FlashSystem Auto-Zoning can automatically 
create peer zones during host provisioning workflows, which further simplify deployment and 
reduces manual configuration effort.

Regardless of the zoning methodology used, the overall design should maintain balanced 
path distribution across fabrics and controller nodes to help ensure consistent multipathing 
behavior and resilient failover operation. This design provides the following advantages:

� Improved fault isolation
� Reduced impact of SAN-fabric events
� Simplified troubleshooting and path identification
� More predictable path behavior

Avoid multi-initiator zones and large shared zones because they increase SAN complexity 
and can introduce unexpected behavior during path failures or fabric events.

Zoning should be implemented by using WWPN-based zoning rather than port-based zoning. 
WWPN-based zoning remains valid even if devices are moved between switch ports during 
maintenance activities and generally provides more stable long-term operational behavior.

A consistent zoning naming convention should also be used to simplify SAN administration 
and troubleshooting. Here is an example:

<hostname>_<HBA>__<array>_<port>

Clear and standardized naming conventions simplify identification of host paths, storage 
ports, and SAN connectivity relationships during troubleshooting and operational 
maintenance.

3.1.6  Live Partition Mobility and SAN considerations

Live Partition Mobility (LPM) allows an AIX logical partition (LPAR) to move from one physical 
system to another without interrupting applications. To support this capability, storage 
connectivity must remain continuously available throughout the migration process.
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LPM is supported only when the LPAR uses IBM PowerVM storage virtualization, such as 
NPIV-based virtual Fibre Channel (vFC) adapters or storage managed through the Virtual I/O 
Server (VIOS). Physical FC adapters are not supported for LPM operations.

In NPIV-based virtual FC configurations, each client LPAR is assigned to a pair of WWPNs for 
each virtual adapter. The two WWPNs are commonly referred to as active and inactive 
WWPNs. At any time, only one WWPN is active and used for normal I/O operations, while the 
second remains inactive.

The inactive WWPN becomes important during LPM. When an LPAR is moved to another 
system, the inactive WWPN can become active on the target side. This approach enables the 
system to establish storage connectivity in advance and helps keep the migration smooth 
without interrupting I/O. For this reason, both WWPNs must be configured in the SAN and on 
the storage system, even though only one is active at a time. If the inactive WWPN is not 
zoned or mapped, the following issues can occur:

� LPM validation might fail.
� Path establishment on the target system might not complete correctly.

During migration, both the source and target systems establish paths to the same LUNs. As a 
result, the AIX client temporarily detects paths from both systems. This increases the total 
number of visible paths for a short period. For example, a system with four active paths might 
detect up to eight paths while the migration is in progress.

After migration completes, the LPAR runs on the target system and uses the new paths. The 
path layout should return to its normal design, and I/O continues through the target-side 
paths.

Because LPM temporarily increases the number of paths, it is important to keep the path 
design controlled. In most environments, up to four active paths per LUN is sufficient for 
systems that use LPM. Using more paths increases complexity, consumes more resources, 
and usually does not provide a performance benefit.

To keep migrations smooth, perform basic checks before and after LPM. Before migration, 
verify that the path count is within expected limits, that no failed paths exist, and that the 
target system has proper SAN connectivity. After migration, confirm that the path count 
returns to the expected level, all active paths are in Enabled state, and I/O is functioning 
normally. Any unexpected path states, such as Failed or Missing, should be investigated as a 
configuration issue.

3.2  Fibre Channel HBA tuning on IBM Power

Correct FC HBA configuration on IBM Power is essential for stable SAN operation, 
predictable multipathing behavior, fast failover, and consistent I/O performance. Even in 
well-designed SAN environments, incorrect adapter settings can lead to delayed error 
detection, path instability, excessive retry behavior, or degraded application performance.

This section describes important HBA parameters and tuning best practices for AIX and VIOS 
environments that are connected to IBM Storage FlashSystem storage. The objective is to 
optimize adapter behavior based on observed workload characteristics and operational 
conditions rather than relying solely on static configuration values.
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3.2.1  Key HBA parameters

Several FC HBA parameters can significantly affect failover response times, SAN stability, 
queue usage, and overall storage performance. Understanding the purpose of these settings 
helps administrators tune AIX and VIOS environments more effectively for 
IBM Storage FlashSystem workloads.

fc_err_recov
This parameter controls how the HBA handles I/O errors.

Here is a best practice setting:

fc_err_recov = fast_fail

With this setting, the HBA detects link or fabric issues quickly and fails I/O immediately, 
allowing AIX MPIO to switch paths without long delays. Without fast_fail, I/O can stall for a 
noticeable period during SAN issues.

dyntrk
This parameter enables dynamic tracking of SAN topology changes.

Here is a best practice setting:

dyntrk=yes

When enabled, the HBA automatically adjusts to path changes such as switch failover or port 
movement without manual intervention. Automatic adjustment is especially important in 
environments where SAN changes or maintenance activities occur.

num_cmd_elems
This parameter controls how many I/O commands can be queued at the FC adapter level. It 
should not be treated as a fixed value.

As a best practice, use the supported range for the specific adapter and adjust it based on 
workload behavior, FC statistics, and VIOS backing-adapter limits.

Instead of using a fixed value, such as 2048, it is better to size num_cmd_elems based on 
actual usage and adapter limits.

In NPIV environments, the client value must not exceed the limits of the backing physical 
adapter on VIOS.

In shared environments, increasing this value on one system can affect others that use the 
same storage ports. Changes should be made carefully and validated.

A practical approach is to compare the configured value with adapter statistics and increase it 
only when sustained pressure is observed.

max_xfer_size
This parameter controls the maximum size of a single I/O request. It works together with 
num_cmd_elems, but they affect different aspects of performance.

� Large sequential workloads might benefit from higher values.
� Command-intensive workloads depend more on num_cmd_elems.
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This parameter is especially relevant for workloads such as backup, restore, and replication. 
This parameter complements num_cmd_elems rather than replacing it. In many environments, 
the best results come from tuning both parameters together based on workload 
characteristics.

3.2.2  Tuning approach

Performance issues at the FC level often show up as host-side queuing rather than clear SAN 
errors.

If num_cmd_elems is too low, the following issues can occur:

� Commands might be delayed due to lack of adapter resources.
� Latency increases.
� Throughput is reduced.

If max_xfer_size is too low, the following issues can occur:

� Large I/O operations are fragmented.
� CPU and I/O processing increases.
� Overall efficiency decreases.

Setting these parameters too high does not always improve performance. It might shift the 
bottleneck downstream to the SAN or storage system, potentially increasing response times.

How to tune
FC adapter tuning should be performed carefully and validated under real workload 
conditions. The objective is to improve throughput, reduce queue contention, and maintain 
stable adapter behavior without exceeding system resource limits.

A typical tuning approach includes the following steps:

1. Identify the exact adapter model, firmware level, and driver level.

2. Verify the supported value range for the num_cmd_elems attribute.

3. Observe fcstat -D output during normal and peak workload activity.

4. Increase num_cmd_elems gradually if command-resource pressure is detected.

5. Increase max_xfer_size if large I/O operations are fragmented or direct memory access 
(DMA)-resource pressure is observed.

6. In VIOS environments, validate tuning first on the physical adapter, and ensure that NPIV 
client configurations remain within supported limits.

As a best practice, use incremental tuning and validation rather than applying large fixed 
values without workload analysis. Changes should be monitored carefully to confirm that 
queue pressure, DMA usage, and overall adapter performance improve as expected.

How to check current values
Use the following commands on AIX or VIOS systems to display the current FC adapter 
settings:

lsattr -El fcsX -a fc_err_recov
lsattr -El fcsX -a dyntrk
lsattr -El fcsX -a num_cmd_elems
lsattr -El fcsX -a max_xfer_size
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To display the supported range and valid values for the num_cmd_elems attribute, use the 
following command:

lsattr -Rl fcsX -a num_cmd_elems

To verify actual adapter behavior, queue usage, and resource pressure, use the following 
command:

fcstat -D fcsX

Review the sections that report the following statistics:

� No Command Resource Count
� No DMA Resource Count
� Queue high-water-mark values

These counters can help identify adapter queue exhaustion, DMA resource limitations, or 
workload-related bottlenecks.

How to configure
The following example shows the commonly best practice FC adapter settings for AIX 
environments that use IBM Storage FlashSystem storage. These settings help improve path 
failover behavior, SAN resiliency, and command-processing efficiency.

Configuration example:

chdev -l fcs0 -a fc_err_recov=fast_fail -a dyntrk=yes -P
chdev -l fcs0 -a num_cmd_elems=<supported_value> -P
chdev -l fcs0 -a max_xfer_size=<appropriate_value> -P

In VIOS environments, apply changes to the physical FC adapter first and ensure that NPIV 
client configurations do not exceed supported limits.

How to validate and monitor
After changing the configuration, validate the adapter settings and operational behavior by 
using the following commands:

lsattr -El fcs0 | grep -E "fc_err_recov|dyntrk|num_cmd_elems|max_xfer_size"
fcstat -D fcs0

Use fcstat to confirm that the following conditions are met:

� Command resource pressure is reduced.
� DMA resource usage is stable.
� No abnormal counters are increasing.

If the No Command Resource Count counter continues to increase, the num_cmd_elems value 
might still be too low for the workload.

If the No DMA Resource Count counter increases, the max_xfer_size setting might require an 
adjustment.

Best practices summary 
The following best practices can help improve stability, performance, and failover behavior in 
AIX environments that use IBM Storage FlashSystem storage:

� Use fc_err_recov=fast_fail to improve error-detection and failover response times.

� Enable dyntrk=yes to support automatic FC path tracking after SAN changes or switch 
events.
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� Tune num_cmd_elems according to adapter capabilities, workload requirements, and 
observed queue behavior.

� Adjust max_xfer_size based on workload characteristics and DMA resource usage.

� Verify adapter and device settings regularly by using commands such as lsattr and 
fcstat.

� Keep AIX, VIOS, firmware, adapter drivers, and IBM Storage FlashSystem code levels 
aligned with current IBM support and interoperability guidance.

� Standardize SAN, MPIO, and adapter configurations across hosts whenever possible to 
simplify management and improve operational consistency.

3.3  Multipath I/O and AIXPCM

Reliable SAN connectivity in enterprise environments depends on proper multipathing 
configuration. In IBM Storage FlashSystem environments, AIX MPIO and AIXPCM work 
together to provide path redundancy, workload balancing, and automatic failover capabilities. 
Proper MPIO configuration helps ensure continuous storage access and predictable 
performance during both normal operation and component-failure scenarios.

3.3.1  MPIO overview

MPIO is the AIX mechanism that manages multiple paths between the host and storage. It 
provides the following capabilities:

� I/O continues even if individual paths fail.
� Available paths are used instead of left idle.
� Load is distributed across the SAN.

Each IBM Storage FlashSystem volume is presented to AIX as a single logical disk (hdisk), 
even though there might be 4, 8, or more physical paths underneath. MPIO handles path 
selection, automatic failover, and recovery automatically, without impacting applications.

In SAN environments, improper MPIO configuration can cause inconsistent performance or 
failures during outages.

3.3.2  AIXPCM and Asymmetric Logical Unit Access

AIX uses Path Control Modules (PCMs) to manage multipathing behavior. For IBM Storage 
FlashSystem, the best practice solution is the AIXPCM.

In earlier environments, Subsystem Device Driver Path Control Module (SDDPCM) was used. 
Modern IBM Storage FlashSystem systems rely on AIXPCM, which is built into the operating 
system and does not require more drivers.

AIXPCM uses ALUA to determine how paths should be used.

In IBM Storage FlashSystem environments, paths are classified in the following ways:

� Paths through the owning I/O group are optimized and provide reduced latency.
� Paths through the non-owning I/O group are non-optimized.
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Under normal conditions, AIX exhibits the following path behavior:

� I/O is sent through optimized paths.
� Non-optimized paths are used only during failure or maintenance.

This behavior allows AIX to use the most efficient paths while still maintaining full redundancy. 
It also shows why SAN design is important. If paths are not balanced across fabrics and 
controllers, MPIO cannot distribute I/O correctly.

AIXPCM provides the following advantages over prior PCM solutions:

� Performance. Reduced CPU usage and better efficiency
� Simplicity. No external driver management because the function is built into AIX
� Native support for ALUA and modern storage
� Future readiness. Required for FC-NVMe environments

For these reasons, AIXPCM should be used in all new deployments, and older SDDPCM 
configurations should be migrated where possible.

3.3.3  Core MPIO tunables

A simple baseline configuration can be used as a starting point for most IBM Storage 
FlashSystem environments. These values should be validated and adjusted based on 
workload behavior.

The following command can be used to verify attributes:

lsattr -El hdisk0 | grep -E "algorithm|reserve_policy|queue_depth|hcheck"

3.3.4  Key parameters explained

Several AIX MPIO parameters can significantly affect performance, path usage, failover 
behavior, and workload balancing in IBM Storage FlashSystem environments. Proper tuning 
of these parameters helps improve I/O efficiency and helps ensure predictable behavior 
under both normal and failure conditions. The following sections describe commonly used 
parameters and starting values for enterprise AIX deployments.

Path selection algorithm
AIXPCM supports multiple path selection algorithms. For IBM Storage FlashSystem, the best 
practice is shortest_queue.

Parameter Best practice value Purpose

algorithm shortest_queue Load-balancing across all enabled 
paths

reserve_policy no_reserve Required for clustering, DR, and 
multi-host access

queue_depth  32 Starting point for performance

hcheck_interval  30-60 seconds Path health monitoring frequency 

hcheck_mode nonactive Checks inactive paths only

path_timeout 20 Failover timing
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This algorithm provides the following benefits:

� Distributes I/O to the path with the fewest pending requests
� Uses all enabled paths while respecting ALUA path states
� Automatically adapts to path congestion conditions

The following command changes the path selection algorithm for an hdisk:

chdev -l hdiskX -a algorithm=shortest_queue -P

Queue depth
The queue_depth attribute controls how many I/O requests AIX can send to each disk at the 
same time. The following values are commonly used in IBM Storage FlashSystem 
environments:

� Default AIX value: 20

� Best practice starting point: 32

This value provides a balanced baseline for IBM Storage FlashSystem environments.

The queue_depth setting needs to be balanced carefully. If it is set too low, the system cannot 
issue enough I/O requests, which limits throughput. If it is set too high, it can push too much 
load into the SAN or storage system and increase response times. For this reason, 
queue_depth should always be considered together with the HBA limits, especially 
num_cmd_elems.

The num_cmd_elems parameter effectively acts as the adapter execution throttle because it 
limits the total number of I/O commands that the FC adapter can process concurrently. Even if 
the aggregate queue_depth values across all LUNs are configured higher, the actual number 
of active I/O operations cannot exceed the available adapter command resources. When this 
limit is reached, other I/O requests are delayed until command resources become available. 
Symptoms of adapter execution-throttle pressure can include increasing No Command 
Resource Count values in fcstat, queue-full (sqfull) conditions, increased latency, and 
reduced throughput scaling efficiency.

A simple way to think about it is the total number of I/O operations the host can generate:

Total I/O capacity ? queue_depth × number_of_LUNs

This estimation is simplified. Actual limits depend on HBA and storage capabilities. In 
multi-path environments, this load is distributed across available paths, but not all paths are 
used equally. In AIXPCM environments, I/O is primarily sent through optimized paths, so the 
path count does not scale linearly.

For example, with a queue depth of 64 and sixteen LUNs, the host might theoretically 
generate up to 1024 concurrent I/O operations. In practice, the actual limit is lower and 
depends on HBA capacity (num_cmd_elems) and storage-side capabilities.

In practice, tuning should be done gradually. Start with the default baseline value (32), 
observe the system under real workload by using iostat -aD, and increase the value (for 
example, to 64) only if there are signs of queue pressure (for example, sqfull). Any change 
should be validated to confirm that it improves performance.

The following command changes the queue_depth value for an hdisk:

chdev -l hdiskX -a queue_depth=64 -P
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In AIX 7.3, the default queue_depth is set to 32 for IBM Storage FlashSystem devices. This 
value provides a conservative and stable baseline, but it might limit throughput in 
high-performance environments. For production workloads on IBM Storage FlashSystem, 
increasing queue_depth (for example, to 64) is commonly used to better use the storage 
system’s capabilities. Any change should be validated by using tools such as iostat and 
fcstat, and aligned with HBA limits and overall SAN design.

Reserve policy
The reserve_policy setting controls how AIX handles Small Computer System Interface 
(SCSI) reservations on a disk.

In IBM Storage FlashSystem environments, the best practice value is no_reserve. This 
setting is especially important in setups where the same storage is accessed by more than 
one system, such as IBM PowerHA SystemMirror clusters, DR environments, and 
VIOS-based configurations.

With no_reserve, AIX does not place exclusive reservations on the disk. This configuration 
allows multiple hosts or dual VIOS instances to access the same LUN simultaneously without 
blocking each other, which is required for clustering and shared storage environments to work 
correctly.

This setting is also important for LPM. During migration, the target system needs to establish 
access to the same storage while the source system is still active. Using no_reserve helps 
ensure that this transition can happen without reservation conflicts.

If a different value is used, it can lead to issues:

� Volume group (VG) activation failures
� Cluster failover issues
� Storage access conflicts between hosts or VIOS instances

The following command changes the reserve_policy value for an hdisk:

chdev -l hdiskX -a reserve_policy=no_reserve -P

3.3.5  Path count considerations

In IBM Storage FlashSystem environments, it is common to use 4–8 paths per LUN, 
depending on the system design.

For most standard production systems, four paths are sufficient and provide a good balance 
between performance and simplicity. In VIOS-based or high-availability (HA) environments, 8 
paths are often used to handle the additional I/O load and provide more flexibility during 
failover scenarios.

Increasing the number of paths beyond this setting does not always improve performance. It 
often adds unnecessary complexity, increases CPU usage, and can slow down failover 
operations. It also makes troubleshooting more complex, as more paths need to be analyzed.

For this reason, a balanced dual-fabric design with a controlled number of paths remains a 
best practice.
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3.4  Direct-attached configuration

The AIX operating system supports direct attachment to IBM Storage FlashSystem storage 
by using native FC adapters within the AIX partitions. Direct-attached configurations can 
provide a simple deployment model for smaller environments, test systems, or dedicated 
application infrastructures where SAN switching is not required.

IBM Storage FlashSystem supports direct-attached FC connectivity between host FC 
adapters and storage-system FC ports. In these configurations, the host system connects 
directly to the storage controllers without intermediate SAN switches. Supported connection 
speeds range from 16 Gbps through 64 Gbps, depending on the adapter, switchless topology, 
and IBM Storage FlashSystem model capabilities.

Direct-attached configurations are supported only for FC SCSI protocols. Direct-attached 
iSCSI attachment for AIX environments is not supported and requires SCORE approval 
before deployment.

No special host configuration is typically required specifically for direct-attached FC operation 
beyond standard AIX multipathing and FC adapter configuration practices. However, proper 
redundancy and balanced path design remain important for resiliency and performance.

FC HBAs should be selected based on IBM Storage FlashSystem compatibility requirements 
and the expected workload performance characteristics. In modern high-performance 
environments, 32 Gbps or 64 Gbps FC adapters are a best practice to support higher 
throughput and lower latency.

Dual-port HBAs are a best practice for production deployments. Each HBA port should 
connect to different IBM Storage FlashSystem node ports or I/O groups to provide path 
redundancy and improve availability. This configuration helps maintain storage access if a 
single adapter port, cable, or controller port fails.

3.4.1  IBM resources

IBM provides several tools and resources for validating interoperability, supported 
configurations, installation guidance, and troubleshooting procedures for IBM Storage 
FlashSystem environments.

IBM System Storage Interoperation Center
The SSIC provides interoperability information for supported HBAs, firmware levels, device 
drivers, SAN switches, operating systems, and IBM storage systems.

For more information, see SSIC.

Important: Although direct-attached configurations are supported, SAN-based 
deployments generally provide greater scalability, flexibility, and operational resiliency for 
enterprise production environments
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The SSIC, as shown in Figure 3-1, provides verification for the following configuration 
elements:

� Supported FC adapters
� Required firmware and driver levels
� Supported AIX and VIOS levels
� Supported SAN switches and directors
� IBM Storage FlashSystem interoperability information

Figure 3-1   Input data to the SSIC 

Administrators can select the following parameters within the SSIC interface:

� IBM Storage System family and model
� Server model
� Operating system
� HBA type

The tool then displays supported configurations together with the required firmware and 
driver levels.

The SSIC also supports exporting interoperability information to Microsoft Excel format for 
documentation, planning, and operational review purposes. Administrators can select the 
product family, model, and software version and then export the corresponding 
interoperability matrix as an Excel file, as shown in Figure 3-2 on page 61.
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Figure 3-2   Generating an Excel data file based on your selections

Direct-attached connectivity between IBM Storage FlashSystem nodes and AIX hosts can be 
useful in smaller environments where FC SAN switches are not deployed. In these 
configurations, it is important to ensure that sufficient bandwidth is available to accommodate 
both host I/O traffic and any required internal node-to-node communication.

3.4.2  AIX prerequisites

As a best practice, use the default AIXPCM for all AIX deployments that connect to 
IBM Storage FlashSystem storage. AIXPCM is integrated into the base AIX operating system 
and provides native MPIO support for IBM Storage FlashSystem environments.

The minimum supported operating-system level is AIX 7.2 Technology Level (TL) 5. However, 
AIX 7.3 or later is a best practice for improved function, performance, and long-term support 
alignment.

For additional information about AIX MPIO support and path-management commands, see 
the following IBM Documentation resources:

� Multiple Path I/O 
� The lsmpio Command 

When AIX MPIO support for IBM Storage FlashSystem is enabled, AIX automatically detects 
and configures IBM Storage FlashSystem volumes as MPIO-capable disk devices. This 
integration allows AIXPCM to manage path selection, failover, and recovery operations 
transparently.

The following device packages are required for FC disk support:

� devices.fcp.disk 
� devices.common.IBM.mpio 

Note: To obtain the most accurate interoperability results, provide as much configuration 
detail as possible when using SSIC.
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For production environments, use a minimum of two FC HBAs per host to provide path 
redundancy and improve availability

3.5  Summary

This chapter described SAN connectivity and multipathing best practices for IBM Storage 
FlashSystem environments running AIX. It covered best practice SAN design principles, 
including dual-fabric architectures, HBA configuration, zoning strategies, and connectivity 
planning for HA enterprise environments.

The chapter also explained how AIX MPIO and AIXPCM interact with IBM Storage 
FlashSystem storage systems to provide path redundancy, load-balancing, and nondisruptive 
failover capabilities. Important tuning parameters, path management considerations, and 
performance optimization practices were reviewed to help administrators build resilient and 
efficient SAN infrastructures. Proper SAN design and multipathing configuration are critical to 
achieving consistent performance, operational stability, and HA in enterprise AIX 
environments.
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Chapter 4. Performance considerations for 
IBM Storage FlashSystem

After connectivity is established between the IBM Storage FlashSystem environment and the 
IBM AIX hosts, the next step is to provision and present storage to the AIX systems. From an 
AIX administration perspective, the objective is to balance operational simplicity with optimal 
storage performance, scalability, and resiliency.

Proper storage design and configuration can significantly affect workload responsiveness, 
throughput, multipathing efficiency, and overall system behavior. The following sections 
describe key IBM Storage FlashSystem considerations and best practices for provisioning 
storage in AIX environments.

This chapter includes the following sections:

� “IBM Storage FlashSystem cache” on page 64
� “Modern provisioning” on page 66
� “Mapping volumes to AIX” on page 70
� “Performance tuning: Beyond the defaults” on page 73
� “Summary” on page 78
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4.1  IBM Storage FlashSystem cache

IBM Storage FlashSystem includes two layers of cache in the input/output (I/O) stack to 
reduce I/O response times for hosts. Specific cache modes can be configured at the volume 
level. Cache prefetch can also be enabled or disabled at a system-wide level.

4.1.1  Upper cache

The upper cache layer provides an abstraction layer between host I/O operations and 
advanced IBM Storage FlashSystem functions, such as snapshots, thin provisioning, volume 
mirroring, and software-based data reduction. Positioned above most software components in 
the I/O stack, this layer contains a small amount of write cache. This approach enables host 
write requests to complete quickly before downstream processing occurs. This design helps 
improve write response times while maintaining support for advanced storage services.

4.1.2  Lower cache

The lower cache layer provides an abstraction layer between host I/O performance and 
back-end storage performance, including internal drives and external storage systems. This 
layer is designed to optimize sequential workloads by aligning I/O operations into efficient 
full-stride back-end transfers.

The lower cache layer is typically larger than the upper cache layer and services most 
read-cache hits. Because it is positioned below most software components in the I/O stack, it 
can also improve the efficiency and performance of advanced storage functions that depend 
on back-end I/O processing. Figure 4-1 shows the upper cache and lower cache in the 
IBM Storage Virtualize software stack.

Figure 4-1   IBM Storage Virtualize software stack

Note: This cache is in addition to file-system caching at the AIX level.
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4.1.3  Volume cache

The following options can be selected for a volume's cache mode:

� readwrite. Allows read and write caching for a volume
� readonly. Allows only read caching for a volume
� none. Disables all caching for a volume

This attribute can be configured on a volume at the time of creation or modified after the 
volume is created.

4.1.4  Prefetch cache

Lower cache also employs a technique to detect sequential read workloads and to prefetch 
data from the back end to reduce read response time for hosts.

This feature can be enabled or disabled at a system-wide level.

4.1.5  Monitoring cache statistics

Cache statistics can be monitored with external monitoring tools like IBM Spectrum Control or 
IBM Storage Insights. 

A subset of cache statistics can be monitored with IBM Storage FlashSystem CLI commands.

IBM Storage Insights and IBM Spectrum Control
IBM Storage Insights and IBM Spectrum Control monitor the following cache statistics:

� Cache hit percentage metrics for volumes 
� VC metrics for volumes 
� Volume copy cache (VCC) metrics for volumes 
� Pool performance metrics 
� Node performance metrics 

Note: The default value of readwrite is appropriate for most use cases. Modify this value 
only for specific scenarios that are directed by IBM Support. The use of some advanced 
IBM Storage FlashSystem features might prevent disabling of volume cache (VC).

Note: The default value of on is appropriate for most use cases. Modify this value only for 
specific scenarios as directed by IBM Support.
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IBM Storage FlashSystem CLI
These IBM Storage FlashSystem commands display two cache metrics at the system level or 
node level.

Table 4-1 lists the cache metrics that are visible in the IBM Storage FlashSystem CLI (CLI) by 
using the lssystemstats and lsnodecanisterstats commands.

Table 4-1   Cache metrics

4.2  Modern provisioning

The provisioning strategy depends on the type of storage pool that is configured and whether 
performance needs to be prioritized over capacity savings, or vice versa.

4.2.1  Data Reduction Pools

Data Reduction Pools (DRPs) offer the following software-based data reduction techniques to 
optimize capacity usage. DRP provides the following data reduction techniques with hardware 
acceleration on supported models:

� Thin provisioning
� Compression
� Deduplication

These features have an associated performance impact, providing capacity savings at the 
expense of I/O latency for specific workloads. This impact is in addition to IBM FlashCore 
Module (FCM) compression, which is always on.

Table 4-2 lists the permutations for data reduction features in a DRP.

Table 4-2   DRP volume copy type

Metric Description

write_cache_pc Displays the percentage of the write cache usage for the node.

total_cache_pc Displays the total percentage for both the write and read cache 
usage for the node.

Feature DRP impact FCM compression savings

Thin Yes Yes

Compressed Yes Yesa

a. For these configurations, user data is compressed by DRP, and FCM compression typically 
compresses only the DRP metadata, which usually yields between 7% and 9% compression 
savings from FCM alone.

Thin + deduplicated Yes Yes

Compressed + deduplicated Yes Yes1

Fully allocated No Yes
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When creating file systems on IBM Storage FlashSystem volumes in a DRP, formatting or 
zeroing the file system does not cause excessive back-end capacity to be allocated. A zero 
detection mechanism and good compression ratio helps ensure that this workload pattern 
does not consume excessive back-end capacity.

4.2.2  Standard pools

Standard pools offer fully allocated and thin (space efficient) volume copies. Thin volumes 
have a minor performance impact in certain scenarios. Either type of volume copy yields 
optimal performance.

IBM Storage Virtualize 8.7.0 and later includes a feature that monitors the amount of 
reclaimable capacity on thin-provisioned volumes in standard storage pools and schedules a 
background reclamation process when a threshold is reached. This process identifies data 
that was deleted or unmapped. When reclamation is complete, the thin-provisioned volume 
consumes only the capacity in use by the host. 

For more information, see Chapter 4, “Performance considerations for volumes”, in 
Supercharge Your IBM Storage FlashSystem: Performance Tips and Tricks, SG24-8585.

When creating file systems on IBM Storage FlashSystem volumes in a standard pool, 
formatting or zeroing the file system does not cause excessive back-end capacity to be 
allocated. A zero detection mechanism helps ensure that these data patterns do not consume 
excessive back-end capacity. 

4.2.3  Provisioning policies

A provisioning policy is an entity that defines a set of rules for allocating capacity from a pool. 
Any host-mappable volumes that are created in the pool adopt the capacity-saving methods 
that are defined in the provisioning policy.

An administrator or security administrator can use a provisioning policy to define a set of rules 
that are applied when volumes are created within a storage pool. When a provisioning policy 
is assigned to a storage pool, all volumes that are created in the pool automatically get the 
capacity savings defined by the policy. Provisioning policies allow a simpler and consistent 
provisioning process for use with external automation software.

In environments where a mix of capacity savings and performance is required, provisioning 
policies can be used with child pools to achieve the wanted configuration and reduce 
mistakes during provisioning.

For more information, see Provisioning policies.

Tip: For best performance, use fully allocated volumes.

Note: New IBM Storage FlashSystem models that are released in 2026 can offload 
deduplication tasks to FCM5 (computational storage). Therefore, DRP is not offered on 
these systems. All data reduction can be offloaded to FCM5, with deduplication as a 
background process with no performance impact.
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4.2.4  Over-provisioning

Over-provisioning is a concept that allows storage administrators to provision more logical 
capacity than the available physical capacity, which is possible on IBM Storage FlashSystem 
because thin provisioning does not pre-allocate the complete real capacity at the time of 
volume creation, and data reduction techniques allow written data to be stored in a smaller 
footprint. 

Hosts always detect the provisioned capacity, and changes in host I/O and data patterns can 
cause changes in storage capacity usage.

Capacity management is a collaborative effort between AIX administrators and storage 
administrators.

4.2.5  SCSI UNMAP

Starting at AIX 7.1 Technology Level (TL) 5 and AIX 7.2 TL 1, AIX supports returning freed 
blocks to the storage subsystem by using SCSI UNMAP related operations, including SCSI 
WRITE SAME with the UNMAP bit set, depending on device capabilities and configuration.

The following operations might generate SCSI UNMAP activity to release back-end storage 
capacity:

� Removal of logical volume (LV)

� Removal of LV mirror copies

� Removal of Enhanced Journaled File System (JFS2), which initiates removal of LVs

� Reduction of JFS2 file system size through shrink operation, which reduces the size of the 
LV

� In AIX 7.2 TL 3 and later by running the chfs -a reclaim command

For more information, see this IBM Support article.

Example 4-1 shows that hdisk2 and hdisk3 are members of the book volume group (VG). 
The /book file system is mounted on the book_lv LV within the VG and it is 100% used.

Example 4-1   The book file system is full

# lspv
hdisk0          00c0a188aa8e306f                    None
hdisk1          00c032e18c3ea08c                    rootvg          active
hdisk2          00c032e1ba569d18 book         active
hdisk3          00c032e1ba569e08 book         active

# df -S G /book
Filesystem    GB blocks      Free %Used    Iused %Iused Mounted on
/dev/book_lv    156.25      0.00  100%      896   100% /book

IBM_FlashSystem:superuser>lsmdiskgrp -bytes 0 | grep physical
physical_capacity 37823509954560
physical_free_capacity 12256131678208
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Example 4-2 shows that even after the contents of the file system were deleted in AIX, the 
consumed capacity in the pool is still the same.

Example 4-2   physical_free_capacity has not changed

# df -S G /book
Filesystem    GB blocks      Free %Used    Iused %Iused Mounted on
/dev/book_lv    156.25    155.73    1%        3     1% /book

IBM_FlashSystem:superuser>lsmdiskgrp -bytes 0 | grep physical_free_capacity
physical_free_capacity 12256131678208

Example 4-3 shows that physical capacity freed at the pool level after chfs was used to 
reclaim space.

Example 4-3   physical_free_capacity increased

# lvmstat -v book -rC //resets lvmstat statistics//

# chfs -a reclaim=normal /book //free up space in /book//

# lvmstat -v book -r //List the amount of logical freed space//
PV_name     reclaim Mb_freed    Mb_pending  Mb_success  Mb_failed   Mb_reused
hdisk2      on      102336      0           102336      0           0
hdisk3      on      57104       0           57104       0           0

IBM_FlashSystem:FORTIFY_FS9200_1:superuser>lsmdiskgrp -bytes 0 | grep 
physical_free_capacity 12260053352448

Figure 4-2 shows the burst of SCSI UNMAP workload on the IBM Storage FlashSystem 
volume that correlates with the chfs command.

Figure 4-2   SCSI UNMAP workload from the chfs command
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4.3  Mapping volumes to AIX
After storage volumes are created, the next step is to establish connectivity between the AIX 
hosts and the IBM Storage FlashSystem environment. Proper initiator and target 
configuration is essential for achieving balanced workload distribution, HA, and predictable 
multipathing behavior. The following sections describe important connectivity considerations 
and best practices for AIX environments.

4.3.1  Initiator and target connectivity

Connectivity between AIX hosts and IBM Storage FlashSystem systems is established 
through initiator and target ports within the storage area network (SAN) fabric. Proper 
configuration of these connections is important for helping ensure path redundancy, balanced 
I/O distribution, and reliable multipathing behavior. The following sections describe 
considerations for target-side connectivity in IBM Storage FlashSystem environments.

Target connectivity
Since code level 8.6.1.0, it is mandatory to enable N_Port ID Virtualization (NPIV) on 
IBM Storage FlashSystem. For more information, see Enabling NPIV on an existing system.

When using multiple user-defined port sets on IBM Storage FlashSystem, ensure that host 
allocation to port sets is balanced to distribute workload evenly across IBM Storage 
FlashSystem ports.

Initiator connectivity
AIX hosts can use physical Fibre Channel (FC) ports or virtual Fibre Channel (vFC) adapters 
when IBM PowerVM servers are configured. Consider the following guidelines:

� Ensure that the number of vFCs per physical FC port is balanced to avoid overloading a 
physical port.

� Ensure that the same physical ports are not being used for disk and tape access.

� If the AIX host uses more than two FC ports or two vFC ports, adjust the zoning to meet 
the best practice path limit of four.

Tip: Sustained high-data-rate UNMAP workloads from AIX hosts can affect storage system 
performance. In environments with continuous or high levels of UNMAP activity, consider 
configuring a storage system offload throttle to control the rate of UNMAP processing and to 
reduce the impact on host I/O.

Do not maximize UNMAP throughput by default. Apply throttling when UNMAP activity 
competes with production workloads. Adjust the throttle setting based on workload 
characteristics, such as host I/O latency sensitivity, storage system CPU usage, capacity 
reclamation requirements, and workload timing (for example, permitting higher rates during 
maintenance windows).

Optimal settings depend on the specific workload and system configuration; therefore, no 
single throttle value is appropriate for all environments

Note: Performance does not scale linearly with path count. The best practice IBM Storage 
FlashSystem path count is four. Anything greater adds workload on the host.
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4.3.2  Volume mapping

Application owners are interested in the following four criteria when requesting storage:

� Capacity
� Performance
� Protection
� Host clustering

These criteria influence the final configuration.

Capacity
It is a best practice to provision total capacity with more small volumes instead of provisioning 
the same total capacity with fewer large volumes. Although the provisioned capacity is the 
same, the former approach is more efficient because it helps ensure that the workload on 
these volumes is spread across more resources on the IBM Storage FlashSystem nodes.

The AIX Logical Volume Manager (LVM) also makes capacity expansion simple by allowing 
the addition of new physical volumes (PVs) to an existing AIX VG.

For large deployments, pay particular attention to system limits for the number of volumes. 
For more information, see the Volume (Virtual Disk) Limits website.

Consider deploying an IBM Storage FlashSystem grid if the storage requirements of an 
environment exceed the limits of a single IBM Storage FlashSystem. For more information, 
see the IBM Storage FlashSystem grid website.

Performance
Performance criteria can be met by using the volume provisioning techniques that are 
described in 4.2, “Modern provisioning” on page 66.

IBM Storage Insights Workload placement advisor can be used to rank a set of 
IBM Storage FlashSystem systems that are suitable for a new workload. Then the ranked list 
can be used to select the most suitable IBM Storage FlashSystem for the new workload.
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Figure 4-3 shows an example of IBM Storage Insights Workload placement advisor usage. 
Annotation 1 shows the IBM Storage Insights window where the new workload and capacity 
details can be entered. Annotation 2 shows the results and ranking of the IBM Storage 
FlashSystem that were included for evaluation.

Figure 4-3   IBM Storage Insights Workload placement advisor.

For more information about IBM Storage Insights Workload placement advisor, see the 
Evaluating workload placement advice website.

Protection
Protection includes snapshot policies and replication policies. In particular, HA replication 
policies can also be relevant for performance. HA is synchronous in nature. Latency on either 
of the partner systems or latency on the inter-system link can manifest as high response time 
on the hosts.

Host clustering
When volumes are mapped to multiple hosts or a host cluster, the volumes are typically 
counted differently on each host. The hdisks can be renamed on all clustered hosts for 
consistency. 

Example 4-4 explains how to list the PVs with the lspv command, confirm the volume name 
of the hdisk on IBM Storage FlashSystem with the lsmpio command, and then rename the 
hdisk with the rendev command.

Example 4-4   Renaming an hdisk for consistency across clustered hosts

# lspv
hdisk0          00c0a188aa8e306f                    None
hdisk1          00c032e18c3ea08c                    rootvg          active
hdisk2          00c032e1ba569d18 book         active
hdisk3          00c032e1ba569e08 book         active
hdisk4          none                                None**
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# lsmpio -ql hdisk4
Device:  hdisk4
          Vendor Id:  IBM
         Product Id:  2145
           Revision:  0000
           Capacity:  100.00GiB
       Machine Type:  9848
       Model Number:  AG8
         Host Group:  c565prodlpr259e1-149760b6
        Volume Name:  Vol_data_259_3**
        System Name:  FORTIFY_FS9200_1
      Volume Serial:  60050768108480EDD800000000002AC4  (Page 83 NAA)

# rendev -l hdisk4 -n app_disk_1
app_disk_1

# lspv
hdisk0          00c0a188aa8e306f                    None
hdisk1          00c032e18c3ea08c                    rootvg          active
hdisk2          00c032e1ba569d18 book         active
hdisk3          00c032e1ba569e08 book         active
app_disk_1      none                                None**

This approach can provide a consistent naming convention for clustering.

4.4  Performance tuning: Beyond the defaults

Achieving optimal performance in IBM Storage FlashSystem environments requires more 
than default configurations. Workloads distribution across storage volumes, host connectivity, 
and FC resources must be carefully planned. Although default settings might provide 
acceptable baseline performance, production environments with mixed or latency-sensitive 
workloads benefit from deliberate design choices at both the host and storage levels.

One primary consideration is using multiple volumes to distribute I/O workloads. A single 
large volume limits the system’s ability to process I/O concurrently, especially when combined 
with queuing constraints and path-level limitations. Multiple volumes that are distributed 
across applications or logical components increase I/O parallelism, improves queue usage, 
and provide more consistent performance during high I/O activity. 

Another important consideration is the number of host ports that are logged in to storage FC 
ports. Each host bus adapter (HBA) port establishes sessions with storage target ports, and 
the distribution of these logins directly affects how I/O is balanced across the storage system. 
An uneven or overly concentrated login pattern can lead to local congestion on specific target 
ports, even when the overall system has sufficient capacity.

In environments that use NPIV on IBM Power servers, other considerations arise due to the 
shared nature of physical FC adapters. When multiple logical partitions (LPARs) are assigned 
virtual FC adapters that are backed by the same physical port, the LPARs effectively share 
underlying hardware resources. Concurrent workloads can introduce a noisy neighbor effect, 
in which the behavior of one LPAR impacts the performance of others sharing the adapter. 
This effect is amplified when the associated storage target ports are zoned to multiple hosts, 
creating contention at both the host adapter and storage port levels.
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To mitigate these risks, monitor and control the fan-in ratio at the host and storage levels. In 
the storage system, regularly review the distribution of host logins across FC target ports. Use 
the lstargetportfc command to identify how many host ports are logged in to each storage 
port. This helps detect imbalances or excessive concentrations of connections, as shown in 
Example 4-5. Maintaining balanced distribution across target ports reduces the likelihood of 
port-level contention and improves I/O consistency overall.

Example 4-5   The lstargetportfc command output

IBM_FlashSystem:IBM340201:peterparker>lstargetportfc 
id WWPN             port_id owning_node_id current_node_id host_io_permitted protocol host_count active_login_count 
1  500507681011C177 1       1                              no                scsi     0          0                  
2  500507681015C177 1       1                              yes               scsi     49         0                  
3  500507681019C177 1       1                              yes               nvme     0          0                  
4  500507681012C177 2       1                              no                scsi     0          0                  
5  500507681016C177 2       1                              yes               scsi     49         0                  
6  50050768101AC177 2       1                              yes               nvme     0          0                  
7  500507681013C177 3       1                              no                scsi     0          0                  
8  500507681017C177 3       1                              yes               scsi     49         0                  
9  50050768101BC177 3       1                              yes               nvme     0          0                  
10 500507681014C177 4       1                              no                scsi     0          0                  
11 500507681018C177 4       1                              yes               scsi     49         0                  
12 50050768101CC177 4       1                              yes               nvme     0          0                  
13 500507681021C177 5       1              1               no                scsi     0          0                  
14 500507681025C177 5       1              1               yes               scsi     49         29                 
15 500507681029C177 5       1              1               yes               nvme     0          0                  
16 500507681022C177 6       1              1               no                scsi     0          0                  
17 500507681026C177 6       1              1               yes               scsi     49         20                 
18 50050768102AC177 6       1              1               yes               nvme     0          0                  
19 500507681023C177 7       1              1               no                scsi     0          0                  
20 500507681027C177 7       1              1               yes               scsi     49         29                 
21 50050768102BC177 7       1              1               yes               nvme     0          0                  
22 500507681024C177 8       1              1               no                scsi     0          0                  
23 500507681028C177 8       1              1               yes               scsi     49         20                 
24 50050768102CC177 8       1              1               yes               nvme     0          0 

In this configuration, a total of 49 hosts are connected to the storage system. Node 1 ports 5 
and 7 each have 29 active host logins, and ports 6 and 8 have 20. However, other Small 
Computer System Interface (SCSI)-enabled target ports, such as ports 1–4, remain unused. 

This configuration indicates that host zoning is concentrated on a subset of available target 
ports, resulting in a high fan-in ratio per port. This increases the likelihood of contention and 
performance variability. To reduce the number of hosts per port and improve load distribution, 
host connections can be redistributed across other target ports, such as ports 1–4.

Because a symmetrical configuration exists on the second controller, zoning multiple ports 
from the same controller to a single host may concentrate the workload on one node. A more 
balanced design distributes host connectivity evenly across all available target ports on both 
controllers. This approach helps ensure that all hosts are spread across all ports, minimizing 
the risk of hotspot formation.

In addition to CLI inspection, continuous monitoring plays a key role in identifying 
performance bottlenecks. Tools such as IBM Storage Insights provide visibility into FC port 
usage, latency, and throughput, and host-side connection performance. By correlating 
storage port metrics with host activity, it becomes simpler to identify patterns such as 
congestion, uneven load distribution, and the impact of shared adapter resources in NPIV 
configurations.

Performance tuning in these environments is ultimately about maintaining balance across the 
entire I/O path, not about maximizing a single parameter. Proper volume design, controlled 
host-to-port connectivity, and understanding how shared resources behave in NPIV 
environments are critical to achieving predictable, scalable performance with 
IBM Storage FlashSystem and AIX.
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4.4.1  Queue-depth scaling

Queue-depth scaling in AIX refers to the process of adjusting and balancing the number of 
concurrent I/O operations that can be sent from the AIX host to storage devices, FC adapters, 
and SAN paths. Proper queue-depth tuning helps improve throughput, reduce latency, and 
prevent bottlenecks in high-performance storage environments, such as IBM Storage 
FlashSystem. For more information, see “Queue depth” on page 57.

4.4.2  Adapter execution throttle

Adapter execution throttle is the effective limit on how many I/O commands an FC adapter 
can process concurrently. The num_cmd_elems parameter of the HBA primarily controls this 
behavior in AIX environments. When the limit is reached, more I/O requests are queued or 
delayed until adapter command resources become available. For more information, see 
“Queue depth” on page 57 for more information.

4.4.3  AIX I/O pacing

AIX I/O pacing is a host-side performance management mechanism that helps prevent 
high-volume workloads from saturating disk I/O resources and degrading overall system 
responsiveness.

In high-throughput environments, a single runaway process can generate excessive I/O 
requests and overwhelm the system's I/O facilities. AIX I/O pacing addresses this issue by 
limiting the number of outstanding write operations that a process can have pending at any 
time.

AIX I/O pacing enforces per-segment or per-file high- and low-water marks on the total 
number of pending I/O requests. When a process attempts to write to a file that already has 
pending writes at or above the high-water mark, the process is temporarily suspended until 
enough I/O operations complete and the number of pending writes falls to the low-water 
mark. This mechanism helps maintain overall system responsiveness by preventing 
high-volume workloads from monopolizing I/O resources.

You can configure the high- and low-water marks system-wide by using the SMIT menu 
(select System Environments → Change / Show Characteristics of Operating System) or 
the smitty chgsys command. Alternatively, I/O pacing can be configured on individual file 
systems by using the maxpout and minpout mount options.

For more information, see the Disk I/O pacing website.

4.4.4  Provisioning and tuning matrix

Proper provisioning and tuning are essential for achieving optimal AIX performance in 
virtualized environments. The following guidelines provide best practice configurations based 
on workload characteristics and performance requirements.

Note: Evaluate and configure I/O pacing on a per-host basis because optimal settings 
depend on the specific workload characteristics and performance requirements of each 
system.
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Table 4-3 lists provisioning criteria for optimal performance.

Table 4-3   Provisioning

Table 4-4 lists connectivity criteria for optimal performance.

Table 4-4   Connectivity

Criteria Best practice

Pool type Standard pool.

Volume copy type Fully allocated or thin-provisioned.a

a. Use the GUI defaults and avoid specifying rsize=0 when using the CLI for thin volumes.

Volume count Higher is better. 
The minimum number of host mappable 
volumes that are defined in the system should 
be (node_CPU_core_count -1) * 2 b.

b. Use lssystemlimits for planning. Deploy an IBM Storage FlashSystem grid if requirements 
exceed the limits of a single system.

FCM physical capacity usage threshold Less than 85%.

Criteria Best practice

Path count 4–8 per IO groupa

a. Exceeding the best practice path count increases host load without linear performance gains.

Target port count As many as possibleb

b. Using more target ports also has queue depth benefits. Do not exceed the best practice path 
count.

Inter-switch link (ISL) hops Avoidc

c. If ISL hops are unavoidable, ensure that oversubscription ratios are reasonable.

Attachment Fabric attachmentd

d. Direct attach is supported for some configurations, but is not recommended. For compatibility 
information, see the IBM System Storage Interoperation Center (SSIC).
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Table 4-5 lists AIX tunable criteria for optimal performance.

Table 4-5   AIX tunable criteria for optimal performance

Table 4-6 lists IBM Storage FlashSystem tunable criteria for optimal performance.

Table 4-6   IBM Storage FlashSystem tunable criteria for optimal performance

Tunable Object Best practice

fc_err_recov fscsi fast_fail

dyntk fscsi yes

num_cmd_elems fcs Equal to or less than 2048

max_xfer_size fcs 0x100000a

a. Usually, the default works. However, this value can be tuned up or down to favor input/output 
operations per second (IOPS)-intensive workloads or bandwidth-intensive workloads on a 
per-host basis.

queue_depth hdisk 32b

b. For hosts that are busier or in environments where few hosts are configured on the storage 
system, set the HBA queue depth to 128.

max_transfer hdisk 0x80000c

c. The default usually works. However, this value can be tuned up or down to favor IOPS-intensive 
or bandwidth-intensive workloads on a per-hdisk basis.

Tunable Object Best practice

VC Volume readwrite

Cache prefetch System on

IBM Easy Tier® acceleration System off

Host unmap System ona

a. Systems with high peak unmap data rates might require an offload throttle.

Back end unmap System on

Mirror write priority Volume latency

IO throttle Volume
Pool
Host
Host Cluster
System

Noneb

b. Throttling can be implemented to protect important workloads.

Statistics frequency System 1 minutec

c. Lower values provide better granularity. Higher values provide a longer duration of total 
coverage. If the system is not being monitored by IBM Spectrum Control or IBM Storage 
Insights, 5 minutes is a best practice starting point.
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4.5  Summary

This chapter explored performance considerations and optimization techniques for 
IBM Storage FlashSystem environments that are connected to AIX systems. It described the 
IBM Storage FlashSystem cache architecture, provisioning technologies, and storage 
efficiency capabilities that contribute to high-performance enterprise storage operations.

The chapter also reviewed key AIX and SAN tuning parameters, including queue depth 
scaling, adapter execution throttle, and I/O pacing. Modern provisioning approaches, such as 
DRPs, thin provisioning, and SCSI UNMAP operations, were described with workload placement 
considerations. By properly aligning AIX, SAN, and IBM Storage FlashSystem configuration 
settings, organizations can maximize throughput, reduce latency, and improve the overall 
efficiency and responsiveness of enterprise workloads.
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Chapter 5. High availability and disaster 
recovery for IBM AIX with IBM 
Storage FlashSystem

This chapter focuses on operational high availability and disaster recovery (HADR) scenarios. 
It includes storage failover and recovery workflows, and the integration between IBM AIX, 
IBM PowerHA SystemMirror, and IBM Storage FlashSystem. It also describes the external 
tools that can be used to manage IBM Storage Virtualize data protection and HA functions. It 
provides guidance on selecting the appropriate tool based on operational requirements.

This chapter includes the following sections:

� “Introduction: From volume-centric to policy-based operations” on page 80
� “Orchestration and decision logic” on page 80
� “AIX behavior with policy-based high availability” on page 86
� “AIX behavior with policy-based replication” on page 87
� “PowerHA SystemMirror integration” on page 88
� “Integrating IBM Storage FlashSystem with IBM VM Recovery Manager” on page 92
� “DR design and testing” on page 98
� “Multi-site orchestration with CSM” on page 98
� “Summary” on page 99
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5.1  Introduction: From volume-centric to policy-based 
operations

In traditional AIX environments, HADR is often implemented by using volume-level replication 
and manual failover procedures. Administrators typically manage disks and volume groups 
(VGs) directly, coordinating failover operations through scripts or clustering tools.

Modern IBM Storage FlashSystem environments introduce a policy-based approach, where 
replication and availability are defined through policies and applied consistently across 
storage partitions. This approach improves scalability, consistency, and operational 
predictability.

5.1.1  Integration model: AIX and IBM Storage FlashSystem

The integration between AIX and IBM Storage FlashSystem relies on a clear separation of 
responsibilities across the host, storage, and orchestration layers. Understanding this 
separation is essential for designing effective HADR solutions.

In an IBM Storage FlashSystem based architecture, responsibilities are separated across 
multiple layers, as shown in Table 5-1.

Table 5-1   Integration model: AIX and IBM Storage FlashSystem

5.2  Orchestration and decision logic

In IBM Storage FlashSystem environments, HADR operations span multiple layers, including 
storage, orchestration, and application control. A different component manages each layer, 
and effective operation depends on clearly defined responsibilities and coordination between 
these components. Understanding how these roles interact is essential for designing reliable 
HADR solutions and avoiding conflicts between storage-level and host-level operations.

Table 5-2 on page 81 shows the roles and responsibilities in this environment.

Layer Role

AIX Logical Volume 
Manager (LVM)

Disk and VG management

AIX Multipath I/O 
(MPIO)

Path selection and failover

PowerHA 
SystemMirror

Application and OS-level failover

IBM Storage 
FlashSystem

Data replication and consistency

IBM Copy Services 
Manager (CSM)

Storage orchestration and coordination

Important: AIX manages access to storage devices, but it does not control replication or 
storage topology. IBM Storage FlashSystem policies manage replication and failover 
behavior, and external tools such as CSM.
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Table 5-2   Roles and responsibilities

5.2.1  External management tools and selection guidance

This section describes the external tools that can be used to manage IBM Storage Virtualize 
data protection and HA functions. It provides guidance on selecting the appropriate tool 
based on operational requirements.

The capability matrix that is shown in Table 5-3 summarizes the management and 
orchestration capabilities of these tools. It distinguishes between functions that a tool directly 
manages and those functions that depend on IBM Storage Virtualize storage functions or 
external orchestration tools. It does not represent underlying storage platform capabilities or 
platform compatibility, such as where a tool runs. A value of No indicates that the tool does 
not provide management, orchestration, or operational integration for the function. The 
storage system might still support the function through other tools or interfaces.

Table 5-3   Capability matrix 

Function Responsible component

Storage replication 
(policy-based replication 
(PBR) and policy-based 
high availability (PBHA))

IBM Storage FlashSystem

Replication orchestration IBM CSM

Application failover PowerHA SystemMirror

VG handling (import and 
varyon)

AIX

Important: PowerHA SystemMirror does not configure PBHA or multi-site replication. 
CSM manages storage role changes and topology coordination.

External tool 
or 
application

VG 
snapshots 
and IBM 
FlashCopy 
based 
copies

Prior 
replication - 
Metro Mirror 
(MM), Global 
Mirror (GM), 
and Global 
Mirror with 
Change 
Volumes 
(GMCV)

Policy-based 
replication 

Policy-based 
high 
availability

3-site 
replication

IBM 
HyperSwap

Safeguarded 
Copy and 
cyber resilient 
copies

Embedded 
VASA 
(VMware 
vSphere 
Virtual 
Volumes 
(vVOls)) (1)

Limited No Limited Limited No No No
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VMware Live 
Recovery 
(VLR, 
formerly 
VMware Site 
Recovery 
Manager 
(SRM)) with 
IBM Storage 
Virtualize 
Family 
Storage 
Replication 
Adapter 
(SRA) (2)

Limited Yes (MM, 
GM, and 
GMCV)

Yes Yes Yes No No

IBM Storage 
Defender 
Copy Data 
Management 
(CDM) (3)

Yes Yes (GMCV) No No No No Limited

IBM CSM (4) Yes Yes Yes Yes Yes Limited Yes

IBM PowerVC 
2.3.2 (5)

No Yes (GM and 
GMCV)

No No No Limited No

IBM PowerVC 
2.3.3 (6)

Yes Yes (GM and 
GMCV)

No Limited No Limited No

IBM i 
PowerHA 
Independent 
Auxiliary 
Storage Pools 
(IASPs) (7)

Yes Yes Limited Yes Limited No No

IBM i 
PowerHA 
Tools (8)

No No Limited Limited Limited No No

PowerHA 
SystemMirror 
(9)

Yes Yes Limited No No No No

IBM VM 
Recovery 
Manager 
(VMRM) for 
IBM Power 
(10)

No Limited Limited No No No No

External tool 
or 
application

VG 
snapshots 
and IBM 
FlashCopy 
based 
copies

Prior 
replication - 
Metro Mirror 
(MM), Global 
Mirror (GM), 
and Global 
Mirror with 
Change 
Volumes 
(GMCV)

Policy-based 
replication 

Policy-based 
high 
availability

3-site 
replication

IBM 
HyperSwap

Safeguarded 
Copy and 
cyber resilient 
copies
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The following legend defines the capability levels that are used in Table 5-3 on page 81:

� Yes 

The tool directly configures or orchestrates the function and is intended to manage it.

� No

The tool does not provide direct configuration, orchestration, or operational integration 
capabilities for this function. 

� Limited

The tool is aware of the function and can operate with it, but does not provide end-to-end 
control. The feature must be configured and maintained elsewhere, typically on the 
storage system itself or through another external management tool. During day-to-day 
operations, the tool can trigger workflows, start actions, or check feature state, such as to 
coordinate failover, failback, recovery, or testing. However, initial setup, policy definition, 
topology design, and lifecycle management remain outside of the tool. Limited indicates 
partial functional integration. It should not be confused with runs on or compatibility only, 
which means that the tool can be deployed in the environment but has no awareness of, 
and no interaction with, the feature.

1. Embedded VASA (for vVols)

Embedded VASA Provider enables integration between VMware vSphere and IBM 
Storage Virtualize for VMware Virtual Volumes (vVols). Through the VASA Provider, 
storage capabilities and attributes are exposed to vSphere, enabling storage policy-based 
management and policy-driven provisioning of virtual machines. It makes relevant storage 
capabilities and attributes to vSphere so that VM-level provisioning and placement can be 
driven by vSphere policies. For snapshot, replication, and HA functions, the VASA 
Provider can make capability information available to vSphere and allow policy-driven 
workflows to interact with IBM Storage Virtualize storage functions. However, configuration 
of replication relationships, HA topologies, snapshot policies, copy relationships, and 
lifecycle management is performed outside vSphere, typically through IBM Storage 
Virtualize storage functions or external orchestration tools such as IBM CSM. Therefore, 
snapshot, replication, and HA-related entries in the matrix are classified as Limited: 
dependent on underlying storage functions, policy-aware, but not end-to-end managed by 
Embedded VASA.

Example: VLR, formerly SRM, with an IBM Storage Virtualize Family SRA can orchestrate 
recovery workflows, such as running a failover plan, by using replication configured at the 
storage functions. VLR coordinates the recovery steps, but replication policies, 
relationships, and site topology are created and maintained on the storage system or in an 
external tool such as IBM CSM. In this scenario, the tool can operate with replication but it 
does not own its replication configuration. Therefore, the capability is classified as Limited.

Important: Support for vVols is deprecated beginning with IBM Storage Virtualize 9.1.0. 
Environments that use vVols should validate interoperability and upgrade planning 
carefully because future platform upgrade paths might be limited.
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2. VLR (formerly VMware SRM) using the IBM Storage Virtualize Family SRA

Provides DR orchestration for VMware environments. It integrates with IBM Storage 
Virtualize through IBM Storage Virtualize Family SRA. Replication and point-in-time (PiT) 
copy functions are performed through IBM Storage Virtualize storage functions, while VLR 
automates recovery-plan execution, failover, failback, and test workflows. VLR can operate 
with replicated storage and coordinate storage actions that are required for recovery 
testing or failover. It does not configure replication policies, define HA topologies, create or 
manage FlashCopy relationships, or provide lifecycle management for VG snapshots. 
Therefore, snapshot, replication, and HA-related entries are classified as Limited: 
dependent on underlying storage functions and workflow that is integrated, but not 
end-to-end managed by VLR.

3. IBM Storage Defender CDM

Focuses on snapshot and copy data workflows, including backup, recovery, development, 
and test use cases. It can create, manage, and automate FlashCopy based copies and 
other copy data workflows, so snapshot and PiT copy functions are classified as Yes. 
IBM Storage Defender CDM can also operate with protected-copy or cyber-resiliency 
workflows, but the Safeguarded Copy (SGC) policy definition, retention, and lifecycle 
enforcement are primarily storage-layer functions. Therefore, SGC is classified as Limited. 
IBM Storage Defender CDM does not manage replication topologies or HA configurations.

4. IBM Copy Services Manager

Provides centralized management and orchestration of storage-based replication, 
including prior replication, PBR, PBHA, and multi-site configurations. It serves as the 
primary control point for defining replication relationships and recovery topologies across 
storage systems.

5. IBM PowerVC 2.3.2 

Provides virtualization management for IBM Power environments. It supports integration 
with storage replication technologies, such as GM, but does not orchestrate replication 
policies or HA configurations. Awareness of advanced features, such as HyperSwap, is 
limited.

6. IBM PowerVC 2.3.3 

Extends IBM PowerVC capabilities to include awareness of and limited integration with 
PBHA workflows. However, replication configuration and topology management remain 
the responsibility of IBM Storage Virtualize storage functions or external orchestration 
tools such as CSM.

7. IBM i PowerHA (IASPs) 

Provides OS-level HA for IBM i by managing IASPs, which contain application data and 
can be switched between systems during failover. It integrates with storage replication 
technologies but does not configure replication policies or topologies, which are managed 
through IBM Storage Virtualize storage functions.

8. IBM i PowerHA Tools 

Provide automation and simplified workflows for IBM i PowerHA environments. These 
tools extend operational capabilities but do not provide HA independently and do not 
configure replication policies or site relationships.

9. PowerHA SystemMirror for AIX 

Provides cluster-based HA for AIX environments. It manages application failover and 
system clustering and integrates with IBM Storage Virtualize replication technologies. 
IBM Storage Virtualize storage functions manage replication configuration and advanced 
topologies, such as PBR.
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10.IBM VM Recovery Manager for IBM Power 

VMRM follows the same principles as VLR. It integrates with IBM Storage Virtualize DR 
capabilities but does not configure or manage replication policies, storage relationships, or 
recovery topologies. These functions are configured and maintained within IBM Storage 
Virtualize. IBM VMRM orchestrates failover, failback, and testing workflows at the virtual 
machine level. So, replication-related capabilities are classified as Limited because they 
depend on underlying storage functions rather than end-to-end management by 
IBM VMRM. VG snapshots, FlashCopy based copies, SGC, PBHA, three-site replication, 
and HyperSwap are classified as No.

Decision tree
The decision tree, as shown in Figure 5-1, provides guidance for selecting the most 
appropriate external tool for managing IBM Storage Virtualize data protection and HA 
functions. It helps identify the optimal tool based on environment type (VMware or 
IBM Power), required level of control, and wanted automation capabilities.

Figure 5-1   Decision tree

The tree distinguishes between storage management and orchestration tools (such as CSM), 
virtualization and VM-level orchestration tools (such as VLR, formerly SRM and IBM VMRM), 
and OS-level HA solutions (such as PowerHA SystemMirror). In many environments, these 
tools are used together to address different operational domains, with replication that is 
managed through IBM Storage Virtualize storage functions while orchestration and failover 
are coordinated by higher-level tools.
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Tool selection depends on whether the requirement is centralized replication management, 
VM-level DR orchestration, snapshot and copy data workflows, or operating system 
clustering. Advanced topologies and replication policies are typically defined and maintained 
through IBM Storage Virtualize storage functions and external orchestration tools where 
applicable. The following sections explain AIX operations during PBHA and PBR operations.

5.3  AIX behavior with policy-based high availability

PBHA provides active-active access to storage across systems. From the AIX perspective, 
storage remains continuously available through multiple paths.

5.3.1  AIX Multipath I/O behavior

AIX uses MPIO to manage access to storage devices in IBM Storage FlashSystem 
environments. When multiple paths exist to the same disk, MPIO provides path redundancy 
and can ensure continuous I/O availability.

In PBHA configurations, AIX identifies multiple paths to each device and classifies them as 
optimized or non-optimized, based on the preferred I/O path for a certain storage system.

During a PBHA role transition, the following behaviors occur:

� Optimized paths shift between systems based on the active role.
� AIX continues I/O operations by using available paths.
� No disk rediscovery or VG reconfiguration is required.

Performance considerations
Configuring AIX with IBM Storage FlashSystem in PBHA environments requires best 
practices that help ensure reliable path management and consistent I/O behavior during 
failover events.

The following best practices help maintain stability and performance:

� Use N_Port ID Virtualization (NPIV) based Fibre Channel connectivity (IBM FICON®) to 
provide scalable host attachment and smoother controller failover behavior.

� Ensure dual storage area network (SAN) fabrics and sufficient path diversity to eliminate 
single points of failure.

� Tune MPIO timeout values conservatively to prevent premature path failover.

� Avoid overly aggressive fast-fail settings that can cause unnecessary path thrashing.

� Validate path failover behavior under load conditions to help ensure that I/O continues 
without interruption during PBHA transitions.

Important: PBHA transitions occur without disrupting AIX. Path optimization changes 
dynamically, allowing uninterrupted access to storage without requiring administrative 
intervention.
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5.4  AIX behavior with policy-based replication

PBR provides storage-based replication between sites by using synchronous or 
asynchronous replication policies. Unlike PBHA, PBR typically operates in an active-passive 
model.

5.4.1  Storage behavior at the DR site

In PBR environments, the storage that is presented at the DR site is maintained in a passive 
state until a failover or promotion event occurs. From the AIX perspective, disks are visible to 
the operating system, but are not yet available for active use.

At the DR site, the following conditions apply:

� Devices are visible to AIX and the system can discover them.
� Devices are not writable while replication is in a passive state.
� VGs are typically not imported or varied on until storage promotion occurs.

5.4.2  Failover sequence

In a PBR environment, failover to the DR site follows a defined sequence of storage and 
host-level operations. These steps help ensure that storage is properly promoted and made 
accessible before AIX activates VGs and applications.

During a DR event, the following sequence typically occurs:

1. CSM promotes the replicated volumes at the DR site.
2. Storage access is enabled, allowing write operations.
3. AIX detects the devices as writable.
4. VGs are imported by using the importvg command.
5. File systems are mounted.
6. PowerHA SystemMirror starts applications.

5.4.3  Performance considerations

In PBR environments, replication activity can influence application performance, particularly 
in write-intensive workloads. Proper tuning and monitoring are required to help ensure that 
replication does not introduce excessive latency or resource contention.

Note: DR volumes are present but remain in a passive state until the storage system 
promotes them.

Notes: 

� AIX does not control the replication state. It reacts to storage state changes that CSM 
orchestrates.

� Importing VGs must occur after storage promotion. Attempting to import VGs before 
promotion can result in read-only access or failed activation.
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Consider the following factors:

� Replication latency can affect write response time, especially in synchronous or 
high-latency environments.

� Tune queue depth properly to prevent I/O back-pressure on the host and storage systems.

� Replication links and write bursts should be monitored to identify potential bottlenecks.

5.5  PowerHA SystemMirror integration

PowerHA SystemMirror provides application-level HA by managing failover operations within 
the AIX environment. It is responsible for coordinating application movement and helping 
ensure service continuity during failure scenarios.

PowerHA SystemMirror provides the following capabilities:

� Application failover between cluster nodes.
� Resource group management and control.
� Service IP relocation to maintain client connectivity.
� Integration with IBM Storage FlashSystem and CSM.

In IBM Storage FlashSystem environments, PowerHA SystemMirror operates with IBM CSM 
and the storage system to deliver end-to-end HADR.

The integration model includes the following components:

� PowerHA SystemMirror triggers failover workflows and manages application startup and 
shutdown.

� CSM performs storage replication and topology orchestration operations, including 
replication state changes and role transitions.

� AIX activates storage through LVM operations, such as VG import and vary-on.

Table 5-4 shows the configuration checklist.

Table 5-4   Configuration checklist

Tip: Use throttling or scheduling mechanisms to prevent replication activity from impacting 
peak application workloads.

Important: Storage role changes, PBHA orchestration, and 3-site coordination are not 
processed by PowerHA SystemMirror scripts. These operations must be performed by 
CSM.

Task Configuration

Disk type hdisk with reserve_policy=no_reserve

Repository disk Dedicated IBM Storage FlashSystem volume

Replication mode PBR (async) for DR

Snapshot trigger Defined by the storage or orchestration workflow

Verification Run clverify.
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5.6  Integrating IBM Storage FlashSystem with PowerHA 
SystemMirror

This section describes requirements for using IBM Storage FlashSystem with PowerHA 
SystemMirror. It does not cover details of PowerHA SystemMirror itself outside of the storage 
configuration, but it lists major PowerHA SystemMirror configuration activities in sequence, 
highlighting when to perform certain storage-related activities.

5.6.1  Architectural requirements

Before configuring PowerHA SystemMirror with IBM Storage FlashSystem, ensure that the 
environment meets the architectural requirements for controllers, network infrastructure, 
logical unit numbers (LUNs), software, and cluster topology. The following requirements 
apply:

� Controllers

– The IBM Storage FlashSystem array must be configured with redundant controllers 
and connected through Fibre Channel (FC). Use 8 Gb, 16 Gb, or 32 Gb, or iSCSI.

– All PowerHA SystemMirror nodes must have dual host bus adapter (HBA) paths to the 
IBM Storage FlashSystem to enable MPIO.

� Network

– In addition to basic network infrastructure requirements, PowerHA SystemMirror 
requires a repository disk across all nodes for cluster management and split-brain 
mitigation. 

– Standard Edition uses a single repository disk within a site. Enterprise Edition 
deployments spanning multiple sites may use backup or cross-site mirrored repository 
configurations.

� LUNs

– The IBM Storage FlashSystem array must present shared LUNs to all cluster nodes 
simultaneously.

– For Enhanced Concurrent Volume Groups (ECVGs) or standard concurrent access, all 
nodes must communicate with the same disk devices.

– The repository disk should be a small dedicated LUN, where 1 GB is sufficient, which 
is separate from application data LUNs.

– IBM DS8000 or IBM SAN Volume Controller (IBM SVC) features of IBM Storage 
FlashSystem should have consistent LUN IDs or Persistent Reservations (PR) 
enabled, depending on the Small Computer System Interface (SCSI) PR strategy.

Best practice: Place the cluster repository disk on resilient storage and protect it from 
site-level failures.
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� Software

– For IBM Storage FlashSystem storage, the IBM Spectrum Virtualize host software 
must be installed.

– Appropriate multipath drivers, such as AIX MPIO or Subsystem Device Driver Path 
Control Module (SDDPCM), must be installed.

– CSM is required if IBM PBR or PBHA for geographic HA is used.

� Cluster topology

– Inter-site communication requires a WAN link with sufficiently low latency to support 
synchronous replication policies used by PBHA environments.

– A quorum disk or majority quorum policy must be defined to prevent split-brain 
scenarios.

5.6.2  Deployment guide with critical IBM Storage FlashSystem steps

This section outlines the major phases to creating a PowerHA SystemMirror cluster, with 
details included on interfacing with IBM Storage FlashSystem:

� Phase 1: Pre-installation planning

– Document the target topology: number of nodes, sites, service IP addresses, heartbeat 
interfaces, resource groups, and application controllers.

– Verify that AIX OS levels are identical across all nodes.

– Confirm that all nodes can communicate on the planned service and heartbeat 
networks. Validate DNS or /etc/hosts entries for all cluster node names.

– Check that the IBM Storage FlashSystem firmware is at a supported level per the 
PowerHA SystemMirror compatibility matrix by going to the IBM System Storage 
Interoperation Center (SSIC) tool.

� Phase 2: IBM Storage FlashSystem and SAN configuration

– Zone the FC fabric so that each AIX host HBA can see the IBM Storage FlashSystem 
target ports. Use single-initiator, single-target zoning per best practices.

– On the IBM Storage FlashSystem management GUI (or CLI), create host objects for 
each AIX node by using the worldwide port name (WWPN) values from each HBA.

– Create a shared volume or volumes for application data and a separate small volume 
for the repository disk.

– Map all application volumes and the repository disk volume to all cluster host objects 
simultaneously (required for concurrent access).

– On each AIX node, run cfgmgr to discover the new LUNs and verify that the disks are 
visible by using lsdev -Cc disk. Confirm that all paths are available by using SDDPCM 
or lspath, which is an MPIO command.

– Install and configure AIX MPIO on each node. Set the path selection algorithm to 
shortest_queue, which is a best practice for modern AIX and IBM Storage 
FlashSystem environments. Older systems might continue using round_robin or 
fail_over based on performance requirements and compatibility considerations.
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� Phase 3: AIX base configuration (all nodes) (no IBM Storage FlashSystem configuration 
steps)

– Set node host names and confirm that they resolve correctly across all nodes: 

hostname <nodename>

/etc/hosts

– Configure all network interfaces. Select heartbeat and service interfaces and confirm 
inter-node connectivity with ping.

– Install RSCT if not already present, verify it with lssrc -g rsct.

– Install PowerHA SystemMirror Enterprise Edition filesets from IBM Entitled Software 
Support repository by using installp or NIM: 

installp -aXgd /path/to/media cluster.es.server.rte cluster.es.client.rte 
cluster.es.server.utils

� Phase 4: VG and file system setup

– On one node, import or create the shared VGs on the IBM Storage FlashSystem LUNs:

mkvg -y <vgname> <hdisk> 

– For concurrent access, create an enhanced concurrent VG:

mkvg -S -C -y <ecvgname> <hdisk>

– Create logical volumes (LVs) and Enhanced Journaled File System (JFS2) file systems 
within the VG as needed.

– Vary off the VG on all nodes before proceeding: 

varyoffvg <vgname>

� Phase 5: Repository disk configuration

– Identify the repository disk (hdisk) on each node. This disk is typically a small 
dedicated LUN that is shared across all cluster nodes. Verify that all nodes detect the 
same repository disk by checking the physical volume identifier (PVID), for example, 
lspv | grep <pvid>.

– The repository disk is assigned during PowerHA SystemMirror cluster configuration 
through SMIT. Do not create a VG on this disk because it is used directly as a raw 
device by PowerHA SystemMirror for cluster repository operations.

� Phase 6: Cluster definition (no IBM Storage FlashSystem configuration steps)

– Define the cluster name, assign heartbeat network interfaces, designate 
communication paths, and assign a repository disk to the cluster for tie-breaking.

– Define service labels (aliases) that floats between nodes during failover.

� Phase 7: Resource group configuration (no IBM Storage FlashSystem configuration 
steps)

– Create a resource group and assign the service IP label, a shared VG or VGs, file 
systems, application controllers (startup, stop, and monitoring scripts), and the 
resource group's startup, failover, and fallback policies.

– Define application controllers with start, stop, and optional health-check scripts for the 
workload.

� Phase 8: Cluster verification and startup (no IBM Storage FlashSystem configuration 
steps)

– Verify the cluster, address all errors and warnings, and synchronize the cluster.

– Start the cluster services on all nodes.
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� Phase 9: Testing

– Start a planned failover test by moving the resource group to a secondary node by 
using the following command: 

clRGmove -g <rg_name> -n <target_node>

– Verify that the service IP address migrates successfully and that applications restart 
cleanly on the target node.

– Simulate a node failure by halting the active node and confirm that automatic failover 
completes within the required recovery time objective (RTO).

– To validate path resiliency, disable an FC path to IBM Storage FlashSystem and verify 
that AIX MPIO (or SDDPCM, if used) continues to provide uninterrupted I/O access 
without triggering cluster failover intervention.

– If PBR is used for geographic DR, test site-level failover procedures according to 
IBM CSM operational event.

� Phase 10: Ongoing operations (no IBM Storage FlashSystem configuration tasks)

– Enable cluster logging and configure email or SNMP alerting through PowerHA 
SystemMirror notification methods.

– Schedule regular cluster health checks.

– Document the runbook for planned maintenance (node patching, AIX upgrades, 
storage updates) by using PowerHA SystemMirror clmgr to manage node maintenance 
mode to gracefully move workloads before taking a node offline.

5.7  Integrating IBM Storage FlashSystem with IBM VM 
Recovery Manager

IBM VMRM relies on the storage layer to perform its two primary functions. The HA Edition 
moves logical partitions (LPARs) between hosts without interruption during planned 
maintenance or host failures. The DR Edition promotes replicated volumes as the initial step 
of a site-level failover. IBM Storage FlashSystem supports both capabilities. However, 
successful integration requires careful attention to SAN zoning, replication configuration, and 
storage agent registration. Misconfigurations in any of these areas can cause VMRM 
recovery operations to fail at the storage layer, often without prior warning.

This section describes the IBM Storage FlashSystem configuration prerequisites and VMRM 
storage agent setup that must be completed before either edition can be used. Readers 
should be familiar with IBM Storage FlashSystem volume management and replication 
concepts, which are covered in Chapter 2, “Modernized IBM AIX storage architecture” on 
page 15 and Chapter 3, “Storage area network connectivity and multipath I/O” on page 47. 
VMRM host group configuration and LPAR workgroup policies are outside of the scope of this 
section, except where storage-related considerations directly affect their implementation.

5.7.1  VM Recovery Manager overview

VMRM is an infrastructure-level orchestration solution that monitors the health of IBM Power 
servers through the IBM PowerVM hypervisor and automates the recovery of LPARs following 
a host failure. Because VMRM operates at the hypervisor layer, it is operating system 
independent and supports AIX, IBM i, and Linux on IBM Power environments through a 
common management framework.
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VMRM is available in two editions:

� HA Edition

Integrates with Hardware Management Console (HMC) based Live Partition Mobility 
(LPM) to enable the non-disruptive movement of LPARs between hosts within a site for 
planned maintenance activities and host-level failure recovery. Storage that is used by 
HA-managed workloads must be accessible from all potential target hosts within the host 
group and therefore requires shared SAN connectivity to the IBM Storage FlashSystem 
storage system.

� DR Edition

During a failover operation, VMRM coordinates storage failover operations for 
IBM Storage FlashSystem policy-based DR configurations and restarts the affected 
LPARs on hosts at the recovery site. The DR Edition supports M-to-N host mappings, 
allowing multiple production hosts at the primary site to fail over to a smaller number of 
hosts at the recovery site according to predefined recovery policies.

5.7.2  Architectural requirements

Before configuring VMRM, ensure that the IBM Storage FlashSystem storage systems, SAN 
infrastructure, and management components meet the requirements that are described in this 
section.

IBM Storage FlashSystem storage system configuration
The IBM Storage FlashSystem storage system must be configured with redundant node 
canisters to eliminate single points of failure. Connectivity between the storage system and 
the Virtual I/O Servers (VIOS) can be provided through FC or iSCSI protocols. FICON at 
8 Gbps, 16 Gbps, or 32 Gbps is a best practice for production environments.

For HA deployments, all hosts within a host group must have access to the storage volumes 
associated with any LPAR that might be migrated between them. For DR deployments, the 
VIOS servers at the recovery site must be zoned and configured to access the secondary 
IBM Storage FlashSystem storage system before a failover event occurs. This configuration 
helps ensure that promoted volumes are immediately accessible following a recovery 
operation.

Repository and HA disks
Each VMRM host group requires two SAN-attached disks that are visible to all VIOS servers 
across every host in the group. These disks provide the communication and quorum 
infrastructure that is used by VMRM.

Configure SAN zoning and LUN masking so that every VIOS server within the host group has 
concurrent access to both disks. Incorrect disk visibility is a common cause of host group 
configuration failures.
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The following disks are required:

� Repository disk (minimum capacity of 10 GB)

This disk stores host health monitoring information and functions as the quorum disk for 
the host group. All VIOS servers must have concurrent read/write access.

� HA disk (minimum capacity of 10 GB)

This disk stores health-tracking and state information that is used by VMRM. The same 
visibility requirements apply as for the repository disk.

� Kernel-based Virtual Machine Recovery Management System (KSYS) and storage agent

VMRM is managed through a dedicated AIX LPAR known as the KSYS. The KSYS 
communicates with the HMCs that manage the IBM Power servers participating in the 
environment.

For DR deployments, the KSYS also communicates with the IBM Storage FlashSystem 
storage system through a storage agent. The storage agent issues IBM Storage 
FlashSystem management commands to promote replicated volumes during a DR 
operation. Storage promotion is completed before VMRM initiates the restart of the 
affected LPARs at the recovery site. 

5.7.3  IBM Storage FlashSystem configuration for VMRM

Before VMRM can provide DR orchestration, the IBM Storage FlashSystem environment 
must be configured with the appropriate replication, SAN, and management connectivity 
settings.

Replication prerequisites
VMRM does not create or manage IBM Storage FlashSystem replication relationships. All 
replication infrastructure must be configured and operational before storage agents are 
registered with the KSYS.

The following prerequisites apply to DR deployments:

� Each site must have an independent IBM Storage FlashSystem or IBM SVC cluster. 
Stretched-cluster configurations are not supported for VMRM DR environments.

� A policy-based DR configuration must be created and operational between the primary 
and recovery-site IBM Storage FlashSystem clusters before VMRM is configured.

� Consistency groups must be created on the IBM Storage FlashSystem storage systems to 
group all volumes associated with a workload. VMRM performs failover operations at the 
consistency-group level to help ensure that related volumes are promoted together.

� The IBM Storage FlashSystem management IP addresses at both sites must be 
reachable from the KSYS LPAR before storage agent registration is performed.

� A host group can be associated with only one IBM Storage FlashSystem or IBM SVC 
cluster. Environments that use storage from multiple clusters for the same workload 
require more design validation before deployment.

Note: VMRM uses the term disk group to represent a set of IBM Storage FlashSystem 
volumes and their associated replication relationships. During a failover operation, VMRM 
issues API requests to the IBM Storage FlashSystem storage system to switch replication 
roles. The storage administrator remains responsible for configuring and maintaining the 
underlying replication relationships.
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SAN zoning and LUN masking
The following SAN configuration requirements apply:

� VIOS servers at the recovery site must be zoned to the secondary IBM Storage 
FlashSystem storage system before a failover operation. Although VMRM validates 
storage accessibility before failover, the storage administrator must resolve zoning issues.

� VMRM 1.6 introduced validation of LUN masking configurations for NPIV-attached 
IBM Storage FlashSystem and IBM SVC volumes.

� VMRM 1.6 also introduced support for asymmetric SAN topologies between sites, if 
redundant paths exist at each site.

� All VMRM managed LPARs must access storage through VIOS. Direct-attached storage 
configurations are not supported.

5.7.4  VMRM storage agent configuration

The KSYS must be configured with connection information for each IBM Storage 
FlashSystem storage system that participates in the VMRM environment. The following 
section describes the storage system registration requirements and considerations.

Registering IBM Storage FlashSystem storage systems with the KSYS
Storage agent registration enables the KSYS to communicate with IBM Storage FlashSystem 
storage systems through the REST API.

The following requirements apply:

� Separate storage agent registrations are required for the primary-site and recovery-site 
IBM Storage FlashSystem clusters. Each registration uses the management IP address of 
the corresponding cluster and is assigned to the appropriate site within the KSYS 
configuration.

� The IBM Storage FlashSystem user account that is used during registration must have 
sufficient authority to query policy status, perform storage failover operations, and manage 
consistency groups.

� After registration, VMRM validates connectivity to each storage system. Both storage 
systems must report a connected status before workgroup configuration can proceed. 
Connectivity failures are typically result from network issues or incorrect credentials.

Disk group and volume mapping
After storage agents are registered, disk groups must be configured within the KSYS 
environment to associate VMRM workgroups with IBM Storage FlashSystem policy-based 
DR configurations.

The following requirements apply:

� Each disk group references an IBM Storage FlashSystem consistency group. The 
consistency groups name specified in VMRM must exactly match the corresponding 
consistency group name on the IBM Storage FlashSystem storage system.

� Each LPAR protected by VMRM DR must be associated with a disk group.

� Before testing or running a recovery operation, verify that the referenced consistency 
group exists, contains the correct workload volumes, participates in the appropriate 
policy-based DR configuration, and is in a healthy state.
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5.7.5  Policy-based DR considerations

The DR behavior of a VMRM environment depends on the health and configuration of the 
underlying IBM Storage FlashSystem PBR relationships. Although VMRM orchestrates the 
failover process, it relies on IBM Storage FlashSystem to maintain replication consistency and 
perform storage role changes during recovery operations.

Table 5-5 summarizes key IBM Storage FlashSystem considerations when integrating 
policy-based DR with VMRM.

Table 5-5   Policy-based DR considerations for VMRM

5.7.6  DR testing and production failover

Before implementing a production failover, validate the DR configuration through a 
non-disruptive DR test. This process verifies storage, network, and system recovery 
procedures while maintaining normal production operations.

Non-disruptive DR testing
VMRM DR Edition supports test failover operations by using FlashCopy copies of 
recovery-site volumes. This capability enables application and infrastructure validation 
without interrupting production workloads or replication activities.

Important: The consistency group name that is specified in the KSYS configuration must 
exactly match the consistency group name that is defined on the IBM Storage 
FlashSystem storage system. Any mismatch causes the storage promotion operation to 
fail, preventing the recovery sequence from proceeding.

Topic Behavior or requirement Design implication

Policy health VMRM relies on healthy IBM Storage FlashSystem 
replication policies and associated consistency 
groups. If a policy is degraded or unavailable, 
VMRM cannot complete storage promotion during 
failover.

Monitor policy health regularly and resolve 
replication issues before testing or 
performing recovery operations.

Consistency 
group availability

VMRM performs storage failover at the 
consistency-group level to help ensure that related 
volumes are promoted together.

Ensure that all volumes belonging to an 
application workload are included in the 
same consistency group.

Single cluster per 
host group

VMRM supports only one IBM Storage 
FlashSystem or IBM SVC cluster per host group.

Ensure that all volumes that are associated 
with a VMRM workgroup are on the same 
storage cluster.

SAN zoning and 
volume visibility

VMRM validates that promoted volumes are 
accessible from the recovery-site VIOS servers 
before activating LPARs.

Verify zoning and LUN masking before 
testing or running recovery operations.

IBM Storage 
FlashSystem 
management 
connectivity

The KSYS must maintain connectivity to the 
IBM Storage FlashSystem management interfaces 
to perform storage operations during failover.

Treat the KSYS-to-IBM Storage 
FlashSystem management network as a 
critical infrastructure dependency.

DR testing VMRM supports non-disruptive DR testing through 
FlashCopy technology. Test systems run on 
temporary copies of recovery-site volumes while 
production replication continues uninterrupted.

Ensure that sufficient storage capacity exists 
to accommodate FlashCopy copies during 
testing.
96 The Definitive Guide to IBM Storage FlashSystem and AIX Integration



During a test failover, VMRM instructs the IBM Storage FlashSystem storage system to 
create FlashCopy copies of the recovery volumes. Test LPARs are activated by using these 
copies while production PBR continues normally. After testing is complete, the test LPARs are 
stopped and the FlashCopy copies are removed.

Production failover sequence
A production failover transfers workloads from the primary site to the recovery site. The 
VMRM-orchestrated sequence is as follows:

1. VMRM instructs the IBM Storage FlashSystem storage agent to perform the required 
storage failover operation.

2. VMRM verifies that the promoted volumes are accessible from recovery-site VIOS 
servers.

3. Pre-online scripts registered with the KSYS run.

4. VMRM activates the LPARs through the recovery-site HMC.

5. Post-online scripts run to complete application startup activities.

Known constraints
The following constraints, as shown in Table 5-6, apply when IBM Storage FlashSystem is 
used as the storage platform for VMRM.

Table 5-6   IBM Storage FlashSystem constraints with VMRM

Note: VMRM does not activate LPARs until the storage failover completes successfully. If 
the storage operation fails, the recovery workflow stops and administrative intervention is 
required.

Constraint Details Design implication

Single cluster per 
host group

VMRM DR supports only one 
IBM Storage FlashSystem or 
IBM SVC cluster per host 
group.

Ensure that all workgroup volumes are on a 
single storage cluster before deployment.

No HyperSwap 
orchestration

VMRM does not manage or 
orchestrate HyperSwap 
environments.

Use the supported policy-based DR 
framework for VMRM-managed workloads.

Stretched cluster 
not supported

VMRM DR requires 
independent storage systems 
at each site.

Deploy separate IBM Storage FlashSystem 
clusters at the production and recovery sites.

Consistent 
replication policy 
requirements

All volumes within a protected 
workload must participate in 
the same PBR configuration.

Define replication policies consistently 
across all workload volumes before 
configuring VMRM protection.

VIOS only 
storage access

All VMRM-managed LPARs 
must access storage through 
VIOS.

Reconfigure directly attached FC storage 
before adding LPARs to a VMRM host group.
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5.8  DR design and testing

Effective DR design in IBM Storage FlashSystem environments requires coordinated storage 
and host-level operations, along with well-defined testing procedures. This section outlines 
the DR activation workflow, networking considerations, and approaches for non-disruptive 
testing.

5.8.1  DR activation workflow

During a DR event, failover operations must follow a specific sequence to help ensure that 
storage is properly activated before applications are started. The following list shows a typical 
workflow:

1. CSM performs storage promotion.
2. VGs are imported on AIX.
3. PowerHA SystemMirror starts applications.

5.8.2  Networking considerations

Proper network configuration is essential to help ensure seamless application access after 
failover. Consider the following aspects:

� Service IP mobility to maintain client connectivity
� DNS updates or appropriate TTL strategy to minimize resolution delays
� Cross-subnet routing to support failover between sites

5.8.3  Non-disruptive DR testing

IBM Storage FlashSystem enables DR testing without interrupting active replication. This 
capability allows administrators to validate recovery procedures in a controlled environment.

Typical testing includes the following steps:

1. Create FlashCopy copies from DR volumes.
2. Present the copies to test hosts or LPARs.
3. Validate recovery procedures without stopping replication.

5.9  Multi-site orchestration with CSM

In multi-site environments, IBM Storage FlashSystem supports advanced topologies that 
combine local HA and remote DR. A common design is the 3-site architecture with the 
following characteristics:

� PBHA provides local HA between two systems.
� PBR provides remote DR to a third site.

Note: Do not start applications before the VG import is complete. Select Storage → 
Volume Group → Application.

Tip: Perform regular DR drills by using FlashCopy based test environments to validate 
runbooks without impacting production workloads.
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This combination enables continuous availability at the primary location while maintaining 
protection against site-level failures. 

5.9.1  AIX perspective

From the AIX host perspective, the underlying storage topology is abstracted. AIX interacts 
with storage devices without awareness of the replication architecture.

AIX has the following characteristics:

� Storage is presented to AIX as standard block devices.
� AIX manages VGs and file systems normally.
� AIX is not aware of PBHA, PBR, or multi-site relationships.

Role of CSM
IBM CSM provides the orchestration layer that is required to manage complex multi-site 
configurations. It helps ensure that storage operations are coordinated across all participating 
systems.

CSM provides the following capabilities:

� Centralized orchestration of replication and failover workflows
� Enforcement of write-order consistency across VGs
� Coordinated failover and recovery operations across multiple sites

5.10  Summary

Modern IBM Storage FlashSystem environments implement HADR through policy-based 
storage services and centralized orchestration. AIX integrates by managing device access 
and VGs, and PowerHA SystemMirror and CSM coordinate application failover, replication 
state transitions, and topology orchestration workflows.

In summary, AIX manages access, IBM Storage FlashSystem enforces policy, and CSM 
orchestrates change.

Note: From the host perspective, storage complexity is hidden. AIX operates on disks and 
VGs, regardless of the underlying replication topology.

Important: Complex multi-site topologies, such as combined 3-site PBHA and PBR 
environments, cannot be safely managed by AIX or PowerHA SystemMirror alone. CSM is 
required to coordinate replication and topology orchestration operations across the storage 
environment.

Tip: Effective deployment of CSM improves visibility and simplifies management in 
multi-site environments. Deploy CSM on a dedicated management system or AIX LPAR to 
provide centralized visibility and control of replication across all sites.

Note: For more information, see the IBM Storage FlashSystem PBHA and PBR for Oracle 
RAC workload white paper.
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Chapter 6. Cyber resilience 

Modern enterprise environments face increasingly sophisticated cyberthreats where traditional 
prevention-focused security approaches alone are no longer sufficient. Organizations must also 
help ensure rapid recovery, operational continuity, and data integrity during ransomware 
attacks, insider threats, and large-scale cyber incidents.

IBM Power Cyber Vault and IBM Storage FlashSystem Safeguarded Copy (SGC) provide 
integrated cyber-resiliency capabilities for IBM Power environments running IBM AIX, IBM i, and 
Linux workloads. These technologies help organizations protect critical systems through 
immutable recovery copies, isolated recovery environments, automated validation workflows, 
and secure recovery orchestration.

IBM Power Cyber Vault combines IBM Power11 platform security technologies, 
IBM Storage FlashSystem storage, and automation and monitoring capabilities to support 
trusted recovery operations and improve operational resilience during cyber incidents.

This chapter provides guidance for designing and implementing cyber resilient AIX 
environments by using IBM Storage FlashSystem and IBM Power Cyber Vault technologies.

This chapter describes the following topics:

� “Cyber resilience” on page 102
� “The ransomware challenge for AIX environments” on page 102
� “Overview of Safeguarded Copy” on page 104
� “Use cases and scenarios” on page 111
� “Building the IBM Power Cyber Vault” on page 113
� “IBM Power Cyber Vault concept and architecture” on page 113
� “Benefits” on page 114
� “IBM Power Cyber Vault solution components and architecture” on page 116
� “Cyber incident recovery and validation workflow” on page 118
� “Architecture and deployment considerations” on page 122
� “Building isolated environments with IBM Storage Defender CDM” on page 125
� “Summary” on page 131
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6.1  Cyber resilience

Traditional cybersecurity approaches primarily focus on preventing attacks. However, modern 
ransomware and cyberattack scenarios require organizations to assume that security 
breaches can still occur despite preventive controls. As a result, enterprise environments 
must also implement cyber-resilience strategies that emphasize rapid recovery, operational 
continuity, and protection of trusted recovery data.

IBM Storage FlashSystem provides advanced cyber-resilience capabilities through SGC and 
IBM Power Cyber Vault architectures. These technologies help organizations protect critical 
AIX workloads by providing immutable recovery points, logically isolated recovery 
environments, and automated validation workflows that support secure and reliable recovery 
operations.

SGC creates immutable point-in-time (PiT) snapshots that cannot be modified or deleted 
before their configured retention period expires. These SGC copies form the foundation of an 
IBM Power Cyber Vault architecture by providing trusted recovery points that are protected 
from ransomware, malicious insider activity, and accidental data deletion.

IBM Power Cyber Vault environments extend this protection by introducing isolated 
clean-room environments where SGC copies can be validated safely before production 
recovery occurs. By integrating technologies such as IBM PowerSC, 
IBM QRadar®, IBM Copy Services Manager (CSM), and Red Hat Ansible Automation 
Platform, organizations can automate recovery validation, anomaly detection, and recovery 
orchestration workflows.

This approach enables organizations to achieve the following benefits:

� Improve recovery confidence through validated recovery points
� Reduce recovery time objectives (RTOs)
� Minimize operational disruption during cyber incidents
� Support compliance and audit requirements
� Strengthen protection against ransomware and logical corruption

The following sections describe the ransomware challenges that affect AIX environments, 
SGC architecture and capabilities, and IBM Power Cyber Vault concepts. They also cover 
validation workflows, and operational best practices for implementing cyber resilient
IBM Power environments.

6.2  The ransomware challenge for AIX environments

The cyberthreat landscape is evolving rapidly, driven in part by advances in AI. According to 
the World Economic Forum1, AI is becoming one of the most significant factors influencing 
modern cybersecurity threats, accelerating the sophistication, automation, and scale of 
cyberattacks. Threat actors increasingly use generative AI to automate social engineering 
campaigns, develop advanced phishing techniques, and accelerate vulnerability discovery. 
Emerging autonomous or agentic AI technologies can further automate attack workflows, 
including reconnaissance, privilege escalation, lateral movement, and data exfiltration.

Note: In this chapter, the terms SGC and safeguarded snapshot are used interchangeably.

1  https://www.weforum.org/publications/global-cybersecurity-outlook-2026/ 
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For IBM AIX environments, these developments increase the risk that is posed by modern 
ransomware and malware campaigns that target enterprise UNIX infrastructures. AIX is 
widely recognized for its reliability, stability, and strong security architecture. However, 
AI-driven attack methodologies significantly increase the speed and scale at which 
operational weaknesses can be identified and compromised.

Threat actors commonly target the following attack vectors in AIX environments:

� Exposed SSH services that are vulnerable to credential theft, brute-force attacks, or weak 
key management practices

� Network File System (NFS) vulnerabilities or misconfigurations that can expose shared file 
systems to unauthorized access

� Unpatched middleware, database, and application-layer vulnerabilities that allow attackers 
to bypass operating system-level protections

By using these weaknesses, attackers can encrypt, exfiltrate, or corrupted critical enterprise 
data and disrupt business operations.

A successful ransomware attack against an AIX environment can severely affect business 
continuity and make RTOs difficult to achieve. Traditional recovery approaches, such as 
mksysb images, savevg backups, or virtual machine (VM) snapshots that are orchestrated by 
IBM PowerVC remain effective for conventional recovery scenarios. However, these 
approaches were not originally designed to address the scale, speed, and operational 
complexity of large-scale ransomware events.

The financial and operational consequences of ransomware attacks on mission-critical AIX 
workloads can be substantial. Extended outages can result in the following impacts:

� Lost transactional revenue
� Supply chain disruptions
� Service-level agreement (SLA) violations
� Regulatory penalties
� Increased forensic and recovery costs
� Permanent loss of business-critical information

Because AIX systems frequently host core enterprise workloads, the impact of a successful 
compromise can reach millions of dollars.

SGC helps organizations strengthen cyber resilience by providing immutable recovery points 
that support rapid and reliable recovery operations. SGC also assists organizations in 
aligning with modern regulatory and compliance requirements, including the following 
regulations:

� General Data Protection Regulation (GDPR)
� Health Insurance Portability and Accountability Act (HIPAA)
� Sarbanes-Oxley Act (SOX)
� Payment Card Industry Data Security Standard (PCI DSS)
� Digital Operational Resilience Act (DORA)
� Network and Information Security Directive 2 (NIS2)

These frameworks increasingly require organizations to demonstrate operational resilience, 
secure backup protection, and reliable cyber recovery capabilities.

Using immutable and logically isolated SGCs, organizations can help ensure that recovery 
data cannot be modified or deleted through ransomware or malicious insiders. This capability 
supports compliance audits, strengthens the cyber resilience posture, and reduces the 
operational and financial risks that are associated with modern cyberattacks.
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6.3  Overview of Safeguarded Copy

SGC is an advanced cyber resilience feature in IBM Storage FlashSystem and IBM Storage 
Virtualize that creates immutable PiT copies of production data. Its primary purpose is to 
protect enterprise environments from ransomware attacks, malicious insider activity, and 
accidental data deletion. It provides secure recovery copies that cannot be modified or 
deleted outside defined security policies.

6.3.1  Introduction to Safeguarded Copy

SGC is an enterprise-class cyber resilience capability that is integrated directly into 
IBM Storage Virtualize. It protects critical enterprise data from logical corruption and 
cyberattacks by creating hidden, immutable PiT snapshots of production volumes. SGC 
operates as a logical or virtual air-gap solution because SGC copies remain inaccessible to 
hosts and applications but are within the storage system.

The core security mechanisms of SGC include the following functions:

� Immutability. SGC copies provide write once, read many (WORM) characteristics. After a 
safeguarded snapshot is created, the copy cannot be modified, overwritten, or altered.

� Logical air-gapping and isolation. SGC copies are logically isolated within the storage 
architecture. SGC copies cannot be directly mapped to production hosts or applications, 
which prevents compromised systems, malware, or unauthorized applications from 
accessing or corrupting the safeguarded data.

� Retention policy enforcement. Safeguarded snapshots are protected by strict retention 
policies and expiration periods. The copies cannot be deleted or modified before the 
configured retention interval expires.

� Management-plane isolation. SGC enforces strict administrative separation of duties. 
Standard storage administrators cannot delete SGC copies. These operations are 
restricted to Security Administrators and can also require dual-control authorization 
through products such as CSM.

By combining immutable snapshots, logical isolation, retention enforcement, and 
management-plane separation, SGC provides the foundational protection layer for cyber 
recovery architectures such as IBM Power Cyber Vault solutions. This approach enables 
organizations to validate, test, and restore data from a trusted clean recovery point after a 
cyber incident.

Note: When Two-Person Integrity (TPI) is enabled on IBM Storage FlashSystem systems, 
the superuser_locking attribute is automatically enforced. While TPI remains active, the 
chsecurity -superuserlocking command cannot be used to disable this protection 
mechanism. The superuser_locking attribute represents the enforced system state that is 
associated with TPI, and superuserlocking is the configurable parameter that is used in 
CLI operations
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6.3.2  Benefits for AIX environments

AIX systems frequently host mission-critical enterprise workloads such as IBM Db2, SAP on 
IBM Power, and Oracle databases, where SGC provides targeted benefits.

Ransomware and cyberattack recovery
AIX logical partitions (LPARs) are a high-value target in enterprise infrastructure. Because 
SGC volumes are never accessible to a host file system, malware ran on an AIX LPAR cannot 
encrypt or delete these copies. Recovery from a ransomware incident is reduced from days to 
hours by restoring directly from an immutable snapshot.

Near-zero recovery point objective for Db2 and Oracle workloads
With a high recovery point objective (RPO) policy, copies are created daily and retained for 
one week, providing up to seven recovery points. For AIX databases with high write activity, 
this granularity minimizes data loss and supports aggressive RTOs.

Regulatory compliance
Financial and healthcare organizations running AIX must meet frameworks such as DORA, 
PCI DSS, and HIPAA. SGC retention policies provide auditable, tamper-proof backup copies 
that satisfy immutability requirements without extra third-party software.

Non-disruptive validation
Recovery copies can be mounted to an isolated AIX test LPAR through CSM without affecting 
production. This capability enables regular recovery drills mandated by business continuity 
plans without affecting the production workload.

Table 6-1 summarizes the three predefined policies that are available in the IBM Storage 
FlashSystem GUI.

Table 6-1   Three pre-defined policies available in the IBM Storage FlashSystem GUI

6.3.3  Technical architecture of Safeguarded Copy

Starting with IBM Storage Virtualize 8.5, SGC is integrated directly into the native storage 
architecture. Understanding the key logical components of this architecture is important when 
designing cyber resilient IBM Storage FlashSystem environments.

Storage pools
In IBM Storage FlashSystem environments, safeguarded snapshots are stored in the same 
parent storage pool as the source volumes. These snapshots use storage pool capacity 
dynamically based on the amount of changed data (delta capacity) over time.

Policy Frequency Retention Use case

High RPO Daily 1 Week Critical transactional workload

Medium RPO Weekly 1 Month General business applications

Low RPO Monthly 1 Year Compliance and archival 
requirements
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Volumes
A volume is a logical disk that IBM Storage Virtualize presents to attached hosts. Production 
volumes act as the source objects for safeguarded snapshots.

Volume groups
Volume groups (VGs) are logical containers that group related volumes together. In SGC 
environments, VGs are critical because they can ensure crash consistency across multiple 
related volumes. For example, database data files, transaction logs, and archive logs can be 
stored on separate volumes that must be captured at the same point in time to maintain 
application consistency.

SGC and snapshot policies are applied at the VG level.

Snapshot policies
IBM Storage Virtualize supports the following snapshot policy types:

� Traditional snapshot policy. Creates standard snapshots that are visible and accessible to 
hosts. Storage administrators can typically mount, map, clone, or delete these snapshots. 
Traditional snapshots are commonly used for backup, testing, development, and cloning 
operations.

� Safeguarded snapshot policy. Creates immutable SGC copies that cannot be mapped 
directly to hosts or deleted by standard administrators before the configured retention 
period expires. These SGC copies are designed for cyber resilience and ransomware 
recovery use cases.

Scheduler
IBM Storage Virtualize includes an internal scheduler that automates the creation and 
expiration of snapshots through snapshot policies. The scheduler enables automated PiT 
copy creation directly on the storage system without requiring external orchestration tools.

This capability is useful in environments that do not use external automation software such as 
CSM.

Two-Person Integrity
TPI is a security mechanism that prevents a single administrator from performing sensitive or 
destructive operations independently. Operations such as deleting safeguarded snapshots 
before expiration require approval from multiple authorized administrators.

Only users with the Security Administrator or superuser role can perform premature 
safeguarded snapshot deletion operations. Standard storage administrators can configure 
and manage safeguarded policies, but they cannot remove SGC copies.

When TPI is enabled, users that belong to security administrator groups operate initially with 
restricted privileges. To perform sensitive operations, a restricted security administrator must 
first request a temporary role elevation. Another authorized security administrator must then 
approve this request before the operation can proceed.

Tip: Proactive storage pool capacity monitoring is essential during SGC implementation. 
Because safeguarded snapshots are immutable and cannot be manually deleted before 
their retention period expires, insufficient capacity planning can result in rapid storage pool 
consumption.
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Safeguarded policies are associated with VGs. Therefore, all volumes that belong to the 
protected VG are safeguarded according to the defined retention and scheduling policies.

Figure 6-1 shows the SGC workflow.

Figure 6-1   SGC workflow

6.3.4  Safeguarded Copy capabilities and features

SGC provides a robust set of capabilities and features that are designed to protect enterprise 
data against cyberattacks, malware, disgruntled employees, and accidental corruption.

Immutable point-in-time snapshots
SGC creates highly secure, PiT copies of active production data that possess WORM 
characteristics. After a snapshot is generated, the data becomes immutable and cannot be 
altered, manipulated, or deleted until its expiration.

Virtual isolation (logical air-gapping)
These snapshot volumes cannot be mapped directly to host servers. This restriction 
establishes a virtual isolation environment that prevents compromised host applications or 
malware from accessing or corrupting the backups.

Notes: When TPI is enabled on IBM Storage Virtualize, the superuser_locking feature is 
automatically enabled. Restricted security administrators cannot disable this protection 
while TPI remains active. For more information, see this TPI video.

Note: For more information, see Data Resiliency Designs: A Deep Dive into IBM Storage 
Safeguarded snapshots.
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Separation of duties
To protect against compromised privileged credentials, SGC enforces strict access controls. 
Regular users with the Administrator role can provision and configure SGC copies, but they 
cannot remove or change existing snapshots. Only users assigned the Security Administrator 
role or the system's internal software, have the authority to delete these backups.

Automated scheduling and strict retention
Backups are generated automatically based on scheduled policies that are managed by an 
internal scheduler or external orchestration software like CSM or IBM Storage Defender Copy 
Data Management (CDM). These policies enforce strict retention periods (ranging from 1 to 
365 days), meaning that the snapshots cannot be deleted before their planned expiration 
time.

Rapid recovery capabilities
SGC snapshots are on the same IBM Storage FlashSystem storage as the operational data. 
This configuration enables rapid data restoration in a matter of hours, which is faster than 
recovering from separate, offline media.

Suspension of operations
In a cyberattack or during a DR scenario, administrators can suspend the SGC operation. 
This action stops the system from creating new copies and prevents expired backups from 
being removed, allowing security teams to preserve and examine the existing 
uncompromised backups.

Data validation and IBM Power Cyber Vault foundation
SGC acts as the foundational layer for the IBM Power Cyber Vault. Because the immutable 
copies cannot be directly accessed, the system allows administrators to create a copy of the 
copy (a clone or thin-clone). This clone can safely be mapped to an isolated sandbox or clean 
room environment. This approach enables proactive data validation, forensic analysis, and 
surgical recovery without affecting production workloads. 

Administrators must bridge the gap between data preservation and data validation. 
Automated anomaly detection and scanning solutions, such as IBM Storage Defender 
Sentinel or similar third-party tools, become critical for this purpose. These solutions scan the 
immutable copies in an isolated environment to verify their integrity and help ensure that they 
are safe for recovery.

Note: All VGs with a snapshot policy that is associated with them can be suspended by 
using chsystem -snapshotpolicysuspended yes. If suspended, the snapshot scheduler 
cannot create or remove snapshots.

Tip: The safeguarded_copy_suspended parameter in the lssystem command displays 
the suspension status. The possible values that are displayed are yes or no.

Note: Premature deletion of SGC copies requires privileged security authorization, such 
as Security Administrator approval or TPI controls, and is not available to standard storage 
administrators.
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6.3.5  AIX specific considerations

When designing data protection and cyber resiliency strategies for AIX environments, 
understanding the distinction between crash-consistent and application-consistent snapshots 
is critical, especially when designing rapid recovery protocols for ransomware events that use 
SGC copies.

Crash-consistent snapshots
A crash-consistent snapshot captures the data exactly as it exists on the storage volumes at 
the PiT when the storage controller, such as an IBM Storage FlashSystem, triggers the 
snapshot. It is the digital equivalent of pulling the power cables out of the IBM Power server. 
The storage controller takes the snapshot without communicating with the AIX operating 
system or the applications.

Any data stored in server memory, application buffers, or AIX file system caches that has not 
yet been flushed to disk is absent from the snapshot.

When a crash-consistent snapshot recovers an AIX partition, the OS boots into a crash 
recovery state. As part of the system initialization, the fsck command is run to check the 
integrity of the file systems. The Enhanced Journaled File System (JFS2) is highly resilient. 
Upon mounting, it detects that the file system was not unmounted cleanly. It then 
automatically reads the JFS2 log and replays committed metadata transactions to bring the 
file system structure back to a consistent state. However, data blocks that were not yet written 
to disk might be lost.

Enterprise databases (like Db2, Oracle, or SAP HANA) are designed to handle this situation. 
On startup, the database reads its redo and transaction logs, rolls forward committed 
transactions that were not written to the data files, and rolls back uncommitted transactions.

Crash-consistent snapshots are highly effective for modern cyber resiliency features like 
SGC. Because they require zero orchestration with the host, crash-consistent snapshots can 
be taken at high frequencies (for example, every hour) with no performance impact on the 
production AIX workload.

Application-consistent snapshots
An application-consistent snapshot helps ensure that all data in memory and pending I/O 
operations are flushed to the storage volumes before the snapshot runs. 
Application-consistent snapshots have the following characteristics:

� The mechanism requires orchestration between the storage system, the AIX operating 
system, and the application. This orchestration typically involves the following actions:

a. Instructing the database to flush its buffers and pause write I/O (for example, Db2 set 
write suspend)

b. Optionally freezing the AIX file systems by using the chfs -a freeze command to halt 
metadata updates

Note: During a file system freeze operation, write I/O requests are suspended until the 
freeze operation is released. Freezing critical base file systems, such as /, /usr, /var, 
or /tmp, can cause unpredictable operating system behavior and must be avoided 
whenever possible.

For rootvg snapshot operations, using the sync; sync command to flush cached data 
to disk is often preferred over freezing the root file systems. 
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c. Triggering the snapshot on the IBM Storage FlashSystem

d. Thawing the file system and resuming database operations

� The crash state. There is no crash state in this snapshot. The data on disk represents a 
cleanly shut-down application.

� Recovery in AIX. Recovery is straightforward and immediate. When the snapshot is 
restored, AIX mounts the JFS2 file systems without needing to replay the log, or a 
minimum log to replay, and databases start normally without requiring crash recovery 
roll-forwards.

� Use case. Ideal for critical financial or transactional databases where zero data loss is 
mandated, and the RTO requires immediate database availability without waiting for log 
replays. However, the quiesce process introduces a brief I/O pause. Therefore, these 
snapshots are scheduled less frequently (for example, daily) to avoid impacting production 
performance.

Table 6-2 summarizes the aspects of AIX resilience in different scenarios.

Table 6-2   Comparative summary for AIX resiliency

Feature Crash-
consistent

Application-consistent

I/O state Mid-flight. Pending 
I/O is lost.

Quiesced. All buffers are flushed to disk.

Host orchestration None required. Requires scripts (freeze or thaw, or DB suspend).

AIX JFS2 behavior Requires log replay 
(fsck automatic 
mount recovery).

Mounts cleanly. No log replay is needed.

Database recovery Requires transaction 
log replay 
(rollforward or back).

Starts cleanly. No recovery is required.

Production impact Zero. Slight pause during the freeze or thaw cycle.

Ransomware 
strategy

Excellent for 
frequent and 
immutable backups 
(SGC) to minimize 
data loss.

Best for scheduled, traditional backups where perfect 
transactional integrity is required.
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6.3.6  Setup and implementation

Implementation is performed through the IBM Storage FlashSystem Management GUI or CLI, 
with CSM handling ongoing scheduling. The following steps outline a standard deployment for 
an AIX environment:

1. Prerequisites. Ensure that the following prerequisites are met:

a. IBM Storage Virtualize firmware is Version 8.4.2 or later.

b. CSM 6.3.0.1 or later is installed and reachable.

c. A dedicated SGC child pool is provisioned with sufficient capacity (factor in data 
change rate and retention windows).

d. A restricted CSM Administrator user was created on the IBM Storage FlashSystem 
with role-based access enforced.

2. Create an SGC child pool. In the IBM Storage FlashSystem GUI, go to Pools and create a 
pool that is designated as the SGC backup location. Isolate this pool on drives that are not 
shared with production volumes to help ensure performance and security separation.

3. Create a VG and assign a policy. Group the AIX production volumes (for example, Db2 
data and log logical unit numbers (LUNs)) into a VG. Assign an SGC backup policy (High, 
Medium, or Low RPO) to the group by using the GUI or CLI. If you use the CLI, use the 
following command: 

svctask chvolumegroup -safeguardedpolicy high_rpo <volume_group_name>

4. Connect CSM. From the IBM Storage FlashSystem Management GUI, add the CSM 
server as a trusted management host. CSM automatically discovers VGs with SGC 
policies and begins scheduling backup copies per the assigned policy.

5. Validate recovery procedure. Perform the following validation steps:

a. Use CSM to initiate a Recover Backup operation targeting an isolated AIX test LPAR.

b. Confirm that volumes can be mapped; file systems are mounted; and data is validated. 

c. Repeat this step on a scheduled basis as part of the organization's business continuity 
plan.

6.4  Use cases and scenarios

SGC supports multiple cyber resilience and operational recovery scenarios for enterprise AIX 
environments. The following sections describe common use cases and best practice 
deployment approaches.

6.4.1  Proactive data validation 

SGC snapshots can be restored and mounted to an isolated LPAR that functions as a secure 
sandbox or clean-room environment. This approach enables administrators to perform routine 
validation of PiT recovery copies to proactively identify ransomware infections, dormant 
malware, or data corruption before production recovery is required. Regular validation 
processes help ensure that recovery copies are known to be clean and usable before a cyber 
recovery operation is initiated.

Note: SGC does not replace offline backups. Some ransomware variants might remain 
dormant for days, months, or years before activation.
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6.4.2  Forensic analysis 

If an AIX environment suffers a cyberattack, administrators can start a copy of the production 
system in the isolated IBM Power Cyber Vault to safely investigate the incident. Security 
teams can perform diagnostic services and forensic analysis to determine the exact cause 
and scope of the attack, such as identifying compromised AIX vulnerabilities. Then they can 
plan the optimal recovery strategy.

6.4.3  Surgical recovery

When unintended data loss or targeted corruption occurs, it is not always necessary to roll 
back the entire system. SGC copies allow for surgical recovery, where administrators extract 
specific validated data, files, or databases from the snapshot and restore them directly back 
into the production AIX environment.

6.4.4  Catastrophic recovery 

In severe scenarios where ransomware compromises or encrypts the entire production 
environment, SGC copies provide a trusted foundation for catastrophic recovery operations. 
These immutable recovery copies are stored on the same IBM Storage FlashSystem storage 
system as the production data. These copies enable AIX environments to be restored faster 
than with traditional offline recovery methods, which help reduce RTOs and minimize 
operational disruption.

6.4.5  Validated offline backups

After an SGC copy is thoroughly validated as clean and uncorrupted within the isolated 
IBM Power Cyber Vault, administrators can safely take a fresh, traditional offline backup of 
that validated environment. This function creates an extra layer of protection for long-term 
data retention without the risk of backing up dormant malware.

6.4.6  Compliance and periodic recovery testing

To meet strict international regulations, such as GDPR, HIPAA, and SOX, and adhere to 
cyber resilience best practices, organizations must frequently test their recovery capabilities. 
The SGC and IBM Power Cyber Vault architecture provide a safe place to conduct quarterly 
vault tests. These tests help ensure that critical AIX structures, such as AIX Logical Volume 
Manager (LVM) metadata and /image.data, are fully recoverable and that IT teams are 
properly trained.

6.4.7  IBM PowerHA SystemMirror environment

An IBM PowerHA SystemMirror environment is designed to help ensure continued operations 
by using clustering and failover mechanisms to protect against physical hardware 
malfunctions, application failures, or operating system failures. However, because PowerHA 
SystemMirror shares the storage volumes across cluster nodes. Therefore, any logical 
corruption, such as a ransomware infection or malicious insider activity, is instantly 
propagated across all cluster nodes and DR environments.

Organizations often use PowerHA SystemMirror for business continuity. In these scenarios, 
SGC copies and the IBM Power Cyber Vault can be deployed as a complementary security 
layer to address the specific gap of logical-integrity protection.
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6.5  Building the IBM Power Cyber Vault

To address ransomware threats and data-loss recovery challenges in AIX environments, 
IBM provides IBM Power Cyber Vault, a cyber-resiliency solution built on IBM Power11 
servers, IBM Storage FlashSystem storage, and IBM software and services. The solution is 
designed to help enterprises running AIX workloads address evolving cybersecurity threats 
and regulatory requirements. It provides integrated capabilities for risk identification, data 
protection, threat detection, incident response, and secure recovery.

IBM Power Cyber Vault aligns with the NIST Cybersecurity Framework, enabling 
organizations to move from reactive recovery practices to more controlled and repeatable 
recovery operations. By positioning recovery workflows closer to the point of attack, the 
solution helps reduce RTOs and minimize the risk of more data corruption. Immutable 
IBM Storage FlashSystem snapshot copies, which are combined with automated validation 
workflows, help ensure that recovery points are trusted and suitable for rapid restoration after 
a cyber incident.

In an AIX and IBM Storage FlashSystem implementation, immutable snapshots are created 
at configurable intervals use IBM Storage FlashSystem snapshot technology and are 
securely replicated to an isolated, air-gapped clean-room environment. Within this 
environment, a dedicated AIX LPAR can be deployed automatically to validate each recovery 
point. Then integrity checks are performed to verify data consistency, file system integrity, and 
application usability. If anomalies or signs of compromise are detected, alerts are generated 
to support early detection, investigation, and incident-response activities.

6.6  IBM Power Cyber Vault concept and architecture

IBM Power Cyber Vault combines IBM technologies, security capabilities, and operational 
services to support cyber resiliency for enterprise workloads. The solution is based on the 
five pillars of the NIST Cybersecurity Framework, as shown in Figure 6-2.

Figure 6-2   NIST Cybersecurity Framework
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The following sections describe the five pillars of the NIST Cybersecurity Framework as they 
relate to IBM Power Cyber Vault.

6.6.1  Identify

Using an IBM Security® and Resilience Assessment, organizations can gain visibility into 
their cyber-resiliency posture. The assessment helps identify operational blind spots, evaluate 
vulnerabilities, identify critical workloads and business applications, and prioritize remediation 
activities and security improvements.

6.6.2  Protect

Immutable backups and SGC snapshots that are supported by IBM Storage FlashSystem, 
IBM Storage Defender CDM, and CSM help establish a logically air-gapped IBM Power Cyber 
Vault environment. These immutable recovery copies can be orchestrated for crash 
consistency and tailored for specific workloads, applications, and datasets.

6.6.3  Detect

IBM PowerSC and IBM Storage FlashSystem provide integrated threat-detection capabilities. 
These technologies help identify ransomware activity, monitor unauthorized applications or 
configuration changes, and integrate with Security Information and Event Management 
(SIEM) platforms. This integration improves enterprise-wide visibility, monitoring, and alerting.

6.6.4  Respond

When threats are detected, IBM Power Cyber Vault clean-room automation can clone and 
test protected recovery copies within an isolated recovery environment. Using PowerSC 
integrity checks, automated validation workflows, and predefined recovery procedures, 
organizations can implement structured incident-response processes that align with return to 
operations objectives.

6.6.5  Recover

After clean recovery copies are validated, workloads and data can be restored with minimal 
delay. This approach helps reduce RTOs, improve operational resilience, and support 
business continuity and regulatory compliance requirements.

6.7  Benefits

Building a resilient IT environment requires more than traditional backup operations. 
Organizations also need rapid threat detection, immutable data protection, validated recovery 
points, and predictable recovery workflows. IBM Power Cyber Vault supports these objectives 
by combining threat detection, immutable storage technologies, and platform-level security 
capabilities. The following benefits summarize how the solution supports cyber-resiliency 
strategies.
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6.7.1  Reduced downtime and faster threat detection

Traditional recovery approaches often depend on backup restoration or full system recovery 
operations, which can require significant time during a cyber incident. Immutable snapshots 
that are combined with rapid detection and validation capabilities can help reduce both 
detection and recovery timelines.

6.7.2  Regulatory and compliance support

AIX and IBM i environments frequently must satisfy auditing, retention, and regulatory 
compliance requirements. Verified immutable copies can support evidence preservation, 
retention policies, and data-protection controls required by industry and regulatory 
frameworks.

6.7.3  Data integrity and validated recovery points

When data corruption occurs because of ransomware, application failures, human error, or 
insider activity, organizations can recover from validated restore points instead of relying 
solely on unverified backup data. This approach improves confidence in recovery operations 
and helps reduce the risk of restoring compromised data.

6.7.4  Enhanced security posture

Features such as quantum-safe cryptography readiness, firmware-integrity protections, and 
isolated immutable copies help organizations address emerging cybersecurity risks, including 
tampering attempts and harvest now, decrypt later attack scenarios.

6.7.5  Reduced operational risk and complexity

IBM Power11 technologies such as autonomous patching and live migration can help 
minimize planned maintenance downtime and reduce operational disruption. When combined 
with IBM Power Cyber Vault, these capabilities help organizations improve readiness for both 
planned and unplanned outage scenarios.

6.7.6  Support for modernization and hybrid cloud adoption

IBM Power Cyber Vault is a cyber-resiliency solution that is designed to help protect enterprise 
workloads from ransomware, insider threats, and other forms of data corruption. Built on the 
principles of the NIST Cybersecurity Framework, the solution provides a structured approach 
that enables organizations to identify, protect, detect, respond to, and recover from cyber 
incidents.
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6.8  IBM Power Cyber Vault solution components and 
architecture

IBM Power Cyber Vault operates as part of a broader cyber-resiliency strategy that combines 
monitoring, immutable data protection, validation workflows, and secure recovery capabilities. 
By integrating threat-detection technologies with isolated recovery environments, the solution 
helps organizations reduce downtime, maintain trusted recovery points, and improve 
operational readiness during cyber incidents.

The solution combines IBM Power11 servers, IBM Storage FlashSystem storage, IBM software, 
and automation technologies to create an integrated IBM Power Cyber Vault environment for 
AIX, IBM i, and Linux workloads. Immutable snapshot copies, isolated clean-room 
environments, automated validation processes, and recovery orchestration work together to 
help ensure that protected recovery points remain secure and usable.

The following sections describe the major IBM Power Cyber Vault components and architectural 
building blocks, which include compute, storage, automation, validation, and monitoring layers 
that operate together to support cyber resilience and secure recovery operations.

Figure 6-3 illustrates the IBM Power Cyber Vault architecture and its major components.

Figure 6-3   IBM Power Cyber Vault architecture
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6.8.1  Core components of IBM Power Cyber Vault

IBM Power Cyber Vault is a comprehensive data-protection and cyber-recovery solution that 
integrates multiple components across the application, platform, and storage layers, together 
with tools for detection, validation, and recovery. These components work together to help 
protect AIX and IBM Power environments from data-loss and ransomware incidents.

Building blocks of IBM Power Cyber Vault
The following building blocks form the foundation of the IBM Power Cyber Vault solution:

� IBM Power11 hardware

– IBM Power E1180, IBM Power E1150, IBM Power S1124, and IBM Power S1122 
models

– HA capabilities, autonomous patching, live workload migration, and quantum-safe 
cryptography readiness

� Storage solution

– IBM Storage FlashSystem for immutable snapshots

– IBM Storage FlashSystem supports SGC and logical separation of recovery volumes

– Scheduled, stored, and validated snapshots in accordance with defined policies

� Software and services

– Storage software that enables snapshot capabilities and IBM Expert Labs services for 
deployment

– Monitoring tools for SIEM, anomaly detection, and firmware-integrity checks

� Validation, detection, and recovery workflows

– Evaluation of snapshot for corruption and ransomware indicators

– Alerts generate within 1 minute when issues are detected

– Recovery is applied to specific datasets or full systems, with forensic evidence 
preservation

Architectural components of IBM Power Cyber Vault
IBM Power Cyber Vault is implemented by using the following architectural components:

� IBM Power SGC copies. Immutable snapshots of production volumes.

� Clean room. A separate IBM Power environment that is used for validation that hosts 
temporary LPARs created through Ansible automation to test immutable snapshots, ideally 
on a separate network to support isolation.

� IBM Storage. IBM Storage FlashSystem storage that maintains SGC and recovery volumes 
and supports immutable snapshots that cannot be modified.

� Red Hat Ansible Automation Platform. Orchestration of automation tasks, including LPAR 
creation and snapshot validation, by using Ansible playbooks that are developed by IBM 
Expert Labs (minimum supported version is 2.5).

� CSM. Management of the creation of immutable SGC copies of production volumes.

� IBM PowerSC. Integration with Ansible to detect malware and trigger automated 
clean-room validation.

� IBM Zero Trust Execution for AIX (ZTEA). An optional component that provides real-time 
malware-detection capabilities for AIX servers and integrates with PowerSC to enhance 
detection and response processes. 
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IBM Power Cyber Vault combines hardware storage with immutable snapshots, detection, 
validation, isolation, recovery, and compliance-related capabilities to support cyber resiliency. 
For IBM Power environments, this approach can reduce risk, support recovery from data 
corruption, ransomware, or human error, and align with trends that are related to regulation, 
AI, and hybrid cloud.

6.9  Cyber incident recovery and validation workflow

Recovering from a cyber incident requires a structured, reliable, and repeatable process that 
helps ensure data integrity and minimizes operational downtime. IBM Power Cyber Vault 
provides an integrated recovery and validation workflow that guides organizations from threat 
detection through restoration. It uses immutable recovery copies and isolated environments 
to maintain trusted recovery points. Automation and platform-level security capabilities help 
enable timely response operations and reduce operational and recovery risk.

IBM Power Cyber Vault supports cyber resilience through a combined proactive and reactive 
operational model. This approach helps ensure that validated recovery points are 
continuously maintained and can be rapidly identified, verified, and restored when a cyber 
incident occurs.

6.9.1  Recovery workflow overview

The recovery workflow provides a structured approach to incident response and data 
restoration. The IBM Power Cyber Vault recovery workflow consists of the following major 
stages:

1. Define snapshot policies.

Define snapshot schedules, capture intervals, and retention policies that align with RPOs 
and RTOs. Storage scheduling and automation tools can be used to create immutable 
SGC snapshots automatically at predefined intervals.

2. Define isolation and vaulting strategies.

Store immutable recovery copies in logically or physically isolated storage pools and 
restrict access through role-based controls. Isolation policies help ensure that only 
authorized users and systems can create, access, or manage vault copies.

3. Configure validation workflows.

Implement validation schedules, scripts, and policies to verify the integrity and usability of 
recovery copies. Validation procedures can include checksum verification, 
application-consistency checks, malware scanning, and workload-specific integrity testing. 
Monitoring tools can be used to detect anomalies and generate alerts.

4. Detect threats and anomalies.

If a snapshot or workload is identified as compromised, the system can generate alerts 
and initiate response workflows. Organizations can isolate affected systems, suspend the 
use of production data if necessary, and investigate the root cause to prevent further 
propagation of corruption or ransomware activity.
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5. Recover workloads and data.

Identify the earliest validated clean recovery point and perform a full or partial restore 
operation. Before systems are returned to production, validation processes help confirm 
that the restored environment is operational and free from compromise.

6. Perform forensic and audit operations.

Maintain logs and audit records for snapshot creation, validation activities, detection 
events, and recovery operations. These records can support compliance requirements, 
forensic analysis, operational reporting, and legal investigation processes.

6.9.2  Proactive validation

IBM Power Cyber Vault supports proactive validation by enabling organizations to schedule 
periodic creation and validation of immutable SGC snapshots. Validation schedules are fully 
customizable and can be aligned with workload criticality, operational requirements, and 
business recovery objectives.

Built on the principles of the NIST Cybersecurity Framework, IBM Power Cyber Vault uses 
automation technologies such as Ansible to simplify and standardize snapshot management 
and validation workflows. Organizations can define policies for snapshot creation, retention, 
validation frequency, and recovery testing without requiring manual intervention.

For example, an organization might configure the environment to create immutable SGC 
snapshots every four hours to maintain frequent recovery points. To optimize resource usage 
and maintain recovery confidence, the organization can configure validation policies so that 
every fourth snapshot undergoes a proactive validation process.

During validation, a temporary AIX LPAR is automatically deployed within an isolated 
clean-room environment that is separated from production systems. Validation scripts are 
then run against the mounted recovery copy to verify operating system integrity and data 
consistency. The validation framework can be extended with workload-specific scripts that 
test database consistency, application function, middleware services, or other 
business-critical requirements.

This flexible validation model enables organizations to tailor recovery verification processes to 
their operational and application requirements rather than relying solely on generic integrity 
checks. As a result, organizations can improve confidence in recovery readiness and reduce 
operational effort through automated and repeatable validation workflows.

Regular validation exercises also help satisfy business continuity and audit requirements by 
demonstrating that recovery procedures remain operational and repeatable.
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Figure 6-4 demonstrates the flow of events during proactive validation.

Figure 6-4   Proactive validation

If the validation process completes successfully, the workflow continues without interruption, 
maintaining the status of the SGC copies. If a validation failure occurs, the system flags the 
issue and initiates an automated investigation. Earlier SGC copies are then checked to 
identify the most recent verified copy so that recovery operations can proceed from a clean 
point. This approach helps reduce downtime and lowers the risk of restoring corrupted or 
compromised data, supporting operational continuity in a cyber incident.

6.9.3  Reactive validation

In the context of IBM Power, reactive validation refers to the automated verification of 
immutable SGC snapshots. This verification occurs after suspicious activity or a potential 
cyber incident is detected in the production environment. The primary objective is to contain 
the incident, evaluate multiple isolated recovery points, and identify the cleanest validated 
recovery copy for restoration to production.

IBM PowerSC provides monitoring, compliance, and alerting capabilities for AIX, IBM i, and 
Linux workloads that run on IBM Power servers. The solution can detect file-integrity 
changes, configuration drift, unauthorized modifications, and compliance violations. It 
generates alerts immediately when suspicious activity is identified. Alerts can be delivered 
through email, SNMP, or syslog integrations and are displayed in the IBM PowerSC user 
interface with detailed event information. These alerts can also be used to initiate automated 
validation workflows.

In many enterprise environments, IBM PowerSC event streams are integrated with SIEM 
platforms such as QRadar. QRadar can correlate events from multiple sources, generate 
security offenses, and enrich alerts with contextual information to support incident analysis 
and response.
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QRadar integration capabilities, including support for Ansible automation workflows, enable 
event-driven orchestration of IBM Power validation and recovery processes. When predefined 
offense or alert conditions are detected, QRadar can automatically trigger Ansible job 
templates. These templates initiate snapshot validation, deploy isolated clean-room 
environments, and begin integrity verification procedures against recent immutable SGC 
snapshots.

This automated and event-driven validation model helps organizations accelerate incident 
response, reduce manual operational effort, and improve the ability to identify trusted 
recovery points during cyber incidents.

Figure 6-5 demonstrates the flow of events during reactive validation.

Figure 6-5   Reactive validation workflow

Automation plays a central role in the IBM Power validation workflow. Ansible automation 
orchestrates validation operations, including snapshot selection, validation frequency, and 
workflow operation.

For example, an environment might be configured to create immutable SGC snapshots every 
five hours and validate only every third snapshot during normal operations to optimize 
resource usage. If a high-severity alert or security offense is detected, the automation 
framework can override the standard policy and immediately validate the most recent 
recovery copies. This dynamic approach helps ensure that validation workflows remain 
efficient, responsive, and aligned with operational priorities and security requirements.

By combining event-driven triggers with customizable automation workflows, IBM Power 
enables a policy-driven reactive validation model instead of a manual and time-intensive 
recovery process. This automation helps organizations strengthen cyber resiliency, reduce 
operational effort, and accelerate incident-response activities.
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6.10  Architecture and deployment considerations

Designing and deploying an IBM Power solution requires careful planning to align technical 
capabilities with business and operational objectives. Although IBM Power provides a 
comprehensive framework for cyber resilience, organizations must evaluate factors such as 
storage capacity, operational complexity, validation requirements, and integration with existing 
operational processes.

Decisions regarding snapshot frequency, isolation mechanisms, retention policies, and 
validation workflows can directly affect storage costs, system performance, and recovery 
reliability. Some ransomware variants can remain dormant for extended periods before 
activation. Therefore, carefully design retention policies and complementary backup 
strategies to help ensure the availability of trusted recovery points.

View IBM Power as part of a broader resilience strategy that complements existing high 
availability and disaster recovery (HADR) solutions rather than replacing them.

The following sections highlight key planning and deployment considerations to support a 
secure, scalable, and operationally efficient IBM Power implementation.

6.10.1  Storage cost and capacity planning

Immutable snapshots are a fundamental component of IBM Power because they provide 
unalterable recovery points that help protect against ransomware, tampering, and data 
corruption. However, maintaining multiple immutable recovery copies can significantly affect 
storage capacity requirements and operational planning.

Each snapshot represents a PiT image of the protected environment. When snapshots are 
retained at frequent intervals, such as hourly or every few hours, the cumulative storage 
footprint can increase rapidly. Longer retention periods and environments with large 
databases, high transaction rates, or rapidly changing datasets can further increase storage 
consumption.

To address these considerations, estimate storage-capacity requirements based on several 
factors. These factors include snapshot frequency, retention duration, workload change rates, 
and projected future data growth. Capacity planning must include sufficient reserve space to 
accommodate unexpected growth and operational contingencies.

IBM Storage FlashSystem data-reduction technologies, such as compression and 
deduplication, can help reduce physical storage consumption and maintain immutable 
recovery protection. Tiered-storage strategies can also be implemented for recovery copies. 
Recent copies are retained on high-performance storage systems for faster restore 
operations, and older snapshots are moved to lower-cost storage tiers for long-term retention.

Continuous monitoring and predictive analytics can help identify storage-capacity trends and 
prevent storage exhaustion conditions that might interrupt snapshot creation or compromise 
resiliency objectives. A best practice is to begin with a pilot implementation, which validates 
assumptions about snapshot sizing, retention policies, validation frequency, and storage 
growth before expanding the solution into production environments.
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When planning and deploying an IBM Power environment, consider the following best 
practices:

� Define snapshot frequency and retention policies based on business recovery objectives, 
including RPOs and RTOs.

� Balance resiliency requirements and storage costs by using IBM Storage FlashSystem 
data-reduction technologies, such as compression and deduplication.

� Consider tiered-storage or offload strategies for long-term retention requirements.

� Monitor storage-capacity trends continuously to help prevent capacity-related interruptions 
to recovery workflows.

� Validate sizing assumptions and operational procedures by using a pilot deployment 
before production rollout.

6.10.2  Snapshot frequency and detection granularity

Snapshot scheduling is a key design consideration for IBM Power because it directly affects 
recovery-point granularity, detection capabilities, and overall system efficiency. More frequent 
snapshots provide finer-grained recovery points and can improve the ability to identify and 
isolate anomalies earlier during a cyber incident, helping reduce potential data loss. However, 
increasing snapshot frequency can also increase demands on storage capacity, network 
bandwidth, and system resources.

Snapshot intervals must be balanced with operational efficiency by aligning them with workload 
criticality and acceptable RPOs. Automation technologies can help ensure that snapshots are 
created consistently and predictably end minimize the effect on production environments. With 
appropriate planning and automation, cyber-resiliency objectives can be supported and 
maintain operational stability and performance.

Consider the following best practices when defining snapshot schedules:

� Align snapshot intervals with business-critical workloads and acceptable RPO 
requirements.

� Use automation to manage snapshot scheduling and retention policies and minimize the 
impact on production workloads.

6.10.3  Operational impact and tool integration

IBM Power is not a set-and-forget solution. Maintaining an effective cyber-resiliency 
environment requires ongoing integration with monitoring platforms, SIEM systems, automation 
frameworks, and validation workflows. Administrators who primarily manage AIX environments 
might require more training in cyber-resilience technologies, security operations, and 
automation tools.

Operational runbooks are an important part of an effective IBM Power deployment. Define 
validation procedures, anomaly detection workflows, recovery exercises, escalation paths, and 
operational responsibilities in these runbooks to help ensure organizational readiness during a 
cyber incident. Integration with enterprise monitoring and security platforms, such as SIEM 
solutions, can centralize alerting and improve incident-response coordination.

Without continuous operational oversight, integration, and testing, IBM Power environments 
might not adapt effectively to evolving threats or infrastructure changes. By investing in 
operational processes, integration, and skills development, the effectiveness of IBM Power as 
part of a broader cyber-resilience strategy can be improved.
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Consider the following best practices:

� Plan for operational skill augmentation and training for cyber-resilience tools and 
automation technologies.

� Establish operational runbooks for snapshot validation, anomaly detection, recovery 
testing, and incident response.

� Integrate IBM Power with enterprise monitoring and SIEM platforms to centralize visibility 
and alert management.

6.10.4  Validation tests and application consistency

Storage-level snapshots alone might not guarantee a successful recovery if application data is 
inconsistent at the time the snapshot is created. Databases, journaling systems, and 
transactional applications often require a quiesced or application-consistent state so that 
in-flight transactions are committed before the snapshot operation occurs. Without this 
coordination, restoring from a snapshot might result in inconsistent or unstable application 
states that complicate recovery operations.

To address these challenges, implement application-aware snapshot mechanisms that 
coordinate with database, middleware, and application layers to create consistent recovery 
points. In addition, test recovery workflows regularly to validate data integrity, operational 
readiness, and recovery procedures under realistic conditions. Include end-to-end exercises in 
recovery testing that simulate cyber incidents and validate that systems, applications, and 
operational teams can recover efficiently when needed.

Consider the following best practices:

� Implement application-aware snapshot and validation mechanisms for critical workloads.

� Regularly test recovery workflows to confirm application consistency, data integrity, and 
operational readiness.

� Conduct end-to-end recovery exercises that simulate real-world cyber incidents.

6.10.5  Isolation and access control

The IBM Power environment must be logically or physically isolated to help prevent attackers or 
insider threats from compromising immutable recovery points. Isolation is a fundamental design 
principle of IBM Power because even immutable snapshots lose their value if unauthorized 
users or systems can access or alter them. Enforce strict access controls and multi-factor 
authentication (MFA) policies so that only authorized personnel can access vault resources and 
recovery operations.

Network segmentation is another critical security measure because it creates a dedicated vault 
network zone that is separated from production systems. For environments that require more 
protection, air-gapped configurations can be implemented that physically isolate vault resources 
from external connectivity except during controlled synchronization or validation windows. 
These approaches help reduce the risk of lateral movement by attackers and improve protection 
of immutable recovery copies.

Without proper isolation and access controls, the cyber vault itself can become a target or single 
point of failure, potentially affecting the overall cyber-resilience strategy.
124 The Definitive Guide to IBM Storage FlashSystem and AIX Integration



Consider the following design best practices:

� Enforce strict role-based access control (RBAC) and MFA policies for vault administration 
and recovery operations.

� Use network segmentation to isolate vault environments from production networks.

� Consider air-gapped configurations for environments that require enhanced isolation and 
protection.

6.10.6  Complementary role to HADR

IBM Power is designed primarily to address logical corruption, ransomware attacks, malware 
activity, and other cyber-related incidents. However, it is not intended to replace HADR 
solutions. Although IBM Power provides validated recovery points and cyber-recovery 
capabilities, it does not directly address physical site failures, natural disasters, or prolonged 
infrastructure outages.

To support broader resiliency objectives, maintain offsite recovery copies and implement DR 
strategies that provide geographic redundancy and failover capabilities. Integrate IBM Power 
into a broader resiliency framework that also includes HA clustering, replication technologies, 
and DR planning for business-critical workloads.

This layered resiliency approach helps recover from both logical and physical disruptions and 
improve overall business continuity and operational readiness.

Consider the following best practices:

� Maintain offsite recovery copies and DR strategies for site-level failures.

� Integrate IBM Power into a broader resiliency architecture that includes HA clustering, 
replication, and DR capabilities.

� Use IBM Power to complement, rather than replace, existing HADR solutions.

6.11  Building isolated environments with IBM Storage Defender 
CDM

The IBM Power reference architecture that is described in 6.8, “IBM Power Cyber Vault 
solution components and architecture” on page 116 uses CSM, Red Hat Ansible Automation 
Platform, and IBM Expert Labs playbooks to orchestrate SGC creation, clean-room 
provisioning, and validation workflows. Although this architecture provides a comprehensive 
end-to-end framework for AIX cyber resilience, some organizations might prefer a simpler, 
policy-based approach that does not require custom Ansible development or a dedicated 
orchestration layer.

IBM Storage Defender CDM, which is part of the IBM Storage Defender portfolio, provides an 
alternative method for building isolated recovery and validation environments by using SGC 
technology. IBM Storage Defender CDM coordinates SGC creation, retention, restore, and 
clone-mount operations through a centralized policy-based interface. It can also automatically 
present recovery copies to one or more AIX target LPARs on a scheduled basis.
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This section describes how IBM Storage Defender CDM complements, or for some workloads 
replaces, the CSM-based reference architecture. It also demonstrates how IBM Storage 
Defender CDM can be used to schedule SGC copies of Oracle databases and JFS2 file 
systems and retain them according to defined SLA policies. IBM Storage Defender CDM can 
automatically mount thin-clone copies to isolated AIX target LPARs for validation, testing, 
development, or forensic analysis.

6.11.1  IBM Storage Defender Copy Data Management overview

IBM Storage Defender CDM is a software-defined CDM platform that discovers, catalogs, and 
automates the lifecycle of PiT copies that are stored on IBM Storage FlashSystem and
IBM SAN Volume Controller (IBM SVC) systems. IBM Storage Defender CDM can create, 
manage, and orchestrate application-aware SGC snapshots directly on IBM Storage 
FlashSystem and SVC systems that run IBM Storage Virtualize 8.5.1 or later.

IBM Storage Defender CDM is delivered as a lightweight Linux-based virtual appliance that 
operates as an out-of-band orchestration layer. It is not in the data path and does not require 
agents on every production LPAR for storage-level operations. It consumes minimal compute 
and memory resources relative to the workloads that it protects. This deployment model 
makes IBM Storage Defender CDM suitable for AIX environments that require policy-based 
SGC orchestration without introducing a heavyweight management infrastructure.

IBM Storage Defender CDM can be deployed on the following platforms:

� VMware vSphere as an Open Virtualization Format template that is imported into VMware 
vCenter and deployed as a virtual machine

� Microsoft Hyper-V as a VHDX-based virtual appliance that is attached to a Generation 1 
or Generation 2 virtual machine

� IBM Power10 and IBM Power11 servers that run Red Hat Enterprise Linux on IBM Power 
by using an ISO-based installer

On IBM Power servers, IBM Storage Defender CDM is supported only on Linux. The ISO 
installer deploys IBM Storage Defender CDM into a Linux on IBM Power LPAR and 
automatically installs the required packages, configures services, and starts the IBM Storage 
Defender CDM components. This deployment option is beneficial for consolidating the 
orchestration layer on the same IBM Power infrastructure as production AIX workloads. It 
maintains a logical separation between the orchestration environment and the protected 
workloads.

Regardless of the deployment platform, all IBM Storage Defender CDM instances provide the 
same feature set, administrative interface, and SLA policy framework. Therefore, the choice of 
deployment platform is primarily based on operational alignment with existing infrastructure 
standards.

Within the IBM Power Architecture®, IBM Storage Defender CDM provides the following core 
capabilities:

� Discovery and cataloging of AIX and Linux LPARs, Oracle databases, and JFS2 file 
systems together with the associated IBM Storage FlashSystem volumes and VGs

� Centralized definition and enforcement of SLA policies that control SGC scheduling, 
retention, and validation operations

� Application-aware quiesce and snapshot processing that creates application-consistent 
recovery points for Oracle databases by using Oracle Recovery Manager (RMAN) 
integration or hot-backup coordination, and crash-consistent or file system-quiesced 
copies for JFS2-based VGs
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� Automated restore and recovery workflows that create thin-clone copies from SGCs and 
map them to designated AIX target LPARs, where the VGs can be imported and mounted 
with minimal operator intervention

� Audit-ready reporting for SLA compliance, operational history, and recovery readiness 
validation

Because IBM Storage Defender CDM operates independently of the storage layer and 
integrates natively with IBM Storage FlashSystem APIs, isolated recovery and validation 
environments can be deployed without modifying production AIX systems or developing 
custom automation playbooks. Figure 6-6 illustrates an IBM Storage Defender CDM based 
isolated environment for AIX.

Figure 6-6   IBM Storage Defender Copy Data Management based isolated environment for AIX
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6.11.2  Architectural positioning of IBM Storage Defender CDM relative to the 
IBM Power Cyber Vault solution

The IBM Power reference architecture that is described in 6.8, “IBM Power Cyber Vault 
solution components and architecture” on page 116 uses CSM as the primary SGC 
orchestration engine and Red Hat Ansible Automation Platform as the clean-room 
provisioning and validation framework. The IBM Storage Defender CDM based approach 
replaces or complements these components with a more integrated policy-driven platform, as 
shown in Table 6-3.

Table 6-3   Comparing IBM Power Cyber Vault and IBM Storage Defender CDM solutions

Both architectures rely on the same immutability and isolation capabilities that are provided 
by IBM Storage FlashSystem SGC technology. The primary differences are how SGCs are 
scheduled, how thin-clone copies are presented to target LPARs, and how validation and 
recovery workflows are automated.

Both approaches can also be deployed together. In this model, CSM and Ansible Automation 
Platform manage enterprise-wide SGC and clean-room operations for AIX, IBM i, and Linux 
workloads. IBM Storage Defender CDM concurrently manages Oracle database and 
JFS2-specific SLA policies that benefit from application-aware coordination and automated 
thin-clone provisioning.

6.11.3  SLA policies for scheduled SGC copies

In IBM Storage Defender CDM, an SLA policy defines the complete lifecycle of a protected 
copy, which includes snapshot type, frequency, retention, replication, and the actions that are 
performed after the copy is created. 

After an SLA policy is associated with an Oracle database or JFS2 file system, IBM Storage 
Defender CDM creates SGC copies at the specified frequency. It also enforces retention 
through the underlying IBM Storage FlashSystem snapshot policy and runs any 
post-snapshot restore or verification actions automatically.

Architectural 
function

IBM Power Cyber Vault IBM Storage Defender CDM

SGC scheduling CSM Scheduler IBM Storage Defender CDM Scheduler

Retention 
enforcement

IBM Storage FlashSystem 
snapshot policy + CSM 

IBM Storage FlashSystem snapshot policy + 
IBM Storage Defender CDM SLA policy

Application 
consistency

Ansible playbooks + AIX 
scripts

Oracle Database + job pre-post scripts

Clean-room LPAR 
provisioning

Ansible + IBM Expert Labs 
playbooks

Pre-staged AIX target LPARs 

VG import and file 
system mount on 
target

Ansible playbook IBM Storage Defender CDM AIX agent 
(scripted post-mount actions)

Validation and 
anomaly scanning

IBM PowerSC, ZTEA, and 
third-party scanners

IBM Storage Defender Sentinel (anomaly scan 
software) and third-party scanners

Primary use case fit Enterprise-wide and 
multi-platform cyber 
recovery

Database- and file system-centric isolated 
environments, dev and test, and validation
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IBM Storage Defender CDM SLA policies offer AIX customers several advantages:

� Database and storage administrators can collaborate on policy definitions within a single 
interface rather than coordinating across CSM, IBM Storage FlashSystem, and AIX shell 
scripts.

� SLA policies have versions and are auditable, supporting compliance with DORA, NIS2, 
and similar regulatory frameworks.

6.11.4  Protecting Oracle databases with IBM Storage Defender CDM

Oracle databases on AIX commonly span multiple IBM Storage FlashSystem volumes that 
contain data files, redo logs, and archive logs. To create a consistent recovery point, all 
related volumes must be captured simultaneously within the same VG, and the database 
coordinates the flushing of uncommitted transactions to disk.

The IBM Storage Defender CDM agent on the AIX host places each protected table space 
into hot-backup mode (ALTER TABLESPACE ... BEGIN BACKUP), triggers the SGC operation on 
the associated IBM Storage FlashSystem VG, and then exits hot-backup mode (END BACKUP). 
The resulting copy provides a consistent recovery point that can be mounted quickly and 
recovered with minimal recovery processing.

6.11.5  Automated restore jobs and thin-clone mounting

A key operational advantage of the IBM Storage Defender CDM-based approach is that 
restore operations can be scheduled in the same way as backup operations. SGCs are 
immutable and the underlying snapshot technology is space-efficient. Therefore, scheduled 
thin-clones impose minimal storage impact and can be created and removed automatically on 
a daily, weekly, or event-driven schedule.

Examples of typical scheduled restore use cases are daily validation clone, weekly 
development refresh, and on-demand forensic clone.

Daily validation clone
Each morning, IBM Storage Defender CDM creates a thin-clone from the most recent Oracle 
SGC and mounts it on a dedicated AIX validation LPAR. It then runs RMAN VALIDATE 
DATABASE, runs customer-provided validation scripts, and reports the results to administrators.

If validation succeeds, the clone is unmounted and deleted automatically. If validation fails, 
the clone is preserved for forensic analysis and an alert is generated.

Weekly development refresh
Every Sunday evening, IBM Storage Defender CDM creates a thin-clone of the latest 
production Oracle SGC, mounts it on the development LPAR, and runs a data-masking script 
before developers begin work on Monday morning. This pattern enables developers to work 
with current production data without exposing sensitive information and without consuming 
more storage capacity.

On-demand forensic clone
After a security alert, an administrator can trigger an ad hoc restore job that mounts a specific 
historical SGC, such as a copy taken 24 hours before the suspected compromise, onto an 
isolated forensic LPAR for investigation.
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IBM Storage Defender CDM coordinates volume mapping, AIX device discovery, VG import, 
and file system mounting as part of a single automated workflow. As a result, the thin-clone 
becomes operational on the target LPAR within minutes after the restore job begins, 
regardless of database or file system size.

6.11.6  Integrating with IBM Storage Defender Sentinel

IBM Storage Defender CDM can be deployed as a stand-alone SGC orchestration platform, 
as described in the preceding sections. However, the most comprehensive cyber-resiliency 
workflow is achieved when IBM Storage Defender CDM is combined with IBM Storage 
Defender Sentinel anomaly scan software.

The Sentinel solution integrates IBM Storage Defender CDM with an anomaly scanning 
engine to provide an end-to-end automated workflow that protects copies of data, detects 
malicious activity, and enables accelerated recovery from clean copies on IBM Storage 
FlashSystem and SVC systems.

Within the Sentinel architecture, the two components provide complementary functions:

� IBM Storage Defender CDM creates and manages application-aware immutable SGCs on 
IBM Storage FlashSystem and SVC systems, catalogs those copies, and orchestrates 
restore and thin-clone mount operations for scan and recovery targets.

� The anomaly scan engine analyzes cataloged copies, identifies files that are potentially 
corrupted by malicious activity, and validates the integrity of supported databases.

To identify malicious activity, the anomaly scan engine uses a machine learning model (MLM) 
that is trained on real-world attack patterns and evaluates file-level statistics on the analyzed 
host. Because real-time cyber-protection solutions cannot prevent every attack, this 
post-event analytics layer helps detect corruption after an intrusion occurs, enabling faster 
coordinated recovery before the impact escalates.

In addition to file-level analysis, the anomaly scan engine performs database integrity 
verification. It examines database pages and allocation tables to confirm that all allocated 
pages are present and correctly located. When the database supports page-level signatures 
such as checksums or cyclic redundancy check values, the engine recalculates and validates 
those signatures against the values that are stored in the page headers. Other 
application-specific metadata is also verified.

The MLM is intentionally tuned to tolerate the small amount of incidental database corruption 
that can occur in production environments. This tuning reduces false-positive alerts and helps 
operators focus on genuine incidents.

For AIX environments, the practical result is that Sentinel transforms an IBM Storage 
Defender CDM-managed SGC into a verified known-good recovery point rather than an 
unverified PiT image. This validation stage is critical because it confirms that the copy is not 
only immutable and recoverable, but also free from indicators of compromise or corruption.

Tip: Pre-create the target AIX LPARs with appropriate CPU, memory, and host bus 
adapter (HBA) resources, and pre-zone them to the IBM Storage FlashSystem 
environment. IBM Storage Defender CDM does not provision LPARs; it presents storage to 
LPARs that exist. Environments that require automated LPAR provisioning can combine 
IBM Storage Defender CDM with IBM PowerVC or Ansible automation.
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In a combined IBM Storage Defender CDM and IBM Storage Defender Sentinel deployment, 
the workflow proceeds as follows:

1. IBM Storage Defender CDM creates an SGC of the protected Oracle database or JFS2 
file system according to the configured SLA policy.

2. IBM Storage Defender CDM creates a thin-clone of the SGC and maps it to the Sentinel 
scan host or to an AIX target LPAR with iSCSI or Fibre Channel connectivity (IBM FICON).

3. IBM Storage Defender Sentinel scans the cloned volumes, analyzes files and database 
pages, and reports the results to the analysis dashboard.

4. If IBM Storage Defender Sentinel reports a clean result, IBM Storage Defender CDM 
marks the SGC as a verified known-good recovery point. If Sentinel reports anomalies, 
IBM Storage Defender CDM preserves the affected copy and notifies administrators.

This combined approach provides end-to-end cyber-resiliency coverage with a simplified 
operational architecture.

For more information about scanning Oracle databases with the IBM Storage Defender 
Sentinel scan engine, see Cyber Resiliency with IBM Storage Sentinel and IBM Storage 
Safeguarded Copy, SG24-8541.

6.12  Summary

This chapter described cyber resilience technologies for IBM Storage FlashSystem and AIX 
environments, with a focus on SGC and IBM Power Cyber Vault solutions. It explained how 
immutable SGC copies and isolated recovery workflows help organizations protect critical 
data against ransomware attacks, operational errors, and other cyberthreats.

The chapter introduced the architecture and operational concepts behind SGC, including 
protected recovery points, validation workflows, and recovery scenarios. It also described the 
IBM Power Cyber Vault framework and its integration with the NIST Cybersecurity Framework 
to support proactive validation, forensic analysis, and secure recovery operations. Together, 
these technologies help organizations improve cyber resiliency, strengthen operational 
security, and reduce recovery risks in enterprise AIX environments.
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Chapter 7. Security, compliance, and 
concurrent maintenance

Enterprise IBM AIX environments are typically long-lived, mission-critical platforms that must 
satisfy strict security, regulatory, and availability requirements over many years of continuous 
operation. Unlike cloud-native environments that assume frequent redeployment, AIX 
systems often support databases and enterprise applications that cannot tolerate downtime 
for security maintenance, firmware updates, or compliance remediation.

The guiding principle throughout this chapter is that security controls must not reduce 
availability or performance. When IBM Storage FlashSystem and AIX are properly integrated, 
they provide stronger security than traditional architectures and maintain continuous 
operation without disruption.

This chapter includes the following sections:

� “Encryption at rest: Zero performance penalty” on page 134
� “The IBM Storage FlashSystem approach” on page 134
� “External key management: A critical security component” on page 135
� “Role-based access control and separation of duties” on page 136
� “Concurrent Firmware Upgrades: The golden rule” on page 141
� “How Concurrent Firmware Upgrade works” on page 143
� “Compliance and operational readiness” on page 145
� “Summary” on page 149
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7.1  Encryption at rest: Zero performance penalty

Encryption at rest is a fundamental requirement in modern enterprise environments, 
protecting sensitive information from unauthorized access if physical media is lost, stolen, or 
improperly decommissioned. In AIX environments, the challenge is not whether encryption 
should be implemented, but how to provide strong security without introducing performance 
penalties or operational complexity.

7.1.1  The challenge of software-based encryption

Security and regulatory frameworks increasingly require encryption of all data at rest. In 
traditional AIX environments, this requirement was commonly implemented through AIX 
Logical Volume Manager (LVM) or file system-level encryption. Although functional, this 
approach introduces a direct and unavoidable cost because every I/O operation requires 
IBM POWER processor CPU cycles for encryption and decryption.

In modern IBM Power10 and IBM Power11 environments, CPU resources are among the 
most valuable assets in the infrastructure. Using these resources for software cryptographic 
operations reduces the compute capacity available for application workloads and can require 
larger logical partition (LPAR) entitlements to maintain performance targets.

Regulatory frameworks, such as the Payment Card Industry Data Security Standard 
(PCI DSS), the Health Insurance Portability and Accountability Act (HIPAA), and the
General Data Protection Regulation (GDPR) mandate encryption of data at rest. However, 
software-based encryption introduces the following operational and performance challenges:

� Increased CPU usage on IBM Power
� Reduced scalability as data volumes increase
� Increased operational complexity for key and policy management
� Added latency in the I/O path during encryption and decryption operations

7.2  The IBM Storage FlashSystem approach

IBM Storage FlashSystem addresses these limitations through always-on hardware 
encryption that is implemented directly within IBM FlashCore Modules (FCMs). Each FCM 
implements inline encryption by using dedicated cryptographic hardware engines that are 
integrated into the storage media.

IBM Storage FlashSystem hardware encryption provides the following advantages:

� FIPS 140-3 Level 1 certified encryption
� Inline, wire-speed encryption processing
� No IBM Power CPU usage for encryption operations
� No measurable performance impact
� No changes that are required to AIX and applications
� Consistent performance characteristics for encrypted and nonencrypted data

From the AIX perspective, encrypted IBM Storage FlashSystem volumes are 
indistinguishable from nonencrypted volumes. No kernel, file system, or application changes 
are required.
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7.2.1  Best practices for AIX environments

IBM Storage FlashSystem hardware encryption is the primary mechanism for storage-level 
data-at-rest protection in AIX environments because it provides hardware-based encryption 
with no measurable host CPU impact. However, some environments require end-to-end data 
protection, application-level isolation, or protection against unauthorized data access. These 
environments must evaluate alternative encryption controls at the host, file system, database, 
or application level.

Consider the following best practices:

� Use IBM Storage FlashSystem hardware encryption for storage-level data-at-rest 
protection.

� Validate encryption status at the storage layer.

� Preserve IBM Power CPU resources for application processing where software-based 
encryption is not required.

� Document encryption architecture and operational responsibilities for compliance and 
audit purposes.

� Evaluate whether extra host or database-level encryption is required based on security 
and regulatory requirements.

7.2.2  IBM Storage FlashSystem encryption configuration

Enabling encryption on IBM Storage FlashSystem is a straightforward process that can be 
completed through the management GUI or CLI. To enable and validate encryption in 
IBM Storage FlashSystem, complete the following steps:

1. Access the IBM Storage FlashSystem management GUI.
2. Select Settings → Encryption.
3. Enable encryption at the system level.
4. Verify encryption status for all storage pools.
5. Validate encryption configuration from the CLI by using the lsencryption command.

7.3  External key management: A critical security component

Enterprise security architectures must assume potential physical compromise scenarios, 
including unauthorized access to storage hardware or removable media. To address these 
risks, IBM Storage FlashSystem supports external key management through solutions such 
as IBM Security Guardium® Key Lifecycle Manager (GKLM).

Although hardware encryption eliminates the performance impact of software-based 
encryption, secure key management remains essential. Externalizing encryption keys helps 
ensure that encrypted data cannot be accessed solely through possession of the storage 
hardware.

Tip: Verify that software-based encryption is not enabled at the AIX operating system, 
logical volume (LV), or file system layer for volumes stored on IBM Storage FlashSystem. 
Using IBM Storage FlashSystem hardware encryption provides efficient storage-level 
data-at-rest protection with no measurable impact on application performance or system 
scalability. Depending on security and compliance requirements, extra host, file system, or 
database-level encryption might still be required.
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GKLM provides the following capabilities:

� Centralized external storage of encryption keys.
� Encryption keys that are never stored permanently on the IBM Storage FlashSystem.
� Automated key rotation policies to support compliance requirements.
� Comprehensive audit logging for key access and management activities.
� Independent backup and recovery of encryption keys.
� Protection against unauthorized access if drives or systems are stolen.
� Separation of storage administration from encryption key ownership.

7.3.1  Security benefit: Physical data protection

When encryption is enabled, possession of a physical drive, FCM, or even the entire 
The IBM Storage FlashSystem array is insufficient to access the stored data without access 
to the encryption keys. This protection applies to both external and internal key management 
configurations.

IBM Storage FlashSystem supports integration with external key managers, such as GKLM, 
to provide centralized enterprise key management capabilities. Starting with IBM Storage 
Virtualize 8.7.2, enhanced internal key management capabilities are also supported for 
environments that do not require an external key management infrastructure.

This architecture provides defense-in-depth protection and supports stringent security and 
regulatory requirements in industries such as finance, healthcare, and government.

For compliance-focused environments, external key management integration with solutions 
such as GKLM is a best practice as a standard enterprise security practice. This approach 
provides centralized control, auditing, and lifecycle management of encryption keys.

7.3.2  Implementation overview

Implementing external key management with GKLM requires coordination between storage 
and security teams to help ensure secure key storage, retrieval, and lifecycle management. 
The following steps outline a typical implementation:

1. Deploy one or more GKLM servers.
2. Configure secure network connectivity between IBM Storage FlashSystem and GKLM.
3. Register the IBM Storage FlashSystem with the key manager.
4. Enable external key management on the storage system.
5. Validate key retrieval and encryption operations.
6. Document the key management architecture and recovery procedures.

7.4  Role-based access control and separation of duties

Modern enterprise security models rely not only on strong authentication and encryption, but 
also on strict administrative control boundaries. Limiting administrative privileges reduces the 
risk of accidental changes, insider threats, and unauthorized access to critical infrastructure 
components.
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7.4.1  The principle of least privilege

A common root cause of security incidents is excessive privilege concentration. In many 
traditional AIX environments, the same administrator manages the operating system, storage 
devices, replication, and backup infrastructure. Although operationally convenient, this model 
violates core security principles.

Enforce separation of duties so that no single administrator can compromise data 
confidentiality, integrity, and availability simultaneously. For example, an AIX administrator 
must not have unrestricted authority to delete storage volumes, and a storage administrator 
must not have unrestricted access to operating system security controls.

This separation reduces the risk of accidental data loss, configuration errors, and malicious 
insider activity.

7.4.2  AIX role-based access control

AIX provides native role-based access control (RBAC) capabilities that enable organizations 
to limit administrative privileges to specific operational functions. RBAC can be used 
effectively to control storage-related operations in IBM Storage FlashSystem attached 
environments.

Implementing RBAC for storage administration
Effective RBAC implementation for storage administration requires careful planning of role 
definitions, command restrictions, configuration management, and ongoing monitoring. 
Consider the following best practices:

� Defining a custom administrative role
� Restricting critical administrative commands
� Auditing and monitoring best practices

Defining custom administrative roles.
Create dedicated roles for different levels of storage administration:

� StorageViewer. View-only access to storage configuration and status information.

� StorageOperator. Permission to modify selected device attributes. No authority to remove 
or delete devices.

� StorageAdmin. Full storage administration privileges.

Restricting critical administrative commands
Common RBAC restrictions include limiting access to the following commands:

� chdev
� rmdev
� cfgmgr

Controls can restrict the following operations:

� Device attribute modifications
� Queue depth changes
� Reserve policy modifications
� Access to storage-related diagnostics and error logs

By assigning storage privileges only to approved roles, organizations reduce the likelihood of 
accidental misconfiguration and unauthorized changes.
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Example RBAC configuration
Example 7-1 shows an example of creating an operator role for custom storage.

Example 7-1   RBAC configuration

# Create a custom role
mkrole authorizations=aix.device.config.change StorageOperator

# Assign the role to a user
chrole -u storageuser1 StorageOperator

# Verify assigned roles
lsuser -a roles storageuser1

Auditing and monitoring best practices
For secure long-term operations, implement the following best practices:

� Enable audit logging for storage-related administrative actions.
� Review the AIX error log regularly.
� Monitor for unauthorized configuration changes.
� Implement alerting for failed or unauthorized administrative operations.

The AIX error log can be reviewed by using the errpt command.

7.4.3  IBM Storage FlashSystem user groups and roles

IBM Storage FlashSystem provides a comprehensive RBAC framework that complements 
AIX RBAC capabilities. IBM Storage FlashSystem roles can be aligned with operational 
responsibilities to enforce separation of duties and reduce the risk of unauthorized or 
accidental administrative actions.

A best practice security model assigns storage, security, and operating system 
responsibilities to separate administrative roles.

Common IBM Storage FlashSystem role model
The following role structure is commonly used in enterprise environments:

� AIX administrator role
� Security or storage owner role
� Administrator role
� Monitor role

AIX administrator role
The AIX administrator role is intended for operating system administrators who require 
visibility into storage resources but must not have authority over critical storage protection 
mechanisms.

Typical permissions include the following operations:

� Volume mapping and unmapping operations
� Performance and capacity monitoring
� Host and path visibility
� Viewing storage mappings and relationships
� Creating standard snapshots
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Typical restrictions include the following limitations:

� No authority to delete volumes
� No authority to delete Safeguarded Copy (SGC) snapshots
� No permission to modify encryption settings
� No authority to change system-wide security policies

Security or storage owner role
This security or storage owner role is responsible for storage security and data protection 
administration.

Typical responsibilities include the following tasks:

� Encryption configuration management
� SGC policy management
� Retention and deletion policy administration
� Volume provisioning and host mapping

This role is typically used for day-to-day storage administration and preserves strict control 
over immutable recovery copies.

Administrator role
The administrative role provides full administrative access to the storage system.

Typical capabilities include the following operations:

� Full system configuration authority
� Volume creation and deletion
� System-wide policy modification
� Infrastructure maintenance operations

Because this role has unrestricted privileges, it must be limited to a few senior storage 
administrators.

Monitor role
The monitor role provides read-only visibility into the storage environment.

Typical capabilities include the following operations:

� Viewing system health and status
� Monitoring performance metrics
� Accessing capacity and configuration information

This role is appropriate for network operations center personnel and for monitoring platforms 
and reporting tools.

7.4.4  Separation of duties and cyber resilience

Separation of duties is important in cyber-resilience architectures. Immutable technologies 
such as SGC must remain protected even if privileged operating system credentials are 
compromised.

A properly designed RBAC structure helps ensure that no single administrator can 
simultaneously perform the following actions:

� Modify production data.

� Delete protected recovery copies.
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� Disable encryption.

� Remove audit controls.

This approach reduces the impact of insider threats, credential compromise, and ransomware 
attacks.

7.4.5  Implementing best practices

RBAC implementation requires ongoing management of user accounts, authentication 
mechanisms, and access privileges to maintain security and operational integrity. Consider 
the following best practices when using RBAC in AIX and IBM Storage FlashSystem 
environments.

� Use dedicated service accounts

– Use separate service accounts for automated operations.

– Assign only the minimum required privileges.

– Rotate credentials regularly.

– Enable logging and auditing for all service account activity.

� Enable multi-factor authentication (MFA)

– Enable MFA for all privileged access.

– Use certificate-based authentication when possible.

– Integrate with enterprise identity management solutions.

� Conduct regular access reviews

– Review administrative access regularly.

– Remove access immediately for departed personnel.

– Validate role assignments against operational requirements.

– Document all access changes for audit purposes.

Table 7-1 shows an example separation-of-duties matrix.

Table 7-1   Example separation-of-duties matrix

Role AIX OS 
management

Volume creation Volume deletion SGC deletion

AIX administrator Yes No No No

Storage operator No Yes No No

Storage 
administrator

No Yes Yes No

Security 
administrator

No No No Yes (with 
approval)
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7.5  Concurrent Firmware Upgrades: The golden rule

A key advantage of IBM Storage FlashSystem is Concurrent Firmware Upgrade (CFU), which 
enables updating firmware without interrupting host I/O or stopping applications. In enterprise 
AIX environments, where LPARs often remain operational for years, it is a fundamental 
operational requirement.

Traditional storage platforms commonly required the following capabilities:

� Scheduled maintenance windows
� Application outages
� Coordination between multiple infrastructure teams
� Risk of extended downtime if issues occurred during upgrades

IBM Storage FlashSystem eliminates these operational constraints by using rolling, 
nondisruptive firmware upgrades.

Key benefits include the following advantages:

� Continuous application availability
� Flexible maintenance scheduling
� Reduced operational risk
� Faster adoption of security and stability fixes
� Improved long-term operational resilience

7.5.1  Prerequisites for Concurrent Firmware Upgrades

Administrators must verify both host-side and storage-side readiness before starting a CFU.

Verifying path status
All paths must be active and properly balanced. Ensure that all paths are active and 
operational. Use the following commands to verify path status, as shown in Example 7-2.

Example 7-2   Verifying the path status

# List all paths for each disk
lspath
# Check for failed paths
lspath | grep -i failed
# Verify path count for critical volumes
lspath -l hdisk5

Example 7-3 shows a properly configured production volume with multiple active paths.

Example 7-3   Expected output 

Enabled hdisk5 fscsi0
Enabled hdisk5 fscsi1
Enabled hdisk5 fscsi2
Enabled hdisk5 fscsi3

Best practices: 

� Configure at least four active paths per production volume.
� Distribute paths evenly across controller nodes and storage area network (SAN) 

fabrics.
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Verifying the reserve policy
The reserve_policy for all IBM Storage FlashSystem hdisks must be set to no_reserve, as 
shown in Example 7-4. Any lingering Small Computer System Interface (SCSI) reservations 
can block path failover during controller restarts.

Example 7-4   Verifying the reserve policy

for disk in $(lspv | awk '{print $1}'); do
    echo "Checking $disk"
    lsattr -El $disk | grep reserve_policy
done

The command displays the following output:

reserve_policy no_reserve Reserve Policy True

If required, update the setting by using the following command:

chdev -l hdisk5 -a reserve_policy=no_reserve

Incorrect reservation settings can interfere with path failover and restarting the controller.

Verifying queue depth (adapter queue capacity)
During a controller restart, surviving paths temporarily carry increased I/O workloads. Ensure 
that Fibre Channel (FC) adapter queue settings are sized.

Use the following command to verify the queue depth settings:

lsattr -El fscsi0 | grep num_cmd_elems

Example output:

num_cmd_elems 2048 Maximum number of COMMANDS to queue to the adapter True

Best practice values:

� Minimum: 2048
� Best practice for high-I/O environments: 4096

Higher values are supported depending on adapter capabilities

To modify the setting, use the following command:

chdev -l fscsi0 -a num_cmd_elems=4096

During the upgrade, when one controller node is offline, all I/O temporarily flows through the 
remaining node. Adequate queue depth prevents I/O queuing and performance degradation.

Verifying path health
Verify that path failover is working correctly, as shown in Example 7-5.

Example 7-5   Verifying path health

# Test path failover (in a test environment)
rmdev -l fscsi0
# Verify I/O continues
dd if=/dev/hdisk5 of=/dev/null bs=1M count=100
# Re-enable the path
cfgmgr
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7.6  How Concurrent Firmware Upgrade works

IBM Storage FlashSystem performs firmware upgrades by using a rolling upgrade process 
that preserves host connectivity and cache redundancy throughout the operation. The 
upgrade process typically includes the following phases.

7.6.1  Phase 1: Pre-upgrade validation

The system validates the environment to help ensure a successful nondisruptive upgrade. 
The system runs the following internal validation checks:

� Node health verification
� Cache synchronization validation
� Resource availability checks
� Configuration backup generation

7.6.2  Phase 2: Node A upgrade

After pre-upgrade validation completes successfully, the system begins upgrading the first 
controller node. During the upgrade of the first controller node, the following actions occur:

1. Paths to the node are temporarily withdrawn.

2. IBM Storage FlashSystem N_Port ID Virtualization (NPIV) technology moves the 
worldwide port names (WWPNs) of the withdrawn node to the equivalent ports on the 
online node to provide smoother failover behavior.

3. AIX Multipath I/O (MPIO) redirects I/O to the remaining active paths.

4. Applications continue operating without interruption.

5. The node restarts with the updated firmware.

6. The node rejoins the cluster and resynchronizes.

7.6.3  Phase 3: Path restoration

After the node returns to service, the system restores full path redundancy. The following 
actions occur:

1. Paths are automatically restored.

2. AIX MPIO detects path availability.

3. I/O balancing resumes across all active paths.

7.6.4  Phase 4: Node B upgrade

The process repeats for the second controller node while host I/O continues through the 
remaining active paths.
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7.6.5  Phase 5: Post-upgrade validation

After both nodes complete the upgrade, verify system health and configuration. Complete the 
following tasks:

1. Verify that all nodes are online.
2. Confirm firmware levels.
3. Validate performance and connectivity.
4. Review logs for errors or warnings.

When multipathing is configured correctly, the process is fully automated and does not require 
application downtime.

7.6.6  Monitoring during upgrades

Administrators must monitor system status throughout the upgrade process.

Monitoring path status
Example 7-6 shows an example monitoring loop.

Example 7-6   Example monitoring loop

while true; do
    clear
    echo "=== Path Status $(date) ==="
    lspath
    sleep 5
done

Monitoring I/O performance 
Use iostat -d 5 to observe performance behavior.

Watch for the following conditions:

� Increased queue depths
� Increased service times
� Unexpected I/O errors

Reviewing system logs
Monitor the AIX error log by using the errpt command. 

Watch for the following conditions:

� Path state transitions
� Adapter errors
� Timeout conditions

Best practices for concurrent upgrades
Consider the following best practices:

� Schedule upgrades during off-peak hours when possible.
� Inform application owners before maintenance operations.
� Maintain a documented rollback procedure.
� Test firmware updates in non-production environments first.
� Document upgrade timelines and validation results.
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Correct multipathing configuration is foundational to nondisruptive storage maintenance in 
enterprise AIX environments.

7.7  Compliance and operational readiness

Security and compliance are not single configuration tasks. They are continuous operational 
disciplines that require regular validation, monitoring, maintenance, and documentation 
throughout the lifecycle of the environment. Enterprise AIX environments that use 
IBM Storage FlashSystem must maintain consistent operational controls across storage, 
operating systems, networking, replication, and security management components. The 
following sections summarize key compliance and operational readiness considerations

7.7.1  Compliance responsibilities

Table 7-2 summarizes typical operational responsibilities in AIX and IBM Storage 
FlashSystem environments.

Table 7-2   Compliance responsibilities

7.7.2  Data-at-rest protection

Data-at-rest encryption protects stored data from unauthorized access. When IBM Storage 
FlashSystem provides hardware-based encryption, AIX administrators must ensure that host 
configurations align with storage-level security controls and do not introduce conflicts or 
reduce performance.

Complete the following AIX administrative tasks:

1. Verify MPIO configuration consistency. 

Use the following commands to verify the MPIO configuration:

lsattr -El hdisk5
lspath

2. Confirm that unnecessary software-based encryption is not enabled.

3. Validate the reserve policy and multipathing settings.

4. Maintain encryption documentation for compliance reporting.

Requirement AIX responsibilities IBM Storage FlashSystem 
responsibilities

Data at rest protection Verify MPIO configuration and 
disk attributes

Enable hardware encryption 
and external key management

Data in flight protection Validate SAN and FC security 
configuration

Secure management access 
through HTTPS and SSH

Audit logging Enable AIX auditing and 
centralized log forwarding

Export audit and event logs to 
centralized Security Information 
and Event Management (SIEM) 
platforms

Fix management Maintain current AIX 
Technology Levels (TLs) and 
Service Packs (SPs)

Perform regular CFUs
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Complete the following IBM Storage FlashSystem administrative tasks:

1. Enable hardware encryption on encrypted storage systems.
2. Verify the FCM encryption status.
3. Configure external key management by using GKLM.
4. Validate encryption key retrieval and rotation procedures.

Use the following commands to verify the encryption status:

lsencryption
lssystem

Maintain the typical compliance evidence:

� Encryption status reports
� Key management architecture documentation
� Security policy documentation
� Audit reports and configuration records
� Data-in-flight protection

Implement data-in-flight protection across management and replication traffic.

Complete the following tasks:

1. Use HTTPS for all management interfaces.
2. Disable insecure HTTP access.
3. Enable TLS 1.2 or later where supported.
4. Secure SSH administrative access.
5. Validate SAN or FC encryption capabilities based on policy requirements.

Use the following AIX verification command:

lsdev -Cc adapter | grep fcs

7.7.3  Audit logging and monitoring

Enable audit logging across both AIX and IBM Storage FlashSystem environments.

Complete the following AIX tasks:

1. Enable AIX auditing.
2. Monitor the AIX error log regularly.
3. Forward logs to centralized SIEM platforms.
4. Review failed authentication and administrative events.

Use the following commands:

audit start
audit query
errpt

Complete the following IBM Storage FlashSystem tasks:

1. Enable audit logging.
2. Configure Syslog export.
3. Forward security events to centralized monitoring systems.

Centralized log management simplifies compliance reporting and security investigations.
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7.7.4  Managing fixes and firmware

Maintaining current software and firmware levels is critical for security, stability, and 
supportability.

Complete the following AIX tasks:

1. Maintain supported TLs and SPs.
2. Apply security updates regularly.
3. Validate interoperability before upgrades.

Use the following commands:

oslevel -s
instfix -i | grep ML

Complete the following IBM Storage FlashSystem tasks:

1. Perform CFU regularly.
2. Review release notes and interoperability matrices before upgrades.
3. Validate system health before and after maintenance.

Use the lssystem command.

7.7.5  Managing maintenance and workload mobility

Planned maintenance activities require temporary workload relocation between systems or 
sites.

IBM PowerHA integration
IBM PowerHA SystemMirror can coordinate application failover and workload relocation 
during maintenance operations. PowerHA SystemMirror provides the following capabilities:

� Automated resource group failover
� Planned workload relocation
� Coordinated network failover
� Periodic failover testing

Integrating the IBM Copy Services Manager
IBM Copy Services Manager (CSM) is required for policy-based high availability (PBHA) and 
three-site topologies.

CSM provides the following functions:

� Multi-site replication orchestration
� DR coordination
� Integration with PowerHA failover workflows
� Centralized management of replication operations

IBM PowerVC considerations
IBM PowerVC is primarily used for virtual machine lifecycle management rather than manual 
storage administration.

Follow these best practices:

� Avoid using IBM PowerVC for manual storage role transitions.
� Avoid using IBM PowerVC for snapshot relocation workflows
� Coordinate storage maintenance activities directly with the storage administration team.
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Using each management platform within its intended operational scope helps reduce 
complexity and operational risk.

7.7.6  Multi-site compliance considerations

Geographically distributed environments require more operational controls.

Complete the following tasks:

1. Encrypt replication traffic between sites.

2. Validate recovery point objective (RPO) and recovery time objective (RTO) objectives 
regularly.

3. Deploy GKLM infrastructure across multiple sites.

4. Replicate encryption keys securely.

5. Centralize audit logs from all locations.

6. Synchronize all systems by using NTP services.

7.7.7  Compliance reporting

Compliance reporting should be standardized and performed regularly.

Monthly compliance reports typically contain the following information:

� Overall compliance status
� Encryption status and key management health
� Administrative access reviews
� Patch and firmware levels
� Security events and audit findings
� Corrective actions and remediation activities

7.7.8  Continuous compliance improvement

Long-term compliance requires continuous operational review and improvement.

Perform the following activities to maintain compliance:

� Regular security assessments

– Quarterly vulnerability assessments

– Annual penetration testing

– Security architecture reviews

– Compliance gap analysis

� Training and operational awareness

– Security training for administrators

– Compliance policy updates

– Incident response drills

– Documentation reviews
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� Automation and monitoring

– Automated compliance validation scripts

– Configuration drift detection

– Continuous monitoring and alerting

– Automated remediation where appropriate

� Documentation maintenance

– Maintain current operational runbooks

– Update compliance matrices regularly

– Maintain architecture and recovery diagrams

– Document operational and configuration changes

7.8  Summary

Security, compliance, and operational maintenance are closely interconnected in enterprise 
AIX environments. IBM Storage FlashSystem enables the following operational model:

� Encryption is implemented in hardware rather than consuming host CPU resources.
� Role separation controls administrative authority.
� Firmware maintenance can be performed non-disruptively.

By combining hardware-based encryption, RBAC, immutable protection technologies, and 
concurrent maintenance capabilities, organizations can strengthen their security posture 
while maintaining the availability requirements of mission-critical workloads.

The most effective environments treat security and compliance as continuous operational 
disciplines rather than static configurations. Continuous monitoring, periodic reviews, 
proactive maintenance, and accurate documentation are essential for sustaining secure and 
resilient AIX infrastructures over time. For AIX administrators, the result is a secure, 
compliant, and highly available infrastructure that can support mission-critical workloads 
throughout its operational lifecycle.
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Chapter 8. Workload-specific blueprints: 
Oracle, SAP HANA, and IBM Db2

General-purpose infrastructure alone cannot fully address the requirements that enterprise 
mission-critical workloads impose. The integration of IBM AIX and IBM Storage FlashSystem 
represents decades of co-engineering designed to meet the demanding requirements of 
Oracle Database, Oracle Real Application Cluster (RAC), and IBM Db2 environments at 
enterprise scale.

This chapter presents workload-specific blueprints for these mission-critical database 
platforms. These blueprints include reference architectures, technical integration patterns, 
performance and scalability considerations, cyber-resilience capabilities, and long-term 
operational guidance. Each section focuses on the areas most important to architects, DBAs, 
and technology leaders. These areas include performance, data integrity, availability and 
resilience, security and compliance, and long-term platform stability.

This chapter describes the following topics:

� “AIX and IBM Storage FlashSystem integration stack” on page 152
� “Oracle database on AIX and IBM Storage FlashSystem” on page 153
� “IBM Db2 on AIX and IBM Storage FlashSystem” on page 162
� “SAP HANA on IBM Power and IBM Storage FlashSystem” on page 169

8
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8.1  AIX and IBM Storage FlashSystem integration stack

Understanding the integration layers is essential before examining each workload. These 
layers make AIX and IBM Storage FlashSystem a cohesive platform rather than two 
independent products connected by a cable. These integration layers are the foundation upon 
which every workload-specific optimization is built, as shown in Table 8-1.

Table 8-1   AIX and IBM Storage FlashSystem combined value

IBM Storage FlashSystem NVMe architecture
IBM Storage FlashSystem 9600, IBM Storage FlashSystem 7600, and IBM Storage 
FlashSystem 5600 systems are designed around a high-performance NVMe architecture. 
This architecture uses distributed RAID (DRAID) technology across NVMe flash drives to 
provide resiliency, scalability, and consistent low-latency performance. IBM Storage 
FlashSystem platforms provide low-latency NVMe storage with response times as low as 
50 microseconds and high-throughput configurations delivering up to 86 GBps read 
bandwidth, depending on the model and configuration1. IBM FlashCore Modules (FCMs) 
integrate hardware-accelerated compression and encryption directly within the flash module, 
which enables inline data reduction and encryption without affecting AIX host performance.

Integration layer AIX capability IBM Storage 
FlashSystem 
capability

Combined value

I/O path Virtual Small 
Computer System 
Interface (vSCSI), 
VirtIO, and Fibre 
Channel (FC) N_Port 
ID Virtualization 
(NPIV) multipathing

Non-Volatile Memory 
Express over Fabrics 
(NVMe-oF), FC 32 Gb, 
or iSCSI 25 GbE

Microsecond (µs) 
end-to-end latency

Volume management AIX Logical Volume 
Manager (LVM) or 
Enhanced Journaled 
File System (JFS2) 

Thin provisioning or 
compression

Space efficiency 
without affecting I/O 
performance

Snapshot or clone JFS2 Snapshot 
(online)

IBM FlashCopy 
(instantaneous)

Application-consistent 
clones in seconds

Replication Geographic Logical 
Volume Manager 
(GLVM)

Policy-based 
replication (PBR) and 
policy-based high 
availability (PBHA)

Near-zero recovery 
point objective (RPO) 
synchronous 
replication and 
asynchronous DR

Security AIX role-based access 
control (RBAC) and 
Shared Ethernet 
Adapter (SEA)

Safeguarded Copy 
(SGC) and encryption

Air-gapped immutable 
recovery points

Monitoring IBM Tivoli Monitoring, 
IBM Instana®, or 
nmon

IBM Storage Insights Unified observability 
across compute and 
storage

Virtualization IBM PowerVM Volume groups (VGs) 
or host mapping

Dynamic capacity 
adjustment without 
downtime

1  IBM Storage FlashSystem Resources 
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Compression efficiency depends on workload characteristics and data patterns, but many 
database environments can achieve significant storage savings and maintains predictable 
performance and low response times.

FCM5 introduces several architectural enhancements over previous FCM generations. The 
transition from the traditional U.2 form factor to E3.L technology enables higher storage 
density within the same enclosure footprint, improved power delivery efficiency, and 
enhanced thermal management through optimized airflow and cooling design. These 
enhancements help support higher performance scalability, improved energy efficiency, and 
greater storage density for enterprise database and AI-driven workloads.

AIX I/O architecture for high-performance storage
AIX implements a layered I/O architecture that provides storage administrators with 
fine-grained control over the end-to-end data path. The AIX LVM operates above the physical 
device layer and enables workload-specific tuning through striping, mirroring, queue 
management, and serialization controls. JFS2, the default AIX file system, supports three key 
capabilities for database workloads. Direct I/O bypasses the file system cache. Concurrent 
I/O allows multiple threads to access the same file without inode-level serialization locks. 
Large Page support optimizes memory-intensive workloads.

For Oracle Database environments, concurrent I/O is an important optimization because it 
eliminates inode-level read and write locking that can otherwise serialize data file access. 
This capability is beneficial for high-concurrency online transaction processing (OLTP) 
workloads. For SAP HANA, large page support reduces translation lookaside buffer (TLB) 
pressure and enables near-linear scaling of in-memory analytics as data volume grows.

8.2  Oracle database on AIX and IBM Storage FlashSystem

Oracle Database has been co-certified on AIX and IBM Power continuously for over 25 years. 
The convergence of IBM Power11 simultaneous multithreading 8-way (SMT-8) architecture, 
AIX 7.3 memory management enhancements, and IBM Storage FlashSystem FCM5 
computational storage creates a high-performance Oracle platform for enterprise database 
workloads.

8.2.1  AIX 7.3 memory architecture for Oracle

Efficient memory management is a critical component of Oracle Database performance on 
IBM Power. AIX 7.3 provides advanced memory management capabilities that help optimize 
large Oracle System Global Area (SGA) environments by improving TLB efficiency, reducing 
paging impact, and improving processor use for memory-intensive workloads.

Page size selection
AIX supports four memory page sizes that can be used to optimize Oracle Database memory 
management and processor efficiency. Selecting the appropriate page size is important for 
large Oracle SGA configurations because page size directly affects TLB efficiency, memory 
management performance, and overall scalability on IBM Power. 
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Table 8-2 shows the available page sizes and their characteristics.

Table 8-2   Memory page best practices

Dynamic System Optimizer Multiple Page Size Support on AIX 7.3
AIX 7.3 introduces important enhancements to DSO Multiple Page Size Support (MPSS) that 
improve memory efficiency for large Oracle SGA environments on IBM Power11. Starting with 
AIX 7.3 Technology Level (TL) 2, the page promotion mechanism operates with greater 
precision. Rather than automatically promoting all pages within a 256-MB segment, DSO 
selectively promotes only actively used (hot) pages. This optimized approach improves large 
page efficiency and helps prevent premature depletion of the 16-MB page pool in large 
database environments.

Page size Oracle use Best practice Key consideration

4 KB (Small) File system cache, 
which was the default 
behavior before Oracle 
Database 10.2.0.4.

Avoid for Oracle SGA. High TLB pressure for 
large SGAs on 
IBM Power11.

64 KB (Medium) Oracle SGA default 
(Oracle 11g). Oracle 
12.1 and binary files 
are the default.

Yes. For SGA sizes 
less than 100 GB, 
automatic 
management is 
typically sufficient.

The Main Storage 
Dump process 
maintains memory 
balance by using 4-KB 
pages, and Dynamic 
System Optimizer 
(DSO) can promote 
selected pages to 
16-MB pages.

16 MB (Large) Pinned Oracle SGA; 
non-pageable memory 
region.

Yes. For SGA sizes 
greater than or equal 
to 100 GB, configure 
lgpg_regions.

Faster DB startup and 
reduced lock 
contention in larger 
IBM Power11 servers.

16 GB (Very Large) Not used for Oracle 
Database.

Not recommended. Hardware 
Management Console 
(HMC)-only allocation; 
impractical for Oracle.

Note: Consider the following important notes when configuring Oracle memory page sizes:

� Avoid setting ORACLE_SGA_PGSZ=64KB when 16-MB pages are configured. This setting 
forces a destructive conversion to 64-KB pages, permanently depleting the large page 
pool and potentially causing system paging.

� Avoid enabling LOCK_SGA=TRUE without explicitly specifying ORACLE_SGA_PGSZ. Failure to 
set the page size can lead to unpredictable memory behavior.
154 The Definitive Guide to IBM Storage FlashSystem and AIX Integration



Use the following operational parameters when implementing DSO MPSS with Oracle 
workloads:

� Activation command. Enable the Active System Optimizer daemon by using the following 
command:

asoo -p -o aso_active=1

� Evaluation interval. The DSO framework initiates 16-MB page promotion only after 1 hour 
of sustained, active SGA workload activity. 

� Active monitoring. To check promotion status, use the following command and look for the 
L indicator in the PSize column:

svmon -P $(pgrep -f ora_smon) -o mpss=on

� Capacity verification. To verify the allocated 16-MB pages on the AIX host, use the 
interactive performance monitor (nmon):

a. Run nmon from the CLI.

b. Press M to open the basic memory view.

c. Press M again (or type MM) to toggle the Advanced Memory window.

d. Locate the lgpg_regions value and verify that it meets the minimum threshold:

lgpg_regions >= (sga_max_size / 16 MB) + 3

Virtual Memory Manager tuning: minfree, maxfree, and minperm 
percentage
The AIX Virtual Memory Manager (VMM) plays an important role in Oracle Database 
performance, particularly in environments with large SGAs and high I/O concurrency. 
Improper VMM tuning can introduce paging pressure, reduce prefetch efficiency, or allow file 
system cache activity to interfere with Oracle memory usage.

Table 8-3 summarizes VMM tuning parameters for Oracle workloads on AIX. These values 
represent general tuning guidelines that are derived from IBM performance engineering best 
practices. Validate them against workload behavior and system characteristics.

Table 8-3   VMM tuning best practices

Note: This setting is the default in AIX 7.3. 

Note: The additional three-page buffer helps prevent memory allocation conflicts during 
Oracle database startup. 

AIX, Oracle, and storage 
parameter

Best practice value Notes

minfree max (960, (120 × logical 
CPUs) / mem pools)

Example: 10 vCPU × SMT-8 is 
80 logical CPUs.
2 pools > 4800.

maxclient 80 Match the maxperm percentage 
value. Controls the upper 
bound of the Network File 
System (NFS) client cache.

page_steal_method 0 Change from the default value 
of 1 to improve LRU accuracy 
for Oracle SGA workloads.
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8.2.2  CPU architecture considerations

Efficient CPU use on IBM Power requires careful alignment between simultaneous 
multithreading (SMT) settings, virtual processor (VP) behavior, and Oracle workload 
characteristics. Selecting the appropriate SMT mode directly impacts per-thread 
performance, concurrency handling, and overall system throughput. The following guidelines 
summarize observed behavior and best practices based on IBM Advanced Technology Group 
(ATG)2 findings and practical Oracle workload patterns.

SMT mode selection guidelines
The following baseline observations and configuration commands outline the architectural 
impact and typical application environments for each SMT mode. Observed use 
characteristics can vary depending on workload behavior, processor architecture, and system 
configuration.

Configure SMT modes based on the following guidelines:

� SMT-1 

– Observed behavior. Approximately 100% CPU use per thread as reported by nmon

– Use case. Low-concurrency batch workloads with fewer than 50 processes

– Configuration command. smtctl -m off

� SMT-2

– Observed behavior. Approximately 50% CPU use per thread. Demonstrated optimal 
batch completion times

– Use case. Moderate concurrency workloads, including business intelligence, reporting, 
and scheduled batch windows

– Configuration command. smtctl -t 2

vmm_klock_mode 2 (AIX 7.x default) Required when SGA is pinned 
(v_pinshm=1) or Oracle RAC.

maxfree maxfree = minfree + 
min(1024,(max 
(j2_maxPageReadAhead, 
maxpgahead) × logical CPUs / 
memory pools))

Provides extra free-page 
headroom for asynchronous 
page-ahead and prefetch 
bursts in large SMP database 
environments.

minperm% 20 Increase from default 3%. 
Helps ensure that Oracle 
computational pages 
dominate.

maxperm% 80 Reduce from the default value 
of 90% to limit file system 
cache usage from crowding 
the Oracle SG.

AIX, Oracle, and storage 
parameter

Best practice value Notes

2  https://mediacenter.ibm.com/category/Advanced%20Technology%20Group/193233643 
156 The Definitive Guide to IBM Storage FlashSystem and AIX Integration

https://mediacenter.ibm.com/category/Advanced%20Technology%20Group/193233643


� SMT-4

– Observed behavior. Approximately 40% CPU use per thread on IBM Power11

– Use case. General OLTP workloads with fewer than 500 concurrent users

– Configuration command. smtctl -t 4

� SMT-8 

– Observed behavior. Approximately 30% CPU use per thread on IBM Power11, 
indicating potential thread-level constraints at this setting

– Use case. High-concurrency OLTP environments, including Oracle RAC deployments; 
default mode for IBM Power11

– Configuration command. smtctl -t 8

Consider the following best practices:

� A single-threaded Oracle process reporting approximately 30% CPU use in topas_nmon 
within SMT-8 on IBM Power11 is considered thread constrained.

� In such cases, the process might not achieve higher performance regardless of the 
number of available cores.

� If Oracle foreground processes consistently show CPU use at or less than 30% with 
SMT-8, consider the following actions:

– Evaluating a switch to SMT-4 for the affected logical partition (LPAR)

– Using IBM Power11 Maximum Performance Mode to improve per-thread frequency 
use.

Virtual processor folding and Oracle RAC
Efficient VP folding configuration helps ensure optimal CPU use and consistent performance 
across Oracle RAC nodes. The following settings are based on IBM findings and Oracle best 
practices:

� vpm_xvcpus

– Best practice value. 2.

– Description. Maintains two extra VPs unfolded beyond physical demand. Considered 
the minimum for RAC environments.

– Configuration command. schedo -o vpm_xvcpus=2.

� vpm_throughput_mode

– Best practice value. 2 (default on IBM Power11 under AIX 7.3).

– Description. Dynamically adjusted by AIX 7.3 based on detected processor 
architecture to optimize throughput performance.

Note: These guidelines provide a reference framework to balance throughput and 
per-thread performance. Adjust these settings based on your environment and workload 
characteristics.
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� PARALLEL_THREADS_PER_CPU

– Best practice value. 1 (evaluate against default 2).

– Description. Reducing this aspect under SMT-8 prevents Oracle from creating twice the 
CPU_COUNT of parallel worker processes, which can lead to thread contention.

� GCS_SERVER_PROCESSES

– Best practice value. Same value on all RAC nodes.

– Description. Must be identical across all RAC instances to help ensure cluster 
consistency. If nodes have differing vCPU counts, set it manually.

8.2.3  Mutex and library cache contention: Advanced IBM Power11 tuning

Oracle OLTP workloads on IBM Power11 systems can become sensitive to CPU dispatch 
behavior, mutex contention, and library cache synchronization during periods of extreme 
concurrency. These conditions are visible in environments that use large shared SQL areas, 
high parse rates, or Oracle RAC clusters with significant inter-node coordination activity.

IBM Power11 systems provide high aggregate throughput, but Oracle foreground processes 
can still become thread-constrained when excessive synchronization activity occurs within the 
shared pool or library cache. In these situations, increasing CPU resources alone might not 
improve transaction throughput because the workload becomes limited by serialization 
behavior inside Oracle.

Common indicators of contention include the following conditions:

� Elevated library cache with mutex X wait events
� Increased hard-parse activity
� High CPU use with reduced transaction throughput
� Foreground sessions waiting on cursor pin or shared pool synchronization events
� Uneven CPU use across RAC nodes

SMT mode selection can influence these workloads significantly. SMT-8 provides maximum 
aggregate throughput for highly concurrent OLTP environments. However, some 
mutex-sensitive workloads can achieve lower latency and improved foreground response time 
with SMT-4. Fewer hardware threads compete for shared execution resources.

For environments that exhibit sustained mutex or library cache contention, consider the 
following practices:

� Evaluate SMT-4 for latency-sensitive Oracle OLTP workloads.

� Minimize unnecessary hard parsing through cursor reuse.

� Validate shared pool sizes and library cache efficiency.

� Monitor Oracle wait events together with AIX CPU dispatch metrics.

� Avoid excessive parallel execution settings under SMT-8.

� Validate Non-Uniform Memory Access locality and processor affinity behavior on large 
IBM Power11 servers.

Note: These best practices are provided for reference only. Adjust these settings according 
to the environment and workload requirements.
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� Validate inter-node messaging behavior carefully in Oracle RAC environments. Excessive 
synchronization traffic increases CPU dispatch latency during peak workload periods.

� Reduce synchronization impact and improve workload scalability rather than focusing only 
on raw CPU use metrics.

8.2.4  Oracle I/O architecture on IBM Storage FlashSystem with FCM5

Oracle workloads on IBM Storage FlashSystem benefit from the low latency, high parallelism, 
and hardware-assisted efficiency provided by FCM5 technology. However, achieving 
consistent Oracle performance requires proper coordination between Oracle I/O behavior, 
AIX configuration, multipath I/O (MPIO), and storage layout design.

This section outlines the configuration of Automatic Storage Management (ASM) disk groups 
and the optimization of redo log and Log Writer Process operations on IBM Storage 
FlashSystem platforms. It details storage allocation units, MPIO policies, and FCM5 features 
for DATA, REDO, and MGMT disk groups. It also covers best practices for maximizing redo 
log performance and minimizing latency in Oracle environments. Table 8-4 shows the best 
practice configuration parameters.

Table 8-4   Oracle I/O architecture on IBM Storage FlashSystem

ASM 
disk 
group

Contents IBM Storage 
FlashSystem 
platform

Allocation 
unit size 
OLTP

Allocation 
unit size 
IBM Db2 
Data 
Warehouse

Multipath 
policy

FCM5 feature

DATA Data files 
and temp

IBM Storage 
FlashSystem 9600, 
IBM Storage 
FlashSystem 7600, 
and 
IBM Storage 
FlashSystem 5600 
NVMe

4 MB 64 MB Least Pending 
I/O

Hardware 
compression 
3:1-5:1. 
Hardware 
deduplication for 
development 
and test clones.

REDO Redo, 
Archive, 
and Fast 
Recovery 
Area (FRA)

IBM Storage 
FlashSystem 9600, 
IBM Storage 
FlashSystem 7600, 
and IBM Storage 
FlashSystem 5600
NVMe

1 MB 1 MB Round-Robin Oracle redo logs 
are typically not 
compressed 
because of their 
high-entropy 
write patterns. 
FCM5 provides 
inline entropy 
analysis and 
ransomware 
detection 
capabilities 
through the 
IBM FlashCore 
architecture.
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Oracle databases typically generate several concurrent I/O streams with different 
performance characteristics:

� Redo log writes are highly latency-sensitive and require consistent low write latency.

� Data file activity generates mixed random and sequential I/O patterns.

� Oracle Recovery Manager (RMAN) backup and restore operations generate large 
sequential workloads.

� Temporary table space operations can produce burst-oriented I/O activity.

� Oracle RAC environments add inter-node coordination and cache fusion traffic.

Always isolate redo logs from data files, FRA volumes, and backup activity. Dedicated 
IBM Storage FlashSystem volumes and independent I/O paths help maintain predictable 
commit latency during periods of high concurrency.

ASM remains the preferred storage management approach for many large Oracle 
environments because it simplifies striping and redundancy management. However, JFS2 
with concurrent I/O also remains a valid and widely deployed configuration on AIX systems.

When JFS2 is used for Oracle workloads, apply the following practices:

� Enable concurrent I/O for Oracle data files.
� Avoid unnecessary file system cache usage.
� Separate redo logs, archive logs, and backup targets.
� Use scalable VGs for large database environments.
� Validate queue depth and pbuf behavior under concurrency.

FCM5 hardware-assisted compression operates below the Oracle layer and does not require 
host CPU resources. This capability enables high storage efficiency and maintains 
predictable latency characteristics for database workloads.

Oracle backup and recovery operations also benefit from IBM Storage FlashSystem snapshot 
technologies such as FlashCopy and SGC. These technologies can complement RMAN 
workflows by reducing backup windows and accelerating recovery operations.

Validate MPIO and storage area network (SAN) balancing in Oracle RAC environments. 
Ensure that path use remains consistent across all RAC nodes during normal operation and 
failover conditions.

MGMT Server 
Parameter 
File, Oracle 
Cluster 
Registry, 
and voting 
disks

IBM Storage 
FlashSystem 9600 
and 
IBM Storage 
FlashSystem 7600
NVMe

1 MB 1 MB Round-Robin Configure the 
quorum disk 
with high I/O 
priority on 
low-latency 
IBM Storage 
FlashSystem 
storage to help 
maintain 
responsive 
quorum 
operations.

ASM 
disk 
group

Contents IBM Storage 
FlashSystem 
platform

Allocation 
unit size 
OLTP

Allocation 
unit size 
IBM Db2 
Data 
Warehouse

Multipath 
policy

FCM5 feature
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8.2.5  Oracle cyber resilience: IBM Storage FlashSystem Safeguarded Copy 

IBM Storage FlashSystem provides a comprehensive framework for Oracle Cloud 
Infrastructure Cyber Recovery Solution through immutable snapshots, rapid detection, and 
controlled restoration. The following steps outline best practices for safeguarding Oracle 
databases against ransomware and other destructive threats:

� Automated protection

– SGC policies generate immutable Oracle snapshots, including DATA, RECO, and 
MGMT volumes within a consistency group every 15 minutes.

– Dual ransomware processors in FCM5 continuously monitor redo log write entropy to 
detect abnormal activity.

� Detection

– FCM5 identifies ransomware write signatures (entropy spikes) within seconds.

– IBM Storage Insights forwards alerts to Security Information and Event Management 
(SIEM) systems (for example, IBM QRadar or Splunk) within 60 seconds.

� Isolation

– Pre-staged AIX network isolation runbooks remove the Oracle LPAR from the 
production VLAN within 90 seconds.

– IBM Storage FlashSystem volume mapping can independently fence-compromised 
hosts to prevent lateral spread.

� Forensic timeline

– IBM Copy Services Manager (CSM) correlates I/O anomaly timestamps with SGC 
generation times.

– The last clean copy is typically identified within a 4-hour forensic window.

� Clone and validate

– FlashCopy clones from the clean SGC point can be created in under 30 seconds, 
regardless of database size.

– Clones are mounted to an isolated AIX Cyber Vault LPAR.

– RMAN validation helps ensure database integrity. 

� Restoration

– Validated clones are promoted to production.

– Oracle Data Guard resynchronizes automatically.

– Total recovery time objective (RTO) from incident declaration: 1–3 hours for databases 
up to 200 TB on IBM Storage FlashSystem 9600.

� Forensics

– IBM Storage Insights Pro retains a full, tamper-evident I/O audit trail.

– Supports compliance with regulatory requirements, including the General Data 
Protection Regulation (GDPR) 72-hour breach notification timeline.

Note: This blueprint is provided for guidance. Adjust the implementation timelines and 
configurations to match the environment, database size, and recovery objectives.
Chapter 8. Workload-specific blueprints: Oracle, SAP HANA, and IBM Db2 161



8.2.6  Oracle version support matrix, AIX 7.3, and IBM Power11

Table 8-5 summarizes general Oracle Database support considerations for AIX 7.3 and 
IBM Power11.

Table 8-5   Oracle Database support considerations for AIX 7.3 and IBM Power11

Apply the following considerations:

� Always validate Oracle certification status against the Oracle Certification Matrix before 
deployment.

� Use current AIX TLs and SPs for IBM Power11 deployments.

� Validate firmware, MPIO, and SAN interoperability levels carefully in Oracle RAC 
environments.

� Oracle Data Guard configurations validate replication latency and failover behavior with 
production-like workload conditions.

� Large Oracle SGA environments on IBM Power11 servers benefit from AIX 7.3 memory 
management enhancements and 16-MB page support.

Because Oracle certification and support statements can change over time, always verify the 
latest supported combinations through Oracle and IBM support documentation before 
production deployment.

8.3  IBM Db2 on AIX and IBM Storage FlashSystem

IBM Db2 workloads on AIX and IBM Storage FlashSystem require coordinated tuning across 
the database, operating system, SAN, and storage layers. A single component rarely causes 
performance issues. Instead, the interaction of these layers under production workload 
conditions typically creates them.

Db2 workloads are especially sensitive to active log latency, host-side I/O queuing, path 
balance, and recovery behavior. IBM Storage FlashSystem provides low-latency storage 
services, but Db2 can fully benefit from this performance only when the AIX I/O stack, MPIO 
configuration, logical volume (LV) layout, and IBM Storage FlashSystem volume design are 
aligned with the workload profile.

8.3.1  Workload characteristics

Understanding Db2 workload characteristics is essential for designing storage configurations 
that meet performance and recovery requirements. Different Db2 operations generate distinct 
I/O patterns that require specific tuning approaches.

Oracle Database 
release

AIX support IBM Power11 support 
considerations

Notes

Oracle 19c Supported on AIX 7.3 Supported by current 
Oracle certification levels

Long-term support 
release

Oracle 21c Supported on AIX 7.3 Validate Oracle 
certification status

Innovation release

Oracle 23ai Supported on recent 
AIX 7.3 TL levels

Designed to work with the 
latest IBM Power 
Architecture.

AI-integrated Oracle 
release
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Db2 generates several I/O streams with different performance characteristics:

� Active transaction logs are latency-sensitive because commit processing depends directly 
on log write latency.

� Table space and index activity can generate mixed random and sequential I/O.

� BLU column-organized workloads can generate large sequential scan and prefetch 
activity.

� Backup, restore, reorganization, and maintenance operations can create sustained 
background I/O.

� IBM Db2 pureScale® environments add Cluster Caching Facility and inter-member 
coordination considerations.

Design and validate Db2 environments according to expected workload concurrency, 
recovery objectives, and operational activity. Do not rely on isolated storage benchmark 
results.

8.3.2  Storage layout and I/O separation

Separate active transaction logs from table spaces, archive logs, temporary table spaces, and 
backup targets. This separation helps protect commit latency during periods of high activity.

Use dedicated IBM Storage FlashSystem volumes for active logs. Place data, indexes, 
archive logs, backup targets, and temporary table spaces in separate LVs or varied VGs 
where practical. This approach simplifies troubleshooting, improves operational clarity, and 
allows independent monitoring of latency-sensitive and throughput-oriented workloads.

IBM Storage FlashSystem thin provisioning and compression can be used with Db2 
workloads. Implement them in a way that preserves workload isolation and predictable 
recovery behavior. For latency-sensitive transaction logs, consider fully allocated volumes 
when predictable write latency is a primary requirement.

8.3.3  IBM BLU Acceleration and FCM5 architecture

IBM BLU® Acceleration® extends Db2 with column-organized processing for analytical 
workloads. BLU column-organized tables use vector-friendly processing and compression 
techniques to improve scan efficiency, reduce memory footprint, and accelerate analytical 
queries. When BLU data is read from IBM Storage FlashSystem, the storage system’s low 
latency, high parallelism, and hardware-assisted compression can help improve restart, scan, 
and prefetch behavior. Actual performance and data reduction depend on database design, 
data patterns, host configuration, and workload characteristics.
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Table 8-6 shows the features of the BLU Acceleration and FCM5 architecture.

Table 8-6   Db2 BLU acceleration on IBM Power11 and FCM5 

Configuring Db2 BLU table spaces for IBM Storage FlashSystem
Db2 BLU column-organized workloads are optimized for analytical processing and large 
sequential scan operations. Storage throughput, parallelism, and efficient data reduction are 
important design considerations for IBM Storage FlashSystem environments.

Apply the following configuration guidelines:

� Page size. Use 32-KB page sizes for Db2 BLU column-organized table spaces. This 
configuration is a best practice for analytical workloads and large sequential scan 
operations.

� Placement. Place BLU column-organized table spaces in dedicated IBM Storage 
FlashSystem VGs that are separate from row-organized OLTP table spaces to allow 
independent performance monitoring and quality of service (QoS) management.

Db2 component IBM Power11 feature IBM Storage 
FlashSystem FCM5 
feature

Combined value

Db2 BLU 
column-organized 
tables

Vector processing 
capabilities for Db2 
BLU analytical 
workloads

Hardware-assisted 
compression.

Db2 BLU SIMD 
compression and 
IBM Storage 
FlashSystem FCM5 
hardware compression 
operate at different 
layers and can provide 
combined storage 
reduction ratios of 
approximately 3:1 to 
5:1, depending on the 
workload.

Buffer pool Large memory 
capacity and SMT 
support

Ultra-low latency: 
Combines high array 
parallelism with 
ultra-low latency reads 
to maximize 
concurrent database 
thread performance.

Faster buffer pool refill 
compared with slower 
storage tiers.

Db2 page cleaners 
(IBM Db2 Warehouse)

Dynamic CPU 
allocation through 
PowerVM

Write-Burst 
Absorption: Integrated 
FCM5 hardware write 
buffers completely 
isolate the host 
application, absorbing 
intense asynchronous 
database write bursts 
at microsecond-level 
speeds.

Helps reduce 
checkpoint and 
write-back impact.

IBM Easy Tier N/A Keeps BLU 
column-organized 
table data on NVMe, 
and cold row-store on 
the HDD tier.

Helps keep frequently 
accessed data on 
faster media.
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� Compression. Db2 BLU compression and IBM Storage FlashSystem FCM5 
hardware-assisted compression operate independently at different layers of the stack and 
can be used together. Actual storage reduction ratios depend on workload characteristics 
and data patterns.

� PARALLEL_IO_RANGE: Configure PARALLEL_IO_RANGE according to the number of 
IBM Storage FlashSystem volumes that are assigned to the BLU table space containers to 
help Db2 parallel prefetch operations efficiently use available storage bandwidth.

8.3.4  Managing host-side I/O flow control and path management

Within the AIX storage stack, the LVM, queue depth settings, and MPIO configurations all 
influence how Db2 workloads use IBM Storage FlashSystem performance. Evaluate these 
components together because constraints in one layer can affect the efficiency of the entire 
I/O path.

Use file system and I/O configurations optimized for database workloads in Db2 
environments. concurrent I/O or direct I/O help reduce file system cache impact and improve 
performance consistency for high-throughput database activity. Align JFS2 file system 
settings with Db2 best practices and operational requirements when using JFS2 for Db2 
workloads. These settings include concurrent I/O or direct I/O usage, allocation behavior, and 
file system layout.

The AIX LVM layer can become a bottleneck in Db2 environments, particularly when multiple 
LVs and concurrent workloads are active. The pbuf mechanism controls buffering at the VG 
layer and plays an important role in managing concurrent I/O activity. If pbuf resources are 
insufficient, I/O requests can begin queuing within the LVM layer even when the IBM Storage 
FlashSystem array still has available performance capacity.

Queue depth is another important component of host-side I/O flow control. General queue 
depth sizing guidelines and AIX MPIO tuning considerations are described in Chapter 3, 
“Storage area network connectivity and multipath I/O” on page 47”. Validate queue depth 
settings against workload concurrency levels and recovery activity in Db2 environments.

Evaluate queue depth together with the following factors:

� Host bus adapter (HBA) capabilities
� Number of available paths
� Number of active logical devices
� Expected Db2 workload concurrency

Always review pbuf resources, queue depth, and MPIO behavior together. Increasing queue 
depth without sufficient pbuf resources can shift the bottleneck into the LVM layer. Increasing 
pbuf resources without sufficient queue depth can leave available storage performance 
underused.

High-throughput Db2 workloads can also generate sustained sequential read activity through 
prefetch operations. Validate AIX virtual memory behavior carefully during concurrent 
database activity.

Identify the layer where I/O requests queue. Address the actual bottleneck, not just its visible 
symptoms.
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8.3.5  Db2 pureScale considerations

Db2 pureScale environments require careful SAN design and memory configuration to help 
ensure cluster stability, balanced I/O distribution, and optimal performance across all cluster 
members.

For Db2 pureScale on AIX, use a balanced, redundant SAN design:

� Use dual independent SAN fabrics.
� Use single-initiator zoning where practical.
� Balance paths across IBM Storage FlashSystem controllers.
� Avoid large shared zones.
� Keep active logs, temporary table spaces, and hot OLTP data from concentrating on the 

same controller pair.

Configure large pages for large Cluster Caching Facility memory regions where appropriate. 
Large pages can reduce TLB misses, CPU performance, and memory-management 
contention in large Db2 pureScale environments.

8.3.6  Cyber resilience and recovery

IBM Storage FlashSystem SGC can provide immutable point-in-time (PiT) copies of Db2 
volumes. These copies can be used with Db2 recovery procedures to support 
cyber-resilience workflows.

A typical recovery workflow includes the following steps:

1. Detect unusual database or storage behavior by using Db2 monitoring, QRadar, 
IBM Storage Insights, IBM Guardium Insights, or equivalent tools.

2. Isolate the affected AIX LPAR or revoke compromised host access from the 
IBM Storage FlashSystem volumes.

3. Use IBM Storage Insights and IBM Storage FlashSystem anomaly information to help 
identify the time range of suspicious I/O.

4. Identify the last clean SGC point.

5. Create an FlashCopy clone from the clean copy and mount it to an isolated recovery 
LPAR.

6. Validate Db2 consistency by using Db2 tools such as db2dart and application-level 
checks.

7. Promote the validated copy or restore production service according to the recovery plan.

8. Resynchronize Db2 high availability and disaster recovery (HADR) or other replication 
relationships as required.

Recovery time and data-loss exposure depend on snapshot frequency, database size, 
validation procedures, and the organization’s recovery objectives.
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8.3.7  Validation and operational monitoring

Validation is an important aspect of Db2 infrastructure design because many performance 
issues appear only under sustained concurrent workload conditions. A configuration that 
performs well during isolated testing can behave differently when transaction processing, 
backup activity, and recovery operations run simultaneously.

Validate the complete I/O path under production-like conditions before moving a Db2 
environment on AIX and IBM Storage FlashSystem into production. Verify the following 
conditions:

� Active log workloads remain isolated from data and backup activity.
� Host-side I/O flow control remains stable under concurrent workloads.
� The pbuf resources are sufficient for the expected workload profile.
� Queue depth settings support the required level of I/O parallelism.
� Path use remains balanced during normal operation and failover scenarios.

Include backup and restore testing in validation activities. IBM Storage FlashSystem 
snapshot and replication technologies can complement native Db2 backup and rollforward 
procedures and help reduce recovery time during restore operations.

Perform backup and restore validation separately from normal workload testing because 
recovery operations often expose bottlenecks that are not visible during routine transaction 
processing. 

Db2 DPF and Safeguarded Copy considerations: Db2 Database Partitioning Feature 
(DPF) environments can be protected with SGC because SGC is an application-agnostic 
technology that operates at the storage-volume level. To ensure database consistency, all 
storage volumes that belong to the Db2 DPF database should be included in the same 
consistency group so that a consistent point-in-time image is captured across all database 
partitions.

For application-consistent snapshots, database write activity should be suspended before 
the SGC snapshot is created and resumed immediately afterward. This operation can be 
performed by using the following commands:

db2 set write suspend for db

Create the SGC, and then resume database activity:

db2 set write resume for db

In production environments, the write suspend, SGC creation, and write resume sequence 
should be automated whenever possible by using scripts or orchestration tools such as 
IBM Copy Services Manager to help ensure repeatable, application-consistent snapshot 
creation.

As a best practice, periodically restore SGC snapshots in a test environment and verify 
that all database partitions can be activated successfully and that the Db2 instance starts 
and operates correctly. Regular recovery testing helps ensure that recovery points remain 
usable and that recovery procedures are validated before an actual outage or cyber 
incident occurs. 
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Table 8-7 shows operational symptoms and areas to review.

Table 8-7   Operational symptoms and areas to review

Evaluate Db2, AIX, SAN, and IBM Storage FlashSystem behavior collectively rather than 
focusing on a single infrastructure layer.

Analyze indicators such as delayed writes, queue buildup, uneven path use, inconsistent 
response times, or extended restore durations together. Issues that appear at one layer often 
originate elsewhere in the I/O stack.

Treat validation as an ongoing operational process rather than a one-time deployment activity. 
As workloads, application behavior, and data volumes evolve over time, the original tuning 
assumptions and performance characteristics might no longer reflect actual production 
conditions.

8.3.8  Key design principles

Successful Db2 deployments on AIX and IBM Storage FlashSystem require a holistic 
approach that considers the entire infrastructure stack. The following principles summarize 
the most important design best practices for Db2 workloads running on AIX and IBM Storage 
FlashSystem:

� Treat Db2, AIX, and IBM Storage FlashSystem as a single workload stack rather than 
separate components.

� Isolate active transaction logs from table spaces, archive logs, and backup workloads.

� Maintain a simple and consistent storage layout to improve operational clarity and 
troubleshooting.

� Validate pbuf resources, queue depth configuration, and pathing behavior under realistic 
workload conditions.

� Use balanced dual-fabric SAN designs instead of adding unnecessary path complexity.

� Design backup, snapshot, and recovery workflows so that they operate independently 
from production transactional workloads.

� Validate restore and recovery operations separately from normal transactional workload 
testing.

� Monitor Db2, AIX, SAN, and IBM Storage FlashSystem behavior together rather than 
focusing on isolated metrics.

� Tune according to observed bottlenecks and workload behavior rather than static 
parameter targets.

Operational symptom Area to review

Delayed transaction commits Active log layout and log latency

Inconsistent throughput pbuf availability and queue depth

Uneven path use Multipathing configuration

Slow backup or restore operations Workload separation and queue management

Intermittent latency spikes Host-side queue buildup or workload contention

Extended recovery duration Recovery workflow and storage isolation
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A stable Db2 environment requires practical infrastructure design, balanced resource 
allocation, and continuous validation under real workload conditions. Isolated parameter 
tuning alone is insufficient.

8.4  SAP HANA on IBM Power and IBM Storage FlashSystem

The ITIC 2024–2025 Global Server Hardware and Server OS Reliability Report identified 
IBM Power as among the most reliable enterprise server platforms. SAP HANA in-memory 
architecture makes storage primarily responsible for persistence, savepoint absorption, and 
log handling, making IBM Storage FlashSystem FCM5 throughput and low latency directly 
relevant to SAP HANA most demanding I/O patterns.

8.4.1  IBM Power11 for SAP HANA key differentiators

The IBM Power11 platform introduces a new level of performance, resiliency, and operational 
efficiency for SAP HANA environments. Designed to support the most demanding enterprise 
workloads, IBM Power11 delivers advanced memory technologies, extensive scalability, and 
integrated virtualization capabilities that help accelerate data processing, improve system 
availability, and reduce operational complexity and costs.

IBM Power11 builds on the strengths of previous IBM Power generations. It introduces 
enhancements that are beneficial for in-memory database platforms such as SAP HANA. 
These enhancements include improved processor performance, increased memory 
bandwidth and capacity, advanced reliability and serviceability features, and optimized 
virtualization technologies that enable highly efficient resource use.

Table 8-8 on page 170 highlights the key differentiators that make IBM Power11 a compelling 
platform for modern SAP HANA deployments.
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Table 8-8   IBM Power11 for SAP HANA differentiators

8.4.2  SAP HANA I/O profile and IBM Storage FlashSystem FCM5 alignment

Several distinct workload patterns characterize SAP HANA I/O. IBM Storage FlashSystem 
FCM5 addresses each specifically through hardware-accelerated mechanisms without 
affecting host performance on the AIX or Linux HANA host.

IBM Power11 capability IBM offering Client value for SAP HANA

DDR5 Better memory bandwidth 
compared to DDR4 
(IBM Power10)

Faster SAP HANA column store 
access and reduced save point 
I/O stalls

Higher reliable memory 
(DDIMM)

Better reliability versus 
ISDIMMs on x86

IBM Power delivers maximum 
uptime with up to 100× fewer 
security vulnerabilities or lower 
unplanned downtime compared to 
competitive x86 platforms 
(ITIC 2025a)

a. ITIC 2025 Global Server Hardware, Server OS Reliability Report 

Virtual persistent memory Faster SAP HANA startup Dramatically reduces planned 
maintenance windows for SAP 
HANA

Max 32 concurrent HANA 
LPARs (IBM Power E1180)

Up to 32 production HANA 
VMs per server

Improved consolidation 
economics for multi-tenant SAP 
S/4HANA landscapes

SMT-8 (256 cores with 2048 
threads on IBM Power E1180)

Massive concurrent thread 
capacity

Handles thousands of SAP HANA 
OLTP sessions without CPU 
queuing

Max 32 TB SAP HANA LPAR 
(IBM Power E1180)

Single LPAR for the largest 
SAP S/4HANA databases

Eliminates scale-out complexity 
for databases up to 32 TB

Max 128 TB OLTP Scale-Out 
(IBM Power10 or 
IBM Power11)

Certified scale-out support for 
SAP BW/4HANA and SAP 
S/4HANA environments

Largest certified SAP HANA 
OLTP database on any platform

DLPAR memory operations Hot add and remove memory 
to running SAP HANA LPARs

Zero-downtime SAP HANA 
memory sizing changes

Shared processor pools Multiple SAP HANA LPARs 
share CPU with capped 
licensing

Improves ROI and reduces CPU 
license exposure for Oracle and 
SAP HANA workloads

Live Partition Mobility (LPM) Non-disruptive server 
maintenance by allowing SAP 
HANA LPAR migration 
between servers

Lowers costs that are associated 
with planned downtime

Energy (IBM Power E1180 
versus IBM Power E880)

Lower energy for same 
workload

Improved sustainability through 
lower energy consumption for the 
same SAP HANA workload 
throughput
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Table 8-9 highlights the key differentiators for modern SAP HANA deployments.

Table 8-9   SAP HANA I/O profile and FCM5 alignment

HANA I/O type Pattern Frequency FCM5 optimization Target latency

Redo Log 
(/hana/log)

Sequential write
Synchronous

Every transaction Ransomware 
detection monitor log 
entropy.

Less than 1 ms (target 
of less than 0.5 ms per 
SAP sizing 
guidelines).

Savepoint 
(/hana/data)

Large sequential 
write burst 
20-60 GBps

Every 5 min (default) A scaled-out 
IBM Storage 
FlashSystem 9600 
grid uses FCM5 to 
deliver over 120 GBps 
aggregate bandwidth, 
absorbing intense 
database write bursts. 
a

Also, its 
hardware-accelerated 
compression achieves 
up to a 5:1 data 
reduction on analytical 
column-store tables at 
wire speed.

No host-visible stall. 
Intense database write 
bursts are entirely 
absorbed by the 
hardware-accelerated 
FCM5 write buffer at 
wire speed.

Column Store Load 
(cold start)

Large sequential 
read

On SAP HANA 
restart or scale-out 
node addition

The FCM5 
Logical-to-Physical 
Translation tracking 
actively monitors hot 
and cold data blocks, 
and can ensure warm 
column-store 
segments are served 
directly at 
ultra-low-latency 
Single-Level Cell 
speeds.

Less than 30 minutes 
for 10 TB database 
from IBM Storage 
FlashSystem 9600.b

Delta Merge Mixed read/write 
compaction

Background
Periodic

IBM Storage 
FlashSystem QoS 
isolates database 
merge I/O workloads, 
preventing large 
background 
sequential reads from 
stealing critical 
bandwidth from 
low-latency 
transaction redo logs.

No impact on redo 
latency with dedicated 
RECO VG.
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8.4.3  SAP HANA volume layout on IBM Storage FlashSystem

SAP requires strict I/O separation between SAP HANA volumes to prevent savepoint or data 
load activity from delaying log writes. On IBM Storage FlashSystem, this separation is 
enforced at the hardware level through dedicated VGs per host3, as shown in Table 8-10.

Table 8-10   SAP HANA volume layout on IBM Storage FlashSystem

Backup (BACKINT) Sequential write
Sustained

Daily full + frequent 
delta

Dedicated backup VG. 
FCM5 compression 
reduces backup size 
5:1 .

Throughput-optimized. 
Not latency-critical.

SAP HANA System 
Replication (HSR)

Async log shipping Continuous IBM Storage 
FlashSystem PBR 
complements HSR at 
the storage level.

Supports near-zero 
recovery windows with 
an RPO of seconds by 
using HSR ASYNC or 
storage-level 
policy-based 
Asynchronous 
replication. For zero 
data loss, 
configurations 
combine HSR SYNC 
with software-defined 
PBHA to achieve 
RPO=0 across 
metropolitan 
distances.

a. IBM Storage FlashSystem Product Specifications 
b. IBM Storage FlashSystem 9000 family 

HANA I/O type Pattern Frequency FCM5 optimization Target latency

3  https://www.sap.com/documents/2024/03/146274d3-ae7e-0010-bca6-c68f7e60039b.html 

HANA volume /hana/log /hana/data /hana/shared /hana/backup

Purpose Redo log 
(persistence-critical)

Column store data 
(persistence)

Shared binary files
Config

Daily full + delta 
backups

I/O priority CRITICAL: Dedicate VG HIGH: Dedicate VG MEDIUM LOW

IBM Storage 
FlashSystem I/O 
throttling

Priority: High
Guaranteed bandwidth

Priority: High Priority: Normal Priority: Low 
(background)

Minimum size 
(SAP guidance)

3× HANA working 
memory

3-5× HANA memory 
(pre-compressed)

Min 1 TB per host Sized for full DB + 
delta retention

Multipath on AIX Round-Robin Least Pending I/O Round-Robin Round-Robin
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8.4.4  SAP security on IBM Power: Defense in depth

SAP deployments are subject to some of the most stringent compliance requirements in 
enterprise IT. The IBM security architecture for SAP HANA on IBM Power aligns with the 
security principles of the IBM RISE with SAP offering and the SAP Cloud Security Framework 
guidelines, as shown in Table 8-11.

Table 8-11   SAP HANA Security on IBM Power

Security domain Technology IBM Power, AIX, or 
Linux 
implementation

IBM Storage FlashSystem 
FCM5 layer

Identity and access 
management

IBM Security Verify AIX RBAC, Linux 
RBAC, and 
multi-factor 
authentication (MFA) 

Role-based administration 
with separate SGC 
administrator credentials

Threat detection QRadar SIEM, and 
IBM PowerSC 
Endpoint Detection 
and Response

AIX audit framework 
and IBM PowerSC 
Endpoint Detection 
and Response (AIX 
or Linux)

FCM5 ransomware 
processor
IBM Storage Insights Pro 
anomaly alerts

Data encryption at 
rest

Linux Unified Key 
setup, AIX Logical 
Volume Encryption 
with IBM Cloud 
Hyper Protect Crypto 
Services, IBM Key 
Protect, and Platform 
KeyStore integration, 
and SAP HANA 
native encryption

AES-256 JFS2 
volume encryption or 
Linux Unified Key 
setup

FCM5 hardware AES-256 
XTS encryption
Quantum-safe key transport 
(ML-KEM FIPS 203)

Network isolation AIX SEA VLANs and 
Linux network 
namespaces

Separate VLANs for 
SAP HANA 
management, 
production, 
replication, and 
backup

FC zoning per SAP HANA 
host
32-Gb FC dual-fabric

Backup immutability IBM Storage Protect IBM Spectrum 
Protect 

IBM Storage FlashSystem 
SGC provides 
air-gap-equivalent 
protection.
FCM5 technology helps 
prevent host-initiated data 
deletion and ransomware 
impact.

Compliance Sarbanes-Oxley, 
GDPR, Payment 
Card Industry Data 
Security Standard 
(PCI DSS), Basel 
regulatory 
frameworks, and 
similar compliance 
requirements

IBM PowerSC and 
PowerSC MFA 
integration, 
CIS Benchmark 
Level 1 and Level 2 
compliance for AIX, 
and 
OpenSCAP-based 
compliance scanning 
for Linux

FIPS 140-2 Level 2 certified 
encryption
IBM Storage Insights 
tamper-evident audit log
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Chapter 9. Troubleshooting 

Troubleshooting enterprise storage environments requires a structured and methodical 
approach. Performance degradation, connectivity problems, path failures, and configuration 
issues can originate from multiple layers across the infrastructure stack. Effective problem 
determination in IBM Power environments running IBM AIX with IBM Storage FlashSystem 
storage often requires correlating multiple infrastructure components. These components 
include operating system behavior, storage area network (SAN) fabric connectivity, 
multipathing status, virtualization layers, and storage-system events.

IBM Storage FlashSystem and AIX provide extensive diagnostic and monitoring capabilities 
that help administrators identify, isolate, and resolve operational issues quickly. These 
capabilities include AIX error reporting, multipath I/O (MPIO) diagnostics, Fibre Channel (FC) 
path analysis, IBM Storage FlashSystem event logging, performance statistics, and 
cloud-based monitoring tools such as IBM Storage Insights.

This chapter describes commonly encountered operational and performance issues in AIX 
environments that use IBM Storage FlashSystem storage. It also provides practical 
troubleshooting techniques, useful diagnostic commands, and real-world case studies that 
demonstrate how to analyze host-side, SAN, and storage-related problems.

This chapter includes the following sections:

� “The five most common AIX storage errors” on page 176
� “Useful troubleshooting commands” on page 178
� “Common configuration mistakes” on page 192
� “MustGather debug data for performance investigation” on page 198
� “Case studies” on page 202
� “Summary” on page 206

9
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9.1  The five most common AIX storage errors

AIX administrators frequently encounter storage-related errors that can impact system 
availability and performance. Understanding these common error scenarios and their 
resolution paths helps reduce troubleshooting time and minimize service disruption.

Table 9-1 lists common AIX storage-related problem scenarios.

Table 9-1   Common AIX storage-related problem scenarios

Error or symptom Likely cause Solution

Disk operation error
SC_DISK_ERR*

The error code is generic and can 
have several underlying causes. It 
results from IBM Storage 
FlashSystem reporting an error 
condition and sense data to report 
the specific condition.

Check the health and configuration 
of the IBM Storage FlashSystem for 
any recent deviations.a

a. Log an AIX and IBM Storage FlashSystem support ticket for deeper investigation of the cause.

Disk operation error
SC_DISK_PCM_ERR*

� Path failure.
� Path recovery.
� I/O timeout.

� Investigate Fibre Channel 
connectivity (IBM FICON) 
between host and IBM Storage 
FlashSystem. 

� Use lsmpio -aer to check for 
transient error counts to identify 
Small Form-factor Pluggable 
(SFP) or bad cables.

Physical volume (PV) is 
missing
SC_DISK_ERR*

� FC access loss.b

� IBM Storage FlashSystem 
volume is offline.

� The volume was unmapped on
IBM Storage FlashSystem.

� All zones were removed.

b. Access loss can also be caused by known SAN defects. For more information, see IBM Support 
Article 1100067.

� Investigate FIOCON between 
host and IBM Storage 
FlashSystem. 

� Use the lsvdisk and 
lseventlog commands on 
IBM Storage FlashSystem to 
determine whether the volume 
is offline and if an error was 
logged.c

� Review the IBM Storage 
FlashSystem audit log for 
recent configuration changes.

� Review the SAN switch CLI 
history for recent configuration 
changes.

c. Open an IBM Storage FlashSystem support ticket if a volume is offline for an unknown reason.

Reservation conflicts
SC_DISK_ERR*

� reserve_policy=single_path 
in a shared storage 
environment (cluster).

� Clustering software or services 
control coordination of disk 
access, which it cannot do if 
the reservation policy is set 
incorrectly.

Evaluate the requirements for the 
cluster configuration and set the 
reservation policy for shared disks.

Performance 
degradation

For specific examples, see 
Table 9-2.

For specific examples, see 
Table 9-2.
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Table 9-2 lists various performance symptoms and their potential causes.

Table 9-2   Storage performance symptoms

Observed symptom Likely root cause Explanation and what to 
check

High latency on specific 
volumes but not others.

Uneven host-to-target port 
distribution

Some storage FC ports might 
have more host logins. Use 
lsfabric, lstargetportfc, and 
lsportset to verify login 
distribution and rebalance 
zoning if needed.

Intermittent latency spikes 
across multiple logical 
partitions (LPARs).

N_Port ID Virtualization (NPIV) 
shared adapter contention 
(noisy neighbor effect)

Multiple LPARs sharing the 
physical host bus adapter 
(HBA) might compete for 
adapter resources. Check the 
virtual Fibre Channel (vFC) to 
physical port mapping and 
workload concurrency.

Storage appears underused, 
but application latency is high.

Host-side bottleneck (queuing 
or adapter limits)

IBM Storage FlashSystem 
latency is low, but the host 
cannot generate enough 
parallel I/O. Review host 
configuration, queuing 
behavior, and path usage.

High use on a subset of FC 
ports while others are idle.

Zoning or path imbalance Some target ports are heavily 
used and others are not. 
Review zoning and multipath 
configuration to help ensure 
balanced usage.

Active optimized paths are not 
being used equally, resulting in 
reduced input/output 
operations per second (IOPS) 
and bandwidth.

Paths might be in a degraded 
state due to Fabric 
Performance Impact 
Notification (FPIN)

Compare path use by using 
iostat -mdT. Check whether 
lsmpio reports LCn, PCn, or PDg 
states. For physical HBAs, 
check FPIN counts with lsmpio 
-arf. For vFC, check the FPIN 
counts for the vFC in cat 
/proc/sys/adapter/vfc/vfcho
st#/stats on the IBM PowerVM 
server.

No obvious issue at storage 
level, but performance 
complaints persist.

Lack of end-to-end visibility Use monitoring tools such as 
IBM Storage Insights and 
IBM Spectrum Control for full 
visibility.
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9.2  Useful troubleshooting commands

Troubleshooting independently or working with IBM support might require gathering 
information and running targeted diagnostic steps. This section lists useful commands and 
their use cases.

9.2.1  AIX commands

The following AIX commands can help administrators collect system information, validate 
configuration settings, identify connectivity issues, and diagnose performance or operational 
problems. These commands are commonly used during independent troubleshooting and 
gathering diagnostic information for IBM Support.

Listing operating system information
The oslevel command reports the Technology Level (TL) and Service Pack (SP) of the 
operating system by using a subset of all filesets that are installed on the system. These 
filesets include the Base Operating System, base devices, base printers, and X11. 

The oslevel command also prints information about the TL and SP, including which filesets 
are not at a specified TL or SP.

Example 9-1 shows that this system is at base level AIX 7.3 TL 1 SP 1.

Example 9-1   oslevel -s

# oslevel -s
7300-01-01-2246

This information can be used when reviewing AIX lifecycle information. It can also be useful 
when performing interoperability checks on IBM System Storage Interoperation Center 
(SSIC).

Listing partition configuration
The lparstat command lists information about the partition configuration and is useful when 
evaluating the assigned compute resources.

Example 9-2 lists detailed partition information.

Example 9-2   lparstat -i

# lparstat -i
Node Name                                  : c565prodlpr259e1
Partition Name                             : c565prodlpr259e1-149760b6
Partition Number                           : 16
Type                                       : Shared-SMT-8
Mode                                       : Uncapped
Entitled Capacity                          : 1.00
Partition Group-ID                         : 0
Shared Pool ID                             : 0
Online Virtual CPUs                        : 4
Maximum Virtual CPUs                       : 8
Minimum Virtual CPUs                       : 1
Online Memory                              : 32768 MB
Maximum Memory                             : 34816 MB
Minimum Memory                             : 16384 MB
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Variable Capacity Weight                   : 128
Minimum Capacity                           : 0.10
Maximum Capacity                           : 8.00
Capacity Increment                         : 0.01
Maximum Physical CPUs in system            : 60
Active Physical CPUs in system             : 59
Active CPUs in Pool                        : 37
Shared Physical CPUs in system             : 37
Maximum Capacity of Pool                   : 3700
Entitled Capacity of Pool                  : 3300
Unallocated Capacity                       : 0.00
Physical CPU Percentage                    : 25.00%
Unallocated Weight                         : 0
Memory Mode                                : Dedicated
Total I/O Memory Entitlement               : -
Variable Memory Capacity Weight            : -
Memory Pool ID                             : -
Physical Memory in the Pool                : -
Hypervisor Page Size                       : -
Unallocated Variable Memory Capacity Weight: -
Unallocated I/O Memory entitlement         : -
Memory Group ID of LPAR                    : -
Desired Virtual CPUs                       : 4
Desired Memory                             : 32768 MB
Desired Variable Capacity Weight           : 128
Desired Capacity                           : 1.00
Target Memory Expansion Factor             : -
Target Memory Expansion Size               : -
Power Saving Mode                          : Maximum Performance
Sub Processor Mode                         : -

Listing Fibre Channel PCI adapters
The lsslot command lists PCI adapters.

Example 9-3 lists all FC PCI adapters.

Example 9-3   lsslot -c pci

# lsslot -c pci | grep fcs

U78D8.ND0.xxxxxxx-P0-C3-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           fcs2 
fcs3 
U78D8.ND1.xxxxxxx-P0-C3-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           
fcs10 fcs11 
U78D8.ND2.xxxxxxx-P0-C3-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           
fcs18 fcs19 
U78D8.ND3.xxxxxxx-P0-C3-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           
fcs26 fcs27 
U78D8.ND1.xxxxxxx-P0-C4-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           
fcs12 fcs13 
U78D8.ND2.xxxxxxx-P0-C4-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           
fcs20 fcs21 
U78D8.ND3.xxxxxxx-P0-C4-C0  PCI-E capable, Rev 5 16x lane slot with 8x lanes           
fcs28 fcs29
U78D8.ND0.xxxxxxx-P0-C6-C0  PCI-E capable, Rev 4 16x lane slot with 16x lanes          fcs0 
fcs1 
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Listing Virtual Fibre Channel adapters
The lsdev command can be used to list vFC adapters. This information can be used to 
distinguish whether a host is using PCI FC adapters or vFC adapters.

Example 9-4 shows that there are four vFC adapters in this host.

Example 9-4   lsdev -Cc adapter

# lsdev -Cc adapter | grep fcs
fcs0    Available C3-T0 Virtual Fibre Channel Client Adapter
fcs1    Available C4-T0 Virtual Fibre Channel Client Adapter
fcs2    Available C5-T0 Virtual Fibre Channel Client Adapter
fcs3    Available C6-T0 Virtual Fibre Channel Client Adapter

Listing disk devices
The lsdev command can list internal disk devices and MPIO disk devices, as shown in 
Example 9-5.

Example 9-5   lsdev -Cc disk

# lsdev -Cc disk
hdisk0  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk1  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk2  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk3  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk4  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk5  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk6  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk7  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk8  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk9  Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk10 Available C3-T1-01 MPIO IBM 2076 FC Disk
hdisk11 Available C3-T1-01 MPIO IBM 2076 FC Disk

Listing physical volumes
The lspv command shows the relationship between an hdisk and an AIX Logical Volume 
Manager (LVM) volume group (VG), as shown in Example 9-6.

Example 9-6   lspv

# lspv
hdisk0          00c0a188aa8e306f                    None
hdisk1          00c032e18c3ea08c                    rootvg          active
hdisk2          00c032e1ba569d18 book         active
hdisk3          00c032e1ba569e08 book         active
hdisk4          none                                None
hdisk5          none                                None
hdisk6          none                                None
hdisk7          none                                None
hdisk8          none                                None
hdisk9          none                                None
hdisk10         none                                None
hdisk11         none                                None
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AIX error report
The AIX error log is a good place to start when troubleshooting a specific problem. It can 
provide useful details about the timeline and the names of the resources that are affected.

The errpt command in Example 9-7 shows a summary view of the 10 most recent entries.

Example 9-7   errpt

# errpt | head -10
IDENTIFIER TIMESTAMP  T C RESOURCE_NAME  DESCRIPTION
F7FA22C9   0505022126 I O SYSJ2          UNABLE TO ALLOCATE SPACE IN FILE SYSTEM
BFE4C025   0419015626 P H sysplanar0     UNDETERMINED ERROR
DE84C4DB   0414092126 I O ConfigRM       IBM.ConfigRM daemon has started.
A6DF45AA   0414092126 I O RMCdaemon      The daemon is started.
AA8AB241   0414092126 T O OPERATOR       OPERATOR NOTIFICATION
1BA7DF4E   0414092126 P S SRC            SOFTWARE PROGRAM ERROR
CB4A951F   0414092126 I S SRC            SOFTWARE PROGRAM ERROR
CB4A951F   0414092126 I S SRC            SOFTWARE PROGRAM ERROR
1BA7DF4E   0414092126 P S SRC            SOFTWARE PROGRAM ERROR

If more details are required, use errpt -a, as shown in Example 9-8.

Example 9-8   errpt -a | more

LABEL:          J2_FS_FULL
IDENTIFIER:     F7FA22C9

Date/Time:       Tue May  5 02:21:31 CDT 2026
Sequence Number: 4690
Machine Id:      00C032E14B00
Node Id:         c565prodlpr259e1
Class:           O
Type:            INFO
WPAR:            Global
Resource Name:   SYSJ2

Description
UNABLE TO ALLOCATE SPACE IN FILE SYSTEM

Probable Causes
FILE SYSTEM FULL

        Recommended Actions
        INCREASE THE SIZE OF THE ASSOCIATED FILE SYSTEM
        REMOVE UNNECESSARY DATA FROM FILE SYSTEM
        USE FUSER UTILITY TO LOCATE UNLINKED FILES STILL REFERENCED

Detail Data
JFS2 MAJOR/MINOR DEVICE NUMBER
002B 0001
FILE SYSTEM DEVICE AND MOUNT POINT
/dev/book_lv, /book
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Disk statistics
The nmon utility is an interactive tool that can be used to monitor various aspects of system 
performance. The nmon main window, which is shown in Figure 9-1, displays a useful 
summary of the host and hardware details.

Figure 9-1   nmon main window

Several metrics can be selected, as described in the nmon help window in Figure 9-2.

Figure 9-2   nmon help window

Figure 9-3 on page 183 shows an example of interactive monitoring of disk I/O and disk 
adapter statistics in nmon.
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Figure 9-3   Disk I/O and disk adapter statistics in nmon

The iostat command can also monitor disk and path statistics, as shown in Example 9-9. 
This capability is useful when FPIN affects one or more paths, as described in IBM Support 
article 7168452.

Example 9-9   iostat -mdT

# iostat -mdT hdisk2

System configuration: lcpu=32 drives=12 paths=96 vdisks=1

Disks:         % tm_act     Kbps      tps    Kb_read   Kb_wrtn  time
hdisk2            0.0      31.6       0.3      64436  211795820  09:03:00

Paths:         % tm_act     Kbps      tps    Kb_read   Kb_wrtn  time
Path7             0.0       0.0       0.0         30      1024  09:03:00
Path6             0.0       7.9       0.1      16648  53055729  09:03:00
Path5             0.0       7.9       0.1      16611  52851799  09:03:00
Path4             0.0       0.0       0.0         30      1024  09:03:00
Path3             0.0       7.9       0.1      15634  52716040  09:03:00
Path2             0.0       0.0       0.0         30      1024  09:03:00
Path1             0.0       0.0       0.0         30      1024  09:03:00
Path0             0.0       7.9       0.1      15670  53176347  09:03:00

MPIO commands
MPIO commands in AIX can provide useful information about, initiator ports, target ports, 
path states, path error counters, and volume properties on the IBM Storage FlashSystem. 
These commands are essential for diagnosing connectivity issues, validating path health, and 
correlating AIX devices with storage volumes.
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Use the following MPIO commands for troubleshooting:

� List initiator port information to verify worldwide port name (WWPN) and port link state for 
zoning on the fabric, as shown in Example 9-10.

Example 9-10   lsmpio -a

# lsmpio -a
Adapter Driver: fscsi1 -> AIX PCM
    Adapter WWPN:  c050760a73f204da
    Link State:    Up

Adapter Driver: fscsi3 -> AIX PCM
    Adapter WWPN:  c050760a73f204de
    Link State:    Up

Adapter Driver: fscsi0 -> AIX PCM
    Adapter WWPN:  c050760a73f204d8
    Link State:    Up

Adapter Driver: fscsi2 -> AIX PCM
    Adapter WWPN:  c050760a73f204dc
    Link State:    Up

� List path states, path ID, parent adapter, and target port WWPN, as shown in 
Example 9-11. This information can be used to determine the state of a path and to isolate 
an error log entry to a path between a specific initiator and a target port.

Example 9-11   lsmpio -l

# lsmpio -l hdisk2
name    path_id  status   path_status  parent  connection

hdisk2  0        Enabled  Sel,Opt      fscsi0  5005076810165f36,1000000000000
hdisk2  1        Enabled  Non          fscsi0  5005076810155b35,1000000000000
hdisk2  2        Enabled  Non          fscsi1  5005076810255b35,1000000000000
hdisk2  3        Enabled  Sel,Opt      fscsi1  5005076810255f36,1000000000000
hdisk2  4        Enabled  Non          fscsi2  5005076810255b35,1000000000000
hdisk2  5        Enabled  Sel,Opt      fscsi2  5005076810275f36,1000000000000
hdisk2  6        Enabled  Sel,Opt      fscsi3  5005076810185f36,1000000000000
hdisk2  7        Enabled  Non          fscsi3  5005076810265b35,1000000000000

� List adapter error counts between specific initiator and target ports with lsmpio -aer, as 
shown in Example 9-12. This command shows counters for the most recent 10-minute, 
60-minute, and 24-hour period. This command can be used to isolate a problem to an 
initiator port, a target port, or a fabric-wide issue.

Example 9-12   lsmpio -aer

# lsmpio -aer
Adapter Driver: fscsi1 -> AIX PCM
    Adapter WWPN:  c050760a73f204da
    Link State:    Up
    Connection Errors
    Last 10 Minutes:                          0
    Last 60 Minutes:                          0
    Last 24 Hours:                            0
    Total Errors:                             0
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                               Connection Errors
                            Last 10         Last 60         Last 24
                            Minutes         Minutes         Hours
    50050768132600a3              0               0               0
    50050768132600a4              0               0               0
    5005076810255f36              0               0               0
    5005076810255b35              0               0               0

Adapter Driver: fscsi3 -> AIX PCM
    Adapter WWPN:  c050760a73f204de
    Link State:    Up
    Connection Errors
    Last 10 Minutes:                          0
    Last 60 Minutes:                          0
    Last 24 Hours:                            0
    Total Errors:                             0

                               Connection Errors
                            Last 10         Last 60         Last 24
                            Minutes         Minutes         Hours
    50050768135500a3              0               0               0
    50050768135500a4              0               0               0
    5005076810185f36              0               0               0
    5005076810265b35              0               0               0

Adapter Driver: fscsi0 -> AIX PCM
    Adapter WWPN:  c050760a73f204d8
    Link State:    Up
    Connection Errors
    Last 10 Minutes:                          0
    Last 60 Minutes:                          0
    Last 24 Hours:                            0
    Total Errors:                             0

                               Connection Errors
                            Last 10         Last 60         Last 24
                            Minutes         Minutes         Hours
    50050768132500a3              0               0               0
    50050768132500a4              0               0               0
    5005076810165f36              0               0               0
    5005076810155b35              0               0               0

Adapter Driver: fscsi2 -> AIX PCM
    Adapter WWPN:  c050760a73f204dc
    Link State:    Up
    Connection Errors
    Last 10 Minutes:                          0
    Last 60 Minutes:                          0
    Last 24 Hours:                            0
    Total Errors:                             0

                               Connection Errors
                            Last 10         Last 60         Last 24
                            Minutes         Minutes         Hours
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    50050768135600a3              0               0               0
    50050768135600a4              0               0               0
    5005076810255b35              0               0               0
    5005076810275f36              0               0               0

� Query an hdisk for IBM Storage FlashSystem properties, as shown in Example 9-13. 
Capacity, machine type, model number, volume name, system name, and volume serial, 
which are implemented as a Universally Unique Identifier (UUID) to uniquely identify the 
volume. This information simplifies the correlation between an hdisk and an IBM Storage 
FlashSystem volume or system.

Example 9-13   lsmpio -ql hdisk2

# lsmpio -ql hdisk2
Device:  hdisk2
          Vendor Id:  IBM
         Product Id:  2145
           Revision:  0000
           Capacity:  100.00GiB
       Machine Type:  9848
       Model Number:  AG8
         Host Group:  c565prodlpr259e1-149760b6
        Volume Name:  Vol_data_259_1
        System Name:  FORTIFY_FS9200_1
      Volume Serial:  60050768108480EDD800000000002AC2  (Page 83 NAA)

9.2.2  IBM Storage FlashSystem commands

The IBM Storage FlashSystem GUI is the preferred method of managing an IBM Storage 
FlashSystem. The CLI can be useful for getting specific information quickly.

Use the following IBM Storage FlashSystem CLI commands for troubleshooting:

� Display the event log.

The event log can be displayed with the lseventlog command, as shown in Example 9-14. 
This information can be helpful to determine whether an IBM Storage FlashSystem error is 
responsible for a symptom on the host.

Example 9-14   lssventlog -count 5 shows the five most recent events

IBM_FlashSystem:superuser>lseventlog -count 5
sequence_number last_timestamp object_type  object_id object_name               
copy_id status  fixed event_id error_code description
45850           260415025536   vdisk        492       Vol_data_259_9            0       
message no    980446              Virtual Disk Copy Format Completed
45851           260415025536   vdisk        493       Vol_data_259_10           0       
message no    980446              Virtual Disk Copy Format Completed
45854           260429142342   mdisk        0         MDisk11                           
message no    988320              Distributed array mdisk DR synchronize started
45855           260429142347   mdisk        0         MDisk11                           
message no    988321              Distributed array mdisk DR synchronize completed
43800           260501073153   host         0         c565prodlpr164e1-56f265e5         
alert   no    064003   2017       One or more configured hosts are offline
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� Display the audit log.

The catauditlog command displays configuration activity, as shown in Example 9-15. 
This information can be helpful to determine whether an IBM Storage FlashSystem 
configuration change is responsible for a symptom on the host.

Example 9-15   catauditlog -first 5

IBM_FlashSystem:superuser>catauditlog -first 5
audit_seq_no timestamp    cluster_user challenge source_panel target_panel 
ssh_ip_address result res_obj_id action_cmd                                                                                                                                                                                          
origin two_person_integrity_promoted duration_ms partition_name partition_uuid
72495        260429142800 superuser                                        
aaa.bbb.ccc.ddd 0 svctask cheventlog -fix 45813 -gui                                                                                                                                                                  
GUI    no                            22
72496        260429142828 superuser aaa.bbb.ccc.ddd 0                 svctask 
cheventlog -fix 45824 -gui                                                                                                                                                                  
GUI    no                            39
72497        260502010027 superuser              01-1         01-2                        
0                 satask cpfiles -prefix /dumps/svcconfig/svc.config.backup.json 
-source 01-1 01-2                                                                                                                           
no                            0
72498        260505010027 superuser              01-1         01-2                        
0                 satask cpfiles -prefix /dumps/svcconfig/svc.config.backup.json 
-source 01-1 01-2                                                                                                                           
no                            0
72499        260505052303 superuser aaa.bbb.ccc.ddd 0                 svctask 
analyzevdisk 483                                                                                                                                                                            
CLI    no                            5

� Display FC logins from a host.

The lsfabric command displays FC logins from a host, as shown in Example 9-16. This 
information is a useful checkpoint when investigating host path issues.

Example 9-16   lsfabric -host

IBM_FlashSystem:FORTIFY_FS9200_1:superuser>lsfabric -host 
c565prodlpr259e1-149760b6
remote_wwpn      remote_nportid id  node_name local_wwpn       local_port 
local_nportid state  name                      cluster_name type fdmi_host_name 
remote_port_speed local_port_speed
C050760A73F204DE 641248         506 node1     5005076810265B35 6          652401        
active c565prodlpr259e1-149760b6              host                                  
32Gb
C050760A73F204DE 641248         507 node2     5005076810185F36 4          651E01        
active c565prodlpr259e1-149760b6              host                                  
32Gb
C050760A73F204D8 640719         506 node1     5005076810155B35 1          652001        
active c565prodlpr259e1-149760b6              host                                  
32Gb
C050760A73F204D8 640719         507 node2     5005076810165F36 2          651F01        
active c565prodlpr259e1-149760b6              host                                  
32Gb
C050760A73F204DC 633401         506 node1     5005076810255B35 5          652301        
active c565prodlpr259e1-149760b6              host                                  
32Gb
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C050760A73F204DC 633401         507 node2     5005076810275F36 7          652401        
active c565prodlpr259e1-149760b6              host                                  
32Gb
C050760A73F204DA 654901         506 node1     5005076810255B35 5          652301        
active c565prodlpr259e1-149760b6              host                                  
32Gb
C050760A73F204DA 654901         507 node2     5005076810255F36 5          652501        
active c565prodlpr259e1-149760b6              host                                  
32Gb

� List all offline host mappable volumes. The lsvdisk command can be used with filter 
values to display only offline host mappable volumes, as shown in Example 9-17. This 
information can be useful to determine whether the offline condition is on the volume or 
whether it is a connectivity issue.

Example 9-17   lsvdisk -filtervalue host_mappable=yes:status=offline

IBM_FlashSystem:FORTIFY_FS9200_1:superuser>lsvdisk -filtervalue 
host_mappable=yes:status=offline
id  name           IO_group_id IO_group_name status  mdisk_grp_id mdisk_grp_name 
capacity type    FC_id FC_name RC_id RC_name vdisk_UID                        
fc_map_count copy_count fast_write_state se_copy_count RC_change 
compressed_copy_count parent_mdisk_grp_id parent_mdisk_grp_name owner_id 
owner_name formatting encrypt volume_id volume_name    function volume_group_id 
volume_group_name protocol is_snapshot snapshot_count volume_type replication_mode 
is_safeguarded_snapshot safeguarded_snapshot_count restore_in_progress
483 Vol_data_259_1 0           io_grp0       offline 0            NONDRP         
100.00GB striped                             60050768108480EDD800000000002AC2 0            
1          not_empty        1             no        0                     0                   
NONDRP                                    no         no      483       
Vol_data_259_1                                            scsi     no          0                                           
no                      0                          no

Example 9-18 shows the reason for the volume being offline. This example shows that 
using different combinations of commands can help to diagnose problem symptoms.

Example 9-18   VDisk ID 483 offline with a 1865 event

IBM_FlashSystem:FORTIFY_FS9200_1:superuser>lseventlog -count 1
sequence_number last_timestamp object_type  object_id object_name          copy_id 
status  fixed event_id error_code description
45860           260505113924   vdisk        483       Vol_data_259_1       1       
alert   no    060001   1865       Virtual Disk Copy offline due to insufficient 
space

� List WWPNs of physical ports, Small Computer System Interface (SCSI) host ports, and 
Non-Volatile Memory Express (NVMe) host ports. The lstargetportfc command lists 
WWPNs of IBM Storage FlashSystem target ports, including physical FC ports, SCSI host 
ports, and NVMe host port, as shown in Example 9-19. This information is useful for 
verifying available target ports and configuring SAN zoning.

Example 9-19   lstargetportfc

IBM_FlashSystem:superuser>lstargetportfc -filtervalue port_id=1
id WWPN             WWNN             port_id owning_node_id current_node_id 
nportid host_io_permitted virtualized protocol fc_io_port_id portset_count 
host_count active_login_count
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1  5005076810115B35 5005076810005B35 1       506            506             652000  
no                no          scsi     1             0             0          0
2  5005076810155B35 5005076810005B35 1       506            506             652001  
yes               yes         scsi     1             2             35         4
3  5005076810195B35 5005076810005B35 1       506            506             652002  
yes               yes         nvme     1             2             0          0
73 5005076810115F36 5005076810005F36 1       507            507             651F00  
no                no          scsi     1             0             0          0
74 5005076810155F36 5005076810005F36 1       507            507             651F01  
yes               yes         scsi     1             2             35         0
75 5005076810195F36 5005076810005F36 1       507            507             651F02  
yes               yes         nvme     1             2             0          0

� List IO throttles. The lsthrottle command lists I/O throttles. This information can be 
useful to determine whether a throttle is constraining the workload, as shown in 
Example 9-20.

Example 9-20   lsthrottle

IBM_FlashSystem:FORTIFY_FS9200_1:superuser>lsthrottle
throttle_id throttle_name object_id object_name    throttle_type IOPs_limit 
bandwidth_limit_MB
0           throttle0     483       Vol_data_259_1 vdisk         500        100

� List portset information. The lsportset command lists portset information. The output in 
Example 9-21 shows that there are two FC port sets but all 35 hosts are assigned to one 
portset. This information can help identify imbalances in hosts-to-port set assignments.

Example 9-21   lsportset

IBM_FlashSystem:FORTIFY_FS9200_1:superuser>lsportset -filtervalue port_type=fc
id name                   type port_count host_count lossless owner_id owner_name 
port_type is_default state partition_id partition_name auto_zone_enabled 
fabric_auto_zone_capability
5  DPK_FC_TEST_PORT_SET_1 host 2          0          yes                          
fc        no                                           no                no
64 portset64              host 8          35         yes                          
fc        yes                                          no                no

For a complete list of IBM Storage FlashSystem commands, see the CLI reference website.

9.2.3  Troubleshooting common issues

This section describes common issues that might occur when working with VGs on 
IBM Storage FlashSystem in an AIX and IBM PowerHA environment, along with best practice 
diagnostic steps and corrective actions.

Volume group does not vary on
VGs that fail to vary on can prevent access to critical storage resources and impact 
application availability. This issue typically results from quorum problems, stale partitions, or 
PV accessibility issues.
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Symptoms
The varyonvg command fails with error 0516-320:

varyonvg flash_db_vg
# 0516-320: Volume group flash_db_vg cannot be varied on

Complete the following steps to diagnose and resolve this issue:

1. Check the quorum status by running the following command:

lsvg flash_db_vg | grep QUORUM

2. If quorum is enabled and insufficient PVs are available, run the following command:

chvg -Qn flash_db_vg

3. Force varyon (if appropriate) by running the following command:

varyonvg -f flash_db_vg

4. Check for stale partitions by running the following command:

lsvg -l flash_db_vg | grep stale

5. If stale partitions exist, run the following command:

syncvg -v flash_db_vg

6. Verify the PV status by running the following command:

lspv | grep flash_db_vg

All PVs should show an active state.

Poor performance
Performance issues with VGs can result from various factors, including logical track group 
(LTG) configuration, multipath settings, or I/O bottlenecks. Use the following diagnostic and 
resolution steps to identify and address performance problems.

Diagnosis
Complete the following diagnostic steps:

1. Check the maximum request size (LTG-related) by running the following command:

lsvg flash_db_vg | grep "MAX REQUEST"

2. Verify the scalable VG by running the following command:

lsvg flash_db_vg | grep SCALABLE

3. Check the multipath status by running the following command:

lspath -l hdisk10

4. Check I/O activity by running the following command:

iostat -DlT 5

5. Look for sustained high %tm_act values, which can indicate I/O bottlenecks.

 Important: In clustered environments, ensure that the VG is not concurrently accessed 
outside of PowerHA control.
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Resolution
Complete the following resolution steps:

1. If required, adjust the LTG size by running the following command:

chvg -L 512 flash_db_vg

2. Consider striping for high-throughput workloads. 

Re-create logical volumes (LVs) with striping if required (data migration needed).

3. Optimize Enhanced Journaled File System (JFS2) file system settings by running the 
following command:

chfs -a options=rw,cio,noatime /oracle/data

4. Tune AIX I/O parameters by running the following commands:

vmo -p -o maxpgahead=128
ioo -p -o max_aio_reqs=65536

Path failures
Path failures can occur due to physical connectivity issues, HBA problems, or SAN switch 
configuration errors. Identifying and resolving path failures quickly is essential to maintain 
storage availability.

Symptoms
The lspath command shows one or more paths in a Failed state:

lspath -l hdisk10
# Example: Enabled, Enabled, Failed, Failed

Diagnosis and resolution
Complete the following steps to diagnose and resolve path failures:

1. Check the physical connectivity of the following components:

– FC cables
– HBAs
– SAN switch ports

2. Verify the HBA status by running the following command:

lsdev -Cc adapter | grep fcs

3. Reconfigure paths by running the following commands:

rmpath -l hdisk10 -p fscsi0
cfgmgr

4. Verify the recovery by running the following command:

lspath -l hdisk10

All paths should return to the Enabled state.

5. Check for disk-related errors by running the following command:

errpt | grep hdisk10

Important: Performance tuning must be validated against workload characteristics. Avoid 
applying kernel tuning parameters without proper testing.

Best practice: Ensure path redundancy across multiple fabrics to prevent single points of 
failure.
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Volume group metadata issues
VG metadata corruption can prevent AIX from recognizing or accessing a VG. This corruption 
can result from system crashes, storage failures, or configuration errors. Recovery typically 
involves importing or re-creating the VG metadata.

Symptoms
The lsvg command fails with error 0516-304, indicating the VG cannot be found in the Device 
Configuration Database:

lsvg flash_db_vg
# 0516-304: Unable to find volume group flash_db_vg in the Device Configuration 
Database

Recovery
Complete the following recovery steps:

1. Attempt to import the VG by running the following command:

importvg -y flash_db_vg hdisk10

2. If required, re-create the VG descriptor area by running the following command:

recreatevg -y flash_db_vg hdisk10

3. Verify the VG availability by running the following command:

lsvg flash_db_vg

4. Verify LVs by running the following command:

lsvg -l flash_db_vg

5. If required, restore from backup by running the following command:

restvg -f /backup/vgbackup.img

9.3  Common configuration mistakes

This section describes several common mistakes when configuring IBM PowerHA for AIX and 
IBM Storage FlashSystem, along with best practice corrections.

9.3.1  MPIO path configuration errors

MPIO path algorithm configuration directly impacts storage performance and bandwidth use. 
Incorrect algorithm settings can significantly reduce IBM Storage FlashSystem throughput.

Mistake
Not optimizing the MPIO path algorithm at the AIX default setting for IBM Storage 
FlashSystem architecture is a common configuration error.

The AIX default MPIO path algorithm (fail_over) wastes available bandwidth when not tuned 
for IBM Storage FlashSystem active-active architecture.

Important: Always maintain up-to-date VG backups to enable recovery from metadata 
corruption scenarios.
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IBM Storage FlashSystem controllers are fully active-active. Both controllers serve I/O 
simultaneously. The fail_over algorithm wastes half the available bandwidth and does not 
reflect how the array works. The correct algorithm is round_robin or for mixed I/O workloads 
shortest_queue.

Fix
Configure the MPIO path algorithm to use the IBM Storage FlashSystem active-active 
architecture by running the following commands:

chdev -l hdisk# -a algorithm=shortest_queue -P
chdev -l hdisk# -a hcheck_interval=60 -P
chdev -l hdisk# -a hcheck_mode=nonactive -P

Apply this configuration to every shared logical unit number (LUN), including the repository 
disk.

9.3.2  Not setting reserve_policy correctly for concurrent VGs

Disk reservation policies control how multiple nodes access shared storage in clustered 
environments. Incorrect reservation settings can prevent concurrent access and cause cluster 
failures.

Mistake
A common configuration error is using reserve_policy=single_path on shared disks that are 
used by Enhanced Concurrent Volume Groups (ECVGs).

The AIX default disk reservation policy causes the first node to vary on the VG to place a 
SCSI reservation on the disk, which blocks all other nodes from accessing it. This 
configuration breaks concurrent access without generating obvious errors and causes 
resource group failures or I/O errors that are difficult to diagnose.

Fix
Configure the reservation policy to allow concurrent access from multiple nodes. Use the 
following command to set no_reserve on every shared disk

chdev -l hdisk# -a reserve_policy=no_reserve -P

Confirm the setting with the following command:

lsattr -El hdisk#

Complete this configuration before creating the VG. If the VG exists, vary it off first.

9.3.3  Disk discovery inconsistency across nodes

AIX assigns device names dynamically, which can lead to inconsistent disk identification 
across cluster nodes. This inconsistency can cause operational errors if not properly 
managed.

Mistake
A common assumption is that all nodes discover the same physical LUN under the same 
hdisk device name.
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AIX assigns hdiskN names dynamically during cfgmgr. Node A might see a LUN as hdisk3 
and Node B sees it as hdisk7. PowerHA and AIX VGs track disks by physical volume identifier 
(PVID), not device name, so the cluster itself is tolerant of this inconsistency. However, 
scripts, VG definitions, and manual operational procedures can break in subtle ways if this 
inconsistency is not addressed.

Fix
Use consistent disk identification methods across all nodes to avoid device name conflicts.

Always reference disks by PVID or LUN identifier, never by hdisk number, in scripts and 
runbooks. Use the lspv command to cross-check PVIDs across all nodes before creating 
VGs. Use persistent device naming through Object Data Manager (ODM) attributes where 
possible.

9.3.4  Incorrect LUN mapping on the IBM Storage FlashSystem side

The LUN-mapping configuration on IBM Storage FlashSystem affects how AIX nodes 
discover and access shared storage. Inconsistent LUN IDs across nodes can cause 
discovery and access problems.

Mistake
A common configuration error is mapping the shared LUN to hosts individually instead of 
through a Host Cluster object, or by using different LUN IDs per host.

If Node A sees a LUN at ID 5 and Node B sees the same LUN at ID 12, AIX can become 
confused during concurrent vary-on operations. Some older MPIO and Subsystem Device 
Driver Path Control Module (SDDPCM) combinations handle this inconsistency poorly, 
leading to duplicate VG entries or varyonvg failures.

Fix 
Ensure consistent LUN IDs across all cluster nodes by using IBM Storage FlashSystem Host 
Cluster objects.

On IBM Storage FlashSystem, create a Host Cluster object that groups all PowerHA nodes, 
then map volumes to the host cluster, not to individual hosts. This object helps ensure 
consistent LUN IDs across all nodes. Verify with lsmap -all on each node after discovery.

9.3.5  Forgetting to tune the queue depth

Queue depth settings control how many concurrent I/O operations AIX can send to storage 
devices. Default queue depth values severely limit IBM Storage FlashSystem performance.

Mistake
A common oversight is using the AIX disk queue depth at the default value, which severely 
throttles IBM Storage FlashSystem performance.

The AIX disk queue depth default (3 for FC disk devices in prior AIX versions) creates an 
artificial bottleneck. IBM Storage FlashSystem NVMe-based arrays can handle hundreds of 
concurrent I/Os per LUN. A queue depth of 3 makes an IBM Storage FlashSystem perform 
like an HDD array. This configuration is one of the most common and significant tuning 
oversights.
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Fix
Increase the queue_depth to match IBM Storage FlashSystem concurrent I/O capabilities. Set 
the queue_depth using the following command:

chdev -l hdisk# -a queue_depth=32 -P

As a best practice, use 32–64 for IBM Storage FlashSystem shared LUNs under PowerHA, 
though optimal depth depends on your workload. For high-concurrency online transaction 
processing (OLTP) workloads, test with 64. For sequential large-block workloads (such as 
database bulk loads), 32 is sufficient. 

Apply this change across all nodes and confirm it persists across restarts by checking ODM 
with the following command:

lsattr -El hdisk#

9.3.6  Not configuring max_transfer for large block workloads

The max_transfer parameter controls the maximum I/O size AIX can send in a single 
operation. Default values limit throughput for workloads that benefit from large sequential I/O.

Mistake
A common oversight is leaving the AIX max_transfer size at the default value for LUNs 
hosting large sequential I/O workloads.

The AIX max_transfer size default (128 KB) for LUNs hosting large sequential I/O 
(databases, log files, and backups) forces AIX to break large I/Os into many small requests. 
IBM Storage FlashSystem can efficiently handle 1 MB and larger I/Os. The default setting 
increases CPU usage and reduces throughput.

Fix
Increase the max_transfer size to match IBM Storage FlashSystem large I/O capabilities. 
Use the following command to set the max_transfer size:

chdev -l hdisk# -a max_transfer=0x100000 -P

This command sets it to 1 MB (in hexadecimal). For mixed I/O workloads, 512 KB (0x80000) 
is a safer middle ground.

Coordinate this setting with your JFS2 file system block size. Setting max_transfer to 1 MB 
provides no benefit if the file system block size is 4 KB.

9.3.7  JFS2 file system block size mismatch

JFS2 block size affects I/O efficiency and alignment with storage system characteristics. 
Mismatched block sizes can reduce performance and increase internal storage operations.

Mistake 
A common configuration error is creating JFS2 file systems with the default 4-KB block size 
on IBM Storage FlashSystem LUNs that host database data files or large objects.

For database workloads (IBM Db2, Oracle), a 4 KB JFS2 block size creates excessive 
metadata impact and I/O amplification. FlashSystem's 8 KB or larger internal page size 
means misaligned small-block I/Os cause read-modify-write cycles internally on the array.
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Fix
Use the following command to create a JFS2 with a block size that is matched to the 
application requirements:

crfs -v jfs2 -d <lv> -m /data -a bf=true -a bs=4096

For Db2 on IBM Storage FlashSystem, a best practice is a 4 KB JFS2 block size with large file 
support (bf=true). However, if you raw LVs (a best practice for Db2 with DMS containers), this 
best practice is not applicable. For general file workloads, 32 KB or 64 KB block sizes 
dramatically improve sequential throughput.

9.3.8  Repository disk on a shared application LUN

The PowerHA repository disk provides a cluster tie-breaking function during split-brain 
scenarios. Improper placement can compromise cluster availability during storage failures.

Mistake
A common configuration error is placing the repository disk on the same LUN used for 
application data, or carving it from the same IBM Storage FlashSystem VG as application 
data.

Placing the repository disk on the same LUN used for application data, or carving it from the 
same IBM Storage FlashSystem VG as your application data.

The repository disk must be independently accessible even if application LUNs have I/O 
errors or path failures. If it shares a path or controller port with application data, a storage-side 
failure can simultaneously affect both the application and the cluster's tie-breaking 
mechanism, exactly when it is needed most.

Fix
Isolate the repository disk from application data to help ensure independent access during 
failures.

Carve the repository disk from a dedicated small LUN on a separate IBM Storage 
FlashSystem pool, or at minimum a separate RAID group. Map it through the Host Cluster 
object like all other shared LUNs, but keep it storage-isolated from application data.

9.3.9  Not enabling Persistent Reservations awareness

SCSI Persistent Reservations (PR) and AIX no_reserve policy represent different approaches 
to shared disk access control. Mixing these strategies creates conflicts that can prevent I/O 
operations.

Mistake 
A common configuration error is enabling SCSI-3 PR on the IBM Storage FlashSystem host 
mapping when using PowerHA with no_reserve.

Some administrators enable PR on the IBM Storage FlashSystem host object because they 
think that it adds protection. In an PowerHA ECVG configuration that uses no_reserve, this 
configuration creates a conflict. PRs and no_reserve are mutually exclusive strategies. The 
presence of lingering PR keys from a failed node can prevent other nodes from performing 
I/O, and clearing stale PR registrations requires manual IBM Storage FlashSystem 
intervention.
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Fix
Disable SCSI PR on IBM Storage FlashSystem host mappings when using PowerHA ECVGs 
with no_reserve.

For PowerHA ECVGs, disable SCSI PR on the IBM Storage FlashSystem host mapping. If the 
environment requires SCSI PR (for example, for VMware co-existence on the same array), 
isolate those LUNs to separate host objects.

9.3.10  Forgetting ODM persistence: Changes that are lost after restart

AIX stores device configuration in the ODM database. Configuration changes must be 
properly stored in ODM to persist across restarts.

Mistake
Making chdev tuning changes (queue depth, algorithm, reserve policy, or max_transfer) 
without confirming they are written to ODM as permanent attributes.

Temporary chdev changes survive until the next cfgmgr run or restart. On AIX, most disk 
attributes are set in ODM with -P (permanent) flag semantics by default when using chdev on 
a defined device. However, changes that are made in -l (logical) mode do not persist.

Fix
Verify that all tuning changes are permanently stored in ODM to help ensure that they persist 
across restarts.

After every chdev tuning change, verify the changes with the following commands:

lsattr -El hdisk# -a algorithm
lsattr -El hdisk# -a queue_depth
lsattr -El hdisk# -a reserve_policy

If the attribute shows False in the Permanent column, reapply with chdev -P. Build a 
post-boot script or AIX inittab entry that validates and reapplies these settings as a safety 
net.

9.3.11  Not accounting for IBM Storage FlashSystem thin-provisioning 
overcommit

Thin provisioning allows creating volumes larger than available physical capacity. Without 
proper monitoring, physical pool exhaustion can cause unexpected I/O failures.

Mistake
A common oversight is creating large thin-provisioned volumes on IBM Storage FlashSystem 
and not monitoring actual used capacity at the array level, leading to silent I/O failures when 
the physical pool runs out of space.

When an IBM Storage FlashSystem pool exhausts physical capacity, thin-provisioned 
volumes begin returning I/O errors. These errors are not graceful out-of-space errors that AIX 
and JFS2 handle cleanly, but hard I/O errors that can corrupt VGs or crash applications. 
PowerHA does not have native visibility into this condition.
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Fix
Configure IBM Storage FlashSystem pool capacity thresholds and monitoring to prevent pool 
exhaustion. As a best practice, send an alert at 70% and again at 85%. Also set the 
IBM Storage FlashSystem volume to use warning mode rather than offline mode for 
overallocation. This configuration gives a narrow window to react. Monitor pool usage 
independently of AIX-level disk monitoring.

9.3.12  Mismatched HBA driver and firmware levels

Storage infrastructure components must maintain compatible firmware and driver versions. 
Version mismatches can cause connectivity problems and unexpected failover events.

Mistake
A common oversight is upgrading IBM Storage FlashSystem firmware without checking AIX 
HBA driver and firmware compatibility, or vice versa.

IBM Storage FlashSystem firmware updates frequently require corresponding updates to the 
FC HBA firmware and AIX lpfc or fnic driver. A firmware mismatch can cause intermittent 
path resets, SCSI failures, or complete path loss. PowerHA might interpret these conditions 
as a node failure and trigger unnecessary failover operations.

Fix
Verify complete environment stack compatibility before performing firmware updates.

Before performing any IBM Storage FlashSystem firmware update, consult the SSIC to verify 
that the complete environment stack is supported, including IBM Storage FlashSystem 
firmware, SAN switch firmware, HBA firmware, and AIX driver levels. Ensure that all 
components are running validated interoperability combinations.

Maintain a tested rollback plan for HBA firmware updates because applying HBA firmware 
changes typically requires a system restart.

9.4  MustGather debug data for performance investigation

The first step in troubleshooting performance problems is to collect the correct logs. 
Performance problems can be related to multiple reasons, so isolate the problem before 
collecting diagnostic data. The starting point is to determine whether it is a hardware-related 
or software-related problem. 

For suspected hardware-related problems, such as memory, CPU, or I/O adapter issues, 
collect pedbg logs (preferably pedbg -c -q4), as documented in IBM Support HMC Enhanced 
View: Collecting PEDBG from the HMC. 

If the problem is software-related, see the AIX MustGather: System Performance Analysis 
website to collect data.

Note: Misconfigurations that are related to reserve policy, queue depth, and ODM 
persistence are among the most common issues that are encountered in real-world 
deployments. These problems often remain unnoticed until a failure occurs under load or 
during a failover event. Correctly configuring these settings from the beginning can prevent 
significant troubleshooting effort and improve overall cluster stability and resiliency.
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For instructions about how to collect the AIX snap file, see the AIX snap website.

9.4.1  Finding the bottleneck

Start by measuring overall system behavior, primarily CPU usage, and memory usage. Use 
tools such as vmstat, iostat, top, and ps, for initial diagnosis.

9.4.2  Performance troubleshooting for IBM Java on AIX

Use the following troubleshooting approaches for IBM Java performance issues on AIX 
systems:

� Enable verbose garbage collection (-verbose:gc) to monitor garbage collection behavior.

� Generate Java cores (kill -3) and system dumps during issues.

� Use IBM Monitoring and Diagnostic Tools for profiling CPU and method usage.

9.4.3  Performance troubleshooting for IBM Storage FlashSystem

To effectively monitor, troubleshoot, and optimize IBM Storage FlashSystem performance, 
collect a comprehensive set of key metrics, statistics, and supporting data. This information is 
collected through questionnaires and debug data collections.

Core performance metrics
The following metrics are foundational for evaluating any workload:

� Latency (Response Time). Time delay for I/O requests (ms or µs). Critical for overall user 
experience.

� IOPS. Read and write operations per second. Higher is better, but pair with latency.

� Throughput (MBps). Data transfer rate. Especially important for large block and streaming 
workloads.

� I/O Transfer Size (Block Size). Size of individual I/Os (KB). Relates these metrics through 
MBps = IOPS × Block Size / 1024.

� Read/Write Ratio. Percentage of read compared to writes (for example, read-intensive 
compared to write-intensive).

� Read Cache Hits. Percentage of reads served from DRAM cache (higher = lower latency).

� CPU Usage. Percentage of use on storage controller nodes (watch for sustained high 
use).

� Write Efficiency, Dirty Writes, and Block Overwrites. For write-heavy workloads, indicates 
how often blocks are overwritten before destaging (impacts cache performance).

� Workload Context. Monitor upper cache (volume cache (VC)) and lower cache (volume 
copy cache (VCC)) separately. Here are some examples:

– High VC destage latency with low VCC destage latency indicates an issue before back 
end.

– High VCC destage latency indicates a back-end, RAID, or drive issue.
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What data to collect and how
Effective troubleshooting requires collecting accurate diagnostic information from both the 
AIX hosts and the IBM Storage FlashSystem environment. IBM Storage FlashSystem 
provides several built-in monitoring and diagnostic tools that can help administrators identify 
performance bottlenecks, connectivity issues, configuration problems, and hardware-related 
events. The following sections summarize commonly used tools and commands that are 
useful for real-time analysis and short-term performance investigation.

Onboard and built-in tools (real-time + short-term)
IBM Storage FlashSystem provides several onboard tools and interfaces that can be used for 
real-time monitoring and short-term performance analysis. These tools help administrators 
identify performance bottlenecks, connectivity issues, hardware problems, and workload 
imbalances during troubleshooting activities. 

Use the following tools for real-time monitoring and analysis:

� CLI commands. Commands such as lsnodestats, lsnodecanisterstats, lssystemstats, 
and lsportstats provide detailed node, canister, system, and port statistics (IOPS, 
latency, bandwidth, errors). Latency granularity improved in Version 8.5 and later.

� The IBM Storage FlashSystem management GUI. The IBM Storage FlashSystem 
management GUI provides integrated dashboards and monitoring views that you can 
access by selecting Monitoring → Performance Statistics. These views allow 
administrators to analyze workload behavior and system use over multiple time ranges.

The GUI provides statistics for the following components:

– System and node performance
– IOPS
– Bandwidth
– Latency
– Use
– Volume and MDisk performance
– Protocol statistics
– FC
– iSCSI
– NVMe
– CPU use

Performance views support multiple time granularities, including seconds, minutes, hours, 
and days. Starting with IBM Storage Virtualize 8.7.0, performance history retention can 
extend up to 60 days.

� Performance statistics files, which are formatted as XML. Cumulative counters from the 
system can be collected with a support package.

� Performance statistics files, which are formatted as XML.

Extra data for comprehensive analysis
Effective troubleshooting often requires correlating storage statistics with workload behavior 
and host-side metrics. The following information can help provide a complete operational 
view:

� Workload characterization

– Small-block database workloads

– Large-block file-serving workloads

– VMware ESXi environments

� Cache behavior and prefetch efficiency
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� Port and connectivity statistics

– lsportstats error counters

– Transfer statistics

– SFP diagnostics

– Physical connectivity issues

� Cache and storage efficiency metrics

– Cache use

– RAID activity

– IBM Easy Tier statistics

– Compression and deduplication efficiency

� Historical baselines

– Comparison against normal workload behavior

– Detection of anomalies and workload changes

� Host-side statistics

– Multipathing information

– Host CPU use

– I/O queue behavior

– Asymmetric Logical Unit Access (ALUA) and path-selection policies

� Snapshot and replication activity

– Replication workload effects

– Snapshot impact

– Pauseless snapshot behavior in IBM Storage Virtualize 8.7.0 and later

� System dumps and support packages

– Diagnostic dumps

– Support package collections

– Event and error logs 

Best practices for data collection
The following best practices can help improve troubleshooting efficiency and analysis 
accuracy:

� Combine real-time and historical analysis: Use onboard GUI and CLI tools for immediate 
troubleshooting and IBM Storage Insights or IBM Spectrum Control for historical trends, 
alerts, and predictive analysis.

� Collect data consistently: Use short collection intervals for real-time troubleshooting and 
continuous monitoring for long-term trend analysis.

� Establish workload baselines: Capture normal workload behavior and configure alerts for 
deviations, such as sustained high latency, excessive CPU use, or reduced cache 
efficiency.

� Correlate multiple metrics: Analyze IOPS, latency, block size, read/write ratios, bandwidth, 
and cache statistics together. Individual metrics that are viewed in isolation can produce 
misleading conclusions.

� Integrate with external analysis tools: Export XML performance statistics when extra 
third-party analysis or long-term archival is required.
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Collecting this data enables workload characterization, bottleneck identification (host, 
network, cache, back-end drives or RAID), optimization (volume placement, multipathing, and 
IBM Easy Tier), and proactive maintenance. 

9.5  Case studies

The following case studies illustrate common connectivity, performance, and operational 
issues that can occur in IBM Storage FlashSystem SAN environments, together with typical 
symptoms and troubleshooting considerations.

9.5.1  Intermittent path loss

This scenario illustrates intermittent path instability and timeout behavior occurring across 
multiple hosts that are attached to the same IBM Storage FlashSystem storage system.

Problem statement
Multiple hdisks report intermittent path failures and subsequent path recoveries across 
different path IDs. The affected disks also report SCSI command timeouts. The errors occur 
intermittently and do not always appear during the same time periods. Similar symptoms are 
observed on multiple hosts that are connected to the same IBM Storage FlashSystem 
storage system.

Analysis
The AIX error log and MPIO status reveal the scope and pattern of path failures.

AIX error log
Example 9-22 shows path failures and command timeouts on path ID 5 on hdisk4, path ID 15 
on hdisk 5, and path ID 7 on hdisk6.

Example 9-22   AIX errorlog

Jan  9 10:17:21 hdisk4    I SC_DISK_PCM_ERR9    path  5 path failure
Jan  9 10:17:21 hdisk5    I SC_DISK_PCM_ERR9    path 15 path failure
Jan  9 10:17:20 hdisk6    I SC_DISK_PCM_ERR9    path  7 path failure
.
Jan  9 10:17:05 hdisk4     T SC_DISK_ERR4        path  5 cmd  failure     READ(10)         
(35AA84A0,0010) command timeout [service_time 38.6 seconds]
Jan  9 10:17:05 hdisk1411  T SC_DISK_ERR4        path  5 cmd  failure     READ(10)         
(34E43110,0010) command timeout [service_time 38.5 seconds]
Jan  9 10:17:05 hdisk1347  T SC_DISK_ERR4        path  5 cmd  failure     READ(10)         
(246CD610,0010) command timeout [service_time 38.4 
seconds]

Example 9-23 on page 203 shows the lsmpio output for the affected hdisks.

Tip: Use the IBM AIX Diagnostic Tool summ to decode sense data for I/O errors, as 
described at the IBM Support website.
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Example 9-23   lsmpio output

hdisk4  0        Enabled  Sel,Opt      fscsi0  500507681089aaab,11000000000000
hdisk4  1        Enabled  Non          fscsi0  500507681089aaaa,11000000000000
hdisk4  2        Enabled  Sel,Opt      fscsi1  50050768108aaaab,11000000000000
hdisk4  3        Enabled  Non          fscsi1  50050768108aaaaa,11000000000000
hdisk4  4        Enabled  Sel,Opt      fscsi2  50050768108baaab,11000000000000
hdisk4  5        Enabled  Non          fscsi2  50050768108baaaa,11000000000000 <<
hdisk4  6        Enabled  Sel,Opt      fscsi3  50050768108caaab,11000000000000
hdisk4  7        Enabled  Non          fscsi3  50050768108caaaa,11000000000000

hdisk5   8        Enabled  Sel,Opt      fscsi0  50050768108aaaab,5a000000000000
hdisk5   9        Enabled  Non          fscsi0  50050768108aaaaa,5a000000000000
hdisk5   10       Enabled  Sel,Opt      fscsi1  500507681089aaab,5a000000000000
hdisk5   11       Enabled  Non          fscsi1  500507681089aaaa,5a000000000000
hdisk5   12       Enabled  Sel,Opt      fscsi2  50050768108caaab,5a000000000000
hdisk5   13       Enabled  Non          fscsi2  50050768108caaaa,5a000000000000
hdisk5   14       Enabled  Sel,Opt      fscsi3  50050768108baaab,5a000000000000
hdisk5   15       Enabled  Non          fscsi3  50050768108baaaa,5a000000000000 <<

hdisk6  0        Enabled  Non          fscsi0  50050768108aaaab,27000000000000
hdisk6  1        Enabled  Sel,Opt      fscsi0  50050768108aaaaa,27000000000000
hdisk6  2        Enabled  Non          fscsi1  500507681089aaab,27000000000000
hdisk6  3        Enabled  Sel,Opt      fscsi1  500507681089aaaa,27000000000000
hdisk6  4        Enabled  Non          fscsi2  50050768108caaab,27000000000000
hdisk6  5        Enabled  Sel,Opt      fscsi2  50050768108caaaa,27000000000000
hdisk6  6        Enabled  Non          fscsi3  50050768108baaab,27000000000000
hdisk6  7        Enabled  Sel,Opt      fscsi3  50050768108baaaa,27000000000000 <<

The lsmpio -aer output in Example 9-24 shows 2 host ports with logins to target port 
50050768108baaaa. Both host ports have logins to multiple target ports. However, they only 
have nonzero error counts for WWPN 50050768108baaaa.

Example 9-24   lsmpio -aer

Adapter Driver: fscsi2 -> AIX PCM
    Adapter WWPN:  100000xxxxxxxxx1
    Link State:    Up
    Connection Errors
    Last 10 Minutes:                          0
    Last 60 Minutes:                          0
    Last 24 Hours:                           15
    Total Errors:                            75
    PCM does not report connection errors

                               Connection Errors
                            Last 10         Last 60         Last 24         
                            Minutes         Minutes         Hours           
    50050768108baaab              0               0               0
    50050768108baaaa              0               0              15
    50050768108baaac              0               0               0
    50050768108baaad              0               0               0

Note: Even though the path IDs are different, the target WWPN is the same in all three 
cases (50050768108baaaa).
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Adapter Driver: fscsi3 -> AIX PCM
    Adapter WWPN:  100000xxxxxxxxx2
    Link State:    Up
    Connection Errors
    Last 10 Minutes:                          0
    Last 60 Minutes:                          0
    Last 24 Hours:                           51
    Total Errors:                           370
    PCM does not report connection errors

                               Connection Errors
                            Last 10         Last 60         Last 24         
                            Minutes         Minutes         Hours           
    50050768108baaab              0               0               0
    50050768108baaaa              0               0              51
    50050768108baaac              0               0               0
    50050768108baaad              0               0               0

IBM Spectrum Control
Performance statistics show cyclic redundancy check errors that are reported against the 
physical port that is associated with IBM Storage FlashSystem host WWPN 
50050768108baaaa.

Suggested actions
Complete the following actions to resolve the issue:

� Investigate the FC link between the IBM Storage FlashSystem port and the switch port.
� Check SFP power levels on the IBM Storage FlashSystem port and the switch port.
� Check for port link integrity errors.
� Replace FC cable and SFP transceivers at both ends.

9.5.2  Reduced bandwidth on paths due to FPIN

This case study describes a SAN environment in which FPIN events contribute to inconsistent 
path performance, variable latency, and uneven I/O distribution across multiple storage paths.

Problem statement
Multiple hdisks report inconsistent bandwidth, IOPS, and latency across available SAN paths. 
Some paths appear underutilized and others carry a disproportionate amount of I/O traffic, 
resulting in imbalanced path use and reduced overall performance.

Analysis
Analyzing I/O statistics and multipath status helps identify performance imbalances across 
storage paths. The following diagnostic information reveals uneven bandwidth distribution.

iostat
The output of iostat -mdT in Example 9-25 on page 205 shows that all active optimized paths 
for hdisk0 are being used. However, path IDs 0 and 2 are handling approximately half the 
read and write bandwidth compared to path IDs 4 and 6.
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Example 9-25   iostat -mdT

# iostat -mdT hdisk0
System configuration: lcpu=8 drives=11 paths=61 vdisks=1
Disks:         % tm_act     Kbps      tps    Kb_read   Kb_wrtn  time
hdisk0            0.0       5.2       1.3   44526388  66529060  11:24:09
Paths:         % tm_act     Kbps      tps    Kb_read   Kb_wrtn  time
Path7             0.0       0.0       0.0          6         0  11:24:09
Path6             0.0       1.7       0.4   14593794  21814376  11:24:09
Path5             0.0       0.0       0.0          6         0  11:24:09
Path4             0.0       1.7       0.4   14593794  21814376  11:24:09
Path3             0.0       0.0       0.0          6         0  11:24:09
Path2             0.0       0.9       0.2    7673030  11446424  11:24:09 <<
Path1             0.0       0.0       0.0          6         0  11:24:09
Path0             0.0       0.9       0.2    7665286  11454012  11:24:09 <<

lsmpio
The lsmpio output in Example 9-26 shows that active optimized path IDs 0 and 2 are active 
but are reporting an LCn state.

Example 9-26   lsmpio

# lsmpio -l hdisk0
name    path_id  status   path_status  parent  connection
hdisk0  0        Enabled  Sel,Opt,LCn  fscsi0  xxxxxxxxx21139c2,0
hdisk0  1        Enabled  Non,LCn      fscsi0  xxxxxxxxx21139c3,0
hdisk0  2        Enabled  Sel,Opt,LCn  fscsi0  xxxxxxxxx22139c2,0
hdisk0  3        Enabled  Non,LCn      fscsi0  xxxxxxxxx22139c3,0
hdisk0  4        Enabled  Sel,Opt      fscsi1  xxxxxxxxx21139c2,0
hdisk0  5        Enabled  Non          fscsi1  xxxxxxxxx21139c3,0
hdisk0  6        Enabled  Sel,Opt      fscsi1  xxxxxxxxx22139c2,0
hdisk0  7        Enabled  Non          fscsi1  xxxxxxxxx22139c3,0

The main page of lsmpio provides the following description:

Indicates that the link that is associated with the AIX adapter is congested 
because large amount of data is being sent to or from the AIX adapter. The PCM 
avoids such MPIO disk paths if other MPIO disk paths without the link congestion 
are available. The PCM automatically clears the LCn state if the SAN fabric does 
not report any recent link congestion events.

This LCn state functions as designed when FPIN is enabled on the FC switches and on the 
specific ports to which the hosts are attached.

When this feature is enabled, the hosts register for notifications. The switch sends a 
notification when it detects a congestion scenario and the host acts to reduce the use of the 
affected paths.

FPIN support in AIX is described in more detail in FPIN Support Requirements and Key 
Considerations for AIX and PowerVM Virtual I/O Server. 

Note: Even though this proactive behavior reduces bandwidth and IOPS, it is less severe 
than allowing the host to overuse the ports. This behavior would manifest as slow drain 
behavior, which might potentially have a wider impact. For a detailed description of slow 
drain behavior, see the IBM Support website.
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The output of lsmpio -arf in Example 9-27 shows the current FPIN state and recent 
statistics.

Example 9-27   lsmpio -arf

# lsmpio -arf
Adapter Driver: fscsi0 -> AIX PCM
    Adapter WWPN:  c050xxxxxxxxxxx0
    FPIN STATE:    LCn
    FPIN Errors
    Last 10 Minutes:                          11
    Last 60 Minutes:                          11
    Last 24 Hours:                            11
    Total Adapter Errs:                       11
                               FPIN Errors
                            Last 10     Last 60     Last 24     Total Peer  FPIN 
STATE
                            Minutes     Minutes     Hours       Errs
    xxxxxxxxx21139c2          5           5           5           5          PCn
    xxxxxxxxx21139c3          0           0           0           0          CLEAR
    xxxxxxxxx22139c2          6           6           6           6          PCn
    xxxxxxxxx22139c3          0           0           0           0          CLEAR

Suggested actions
Complete the following actions to address FPIN-related path congestion:

� Assess the workload on the host and implement AIX I/O pacing.

� Concurrent batch workloads can potentially be causing high port use. Assess whether it is 
possible to adjust the scheduling to avoid high use.

� Check for speed mismatches between host and storage ports.

� Assess whether it is feasible to add more FC ports/adapters.

� Assess whether it is feasible to replace the existing adapters with higher bandwidth 
adapters.

9.6  Summary

This chapter provided troubleshooting guidance and diagnostic techniques for 
IBM Storage FlashSystem environments that are connected to AIX systems. It reviewed 
common storage-related issues, including path failures, performance bottlenecks, 
connectivity problems, and multipathing anomalies.

The chapter also introduced useful AIX and IBM Storage FlashSystem diagnostic commands, 
performance monitoring tools, and MustGather data collection procedures. These tools assist 
with problem determination and performance analysis. Real-world case studies demonstrated 
how to identify and resolve common operational issues in SAN and storage environments. By 
applying these troubleshooting methodologies and best practices, administrators can improve 
operational stability, accelerate issue resolution, and maintain reliable enterprise storage 
services.
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ronyms
AES Advanced Encryption Standard

AIXPCM AIX Path Control Module

ALUA Asymmetric Logical Unit Access

ASM Automatic Storage Management

CDM Copy Data Management

CFU Concurrent Firmware Upgrade

CSM IBM Copy Services Manager

DMA direct memory access

DORA Digital Operational Resilience Act

DR disaster recovery

DRAID distributed RAID

DRAID 6 distributed RAID 6

DRP Data Reduction Pool

DSO Dynamic System Optimizer

ECVG Enhanced Concurrent Volume 
Group

FC Fibre Channel

FCM IBM FlashCore Module

FPGA field-programmable gate array

FPIN Fabric Performance Impact 
Notification

FRA Fast Recovery Area

GDPR General Data Protection Regulation

GKLM IBM Guardium Key Lifecycle 
Manager

GM Global Mirror

GMCV Global Mirror with Change Volumes

HACMP High Availability Cluster 
Multiprocessing

HADR high availability and disaster 
recovery

HBA host bus adapter

HIPAA Health Insurance Portability and 
Accountability Act

HMC Hardware Management Console

HPC high-performance computing

HSR SAP HANA System Replication

IOPS input/output operations per second

ISL inter-switch link

ISST Integrated Software Systems Test

ITIL Information Technology 
Infrastructure Library

Abbreviations and ac
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JFS Journaled File System

JFS2 Enhanced Journaled File System

LKU Live Kernel Update

LPAR logical partition

LPM Live Partition Mobility

LTG logical track group

LUN logical unit number

LV logical volume

LVM Logical Volume Manager

MFA multi-factor authentication

MLM machine learning model

MM Metro Mirror

MPIO multipath I/O

MPSS Multiple Page Size Support

NFS Network File System

NIS2 Network and Information Security 
Directive 2

NPIV N_Port ID Virtualization

NSD network shared disk

NVMe Non-Volatile Memory Express

OLTP online transaction processing

PBHA policy-based high availability

PBR policy-based replication

PCI DSS Payment Card Industry Data 
Security Standard

PCM Path Control Module

PiT point-in-time

PR Persistent Reservations

PV physical volume

PVID physical volume identifier

QoS quality of service

RAC Real Application Cluster

RBAC role-based access control

RMAN Oracle Recovery Manager

RPO recovery point objective

RTO recovery time objective

SAN storage area network

SCSI Small Computer System Interface

SDDPCM Subsystem Device Driver Path 
Control Module

SEA Shared Ethernet Adapter
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SFP Small Form-factor Pluggable

SGA System Global Area

SGC Safeguarded Copy

SIEM Security Information and Event 
Management

SLA service-level agreement

SMT simultaneous multithreading

SP Service Pack

SRA IBM Storage Virtualize Family 
Storage Replication Adapter

SRM Site Recovery Manager

SSIC IBM System Storage Interoperation 
Center

SSP Shared Storage Pool

SVC IBM SAN Volume Controller

TL Technology Level

TLB translation lookaside buffer

TPI Two-Person Integrity

VC volume cache

VCC volume copy cache

vFC virtual Fibre Channel

VG volume group

VIOS Virtual I/O Server

VLR VMware Live Recovery

VMM Virtual Memory Manager

VMRM VM Recovery Manager

VP virtual processor

vSCSI virtual Small Computer System 
Interface

vVol VMware vSphere Virtual Volume

WORM write once, read many

WWPN worldwide port name

ZTEA Zero Trust Execution
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Related publications

The publications that are listed in this section are considered suitable for a more detailed 
description of the topics that are covered in this book.

IBM Redbooks

The following IBM Redbooks publications provide additional information about the topics in 
this document. Some publications that are referenced in this list might be available in softcopy 
only. 

� Cyber Resiliency with IBM Storage Sentinel and IBM Storage Safeguarded Copy, 
SG24-8541

� Data Resiliency Designs: A Deep Dive into IBM Storage Safeguarded Snapshots, 
REDP-5737

� IBM FlashCore Module Product Guide: FlashCore Evolution and Enhancements in 5th 
Generation FlashCore Modules, REDP-5725

� Policy-Based Replication, Policy-Based High Availability, and 3-Site Replication for IBM 
Storage FlashSystem, SG24-8569

� Supercharge Your IBM Storage FlashSystem: Performance Tips and Tricks, SG24-8585

You can search for, view, download, or order these documents and other Redbooks, 
Redpapers, web docs, drafts, and additional materials at the following website: 

ibm.com/redbooks

Help from IBM

IBM Support and downloads

ibm.com/support

Services from IBM Consulting

ibm.com/services

IBM Training

ibm.com/training
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