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Overview of IBM i Migrate While
Active

This chapter introduces IBM i Migrate While Active (MWA), which is a function that enables
system migrations with minimal application downtime. MWA allows organizations to move
workloads to new environments while maintaining critical business applications. This
capability supports several modernization scenarios, including migrating IBM i partitions to
new hardware, integrating cloud-based infrastructure, and enhancing disaster recovery
implementations.

In addition to describing how the technology works, this chapter outlines foundational
elements common to all MWA implementations. The chapter concludes with the hardware
and software prerequisites for preparing an IBM i environment for MWA deployment.
This chapter covers the following topics:

» Introducing IBM i Migrate While Active

» Migrating an IBM i server manually versus using MWA

» Relationship with IBM Db2 Mirror for i

» Supported environments

» Licensing considerations

» Data transfer options

» |IBM i object operations: Changes in IBM i 7.5 and IBM i 7.6

© Copyright IBM Corp. 2026.



1.1 Introducing IBM i Migrate While Active

2

Modern enterprises expect their core business systems to remain accessible with minimal
planned downtime. For clients running IBM i, this expectation is a key consideration when
migrating workloads to new hardware, upgrading partitions, or moving to modern storage
infrastructures. Traditional save-and-restore migration techniques, while reliable, require
extended outage windows that might be unacceptable for production environments with strict
service-level objectives.

MWA provides a controlled and repeatable method for migrating an IBM i environment while
keeping the source system operational during most of the migration. Built on IBM i
technologies such as journaling, remote journaling, and object replication, MWA enables
organizations to move to a new system with near-continuous availability, reducing the final
cut-over outage to minutes instead of hours.

MWA supports migrations across a range of scenarios, including moving to new Power
servers, moving between LPARs, and consolidating or reorganizing workloads by using
independent auxiliary storage pools (IASPs). Because MWA uses a synchronization model,
the target environment is continuously updated as changes occur on the source system. This
approach enables you to validate and test the target partition long before business operations
are redirected.

MWA establishes a replication relationship between the source and target systems. After the
initial copy phase, MWA captures ongoing changes at the object and journal entry level and
transmits these updates to the target system. The target environment closely mirrors the
active production system, which is synchronized in near real-time. When ready to migrate,
administrators perform a planned, short outage during which they apply final updates and
bring the target partition online as the new production system.

This approach provides several benefits:

» It minimizes the operational impact on the business. Production workloads run during the
bulk of the migration process, enabling the organization to maintain normal operations.

» Testing the target system before the final cutover reduces cutover-day risk.

» MWA serves as a transitional high-availability (HA) mechanism during the migration
period, providing resilience that is not available with traditional save-and-restore
approaches.

MWA is not intended to replace full HA solutions or long-term replication strategies. Instead,
MWA focuses specifically on migration events, which are situations that require a planned
transition. For customers who need a reduced-risk, reduced-downtime method of moving
IBM i workloads to new infrastructure, MWA provides an effective, efficient, and repeatable
solution.

As organizations modernize their IBM i environments by adopting newer generations of

IBM Power servers, integrating flash-based storage, or consolidating workloads, MWA helps
organizations modernize without compromising availability. By combining automation with the
inherent reliability of IBM i, MWA enables smoother transitions, better planning, and higher
confidence throughout the migration lifecycle.
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1.2 Migrating an IBM i server manually versus using MWA

This section compares using MWA to the traditional migration strategy of using the save and
restore methodology. It provides a high-level description of both options and describes the
reasons that you might choose manual migration over MWA.

1.2.1 Manual migration

A manual migration of an IBM i environment follows a traditional save and restore
methodology where administrators create a complete backup of the source system and then
restore that backup onto new hardware or a newly provisioned partition. After the restore
completes, the administrator reconfigures system attributes such as network settings, device
descriptions, and system values to match the source system's operational requirements.
When the foundational configuration is in place, administrators test the environment
functionally and at the application level to verify that workloads perform as expected before
placing the new system into production. This approach, often referred to as the classic
“save-restore cutover”, provides a predictable and well-understood migration path but
typically requires a dedicated outage window when production processing stops.

A manual migration involves the following steps:

1. Perform a full system save (SAVSYS, SAVLIB *NONSYS, SAVDLO, and SAV).

2. Record and export configuration (network attributes, TCP/IP, device descriptions,
subsystem configurations, SBSD, and job descriptions).

3. Prepare the target system:

a. Install the same or newer IBM i OS version.

b. Apply PTFs.

c. Configure storage and LPAR resources.
4. Restore data and objects (RSTLIB, RSTOBJ, RSTUSRPRF, and RSTAUT).
5. Validate and test.
6. Perform the cutover (production downtime required):

a. Take down the production system.

b. Perform a final save and restore data to the new system.
7. Go live.
Manual migration offers several advantages. Because the process is administrator-driven, it
provides complete control over the sequence of tasks, the timing of each step, and the
specific components that are included in the migration. This control is beneficial when the
migration coincides with broader system restructuring, such as redesigning library
organization, modifying IASP layouts, updating storage architectures, or changing network
configurations. Manual migration also avoids extra licensing costs, making it suitable for

organizations that must manage expenses carefully or that operate in environments where
features such as Live Partition Mobility (LPM) or IBM PowerHA are not available.
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However, manual migration also carries several disadvantages. The approach requires a
production outage that can extend for several hours, particularly on large systems, and the
overall process can be operationally complex. The extensive manual steps increase the
potential for human error, and some system objects require precise restore sequencing to
help ensure proper application behavior. Administrators must also plan carefully for data and
configuration synchronization, especially when coordinating changes that occur shortly
before cutover. As system size and complexity grow, these factors lengthen the required
outage window and increase the effort that is needed to help ensure a successful migration.

Manual migrations are best suited for the following scenarios:

» Downtime is acceptable.

» You are redesigning the system.

» Hardware generation changes prevent LPM.

» Independent auxiliary storage pools (IASPs) or HA replication tools are unavailable.

1.2.2 Migrate While Active

4

In contrast, MWA performs the migration through replication that keeps the source and target
systems synchronized while production workloads continue to run. Instead of restoring large
volumes of data during a downtime window, MWA copies libraries, objects, and configuration
elements to the target environment and then replicates changes incrementally to maintain
near real-time synchronization. Because the target system is continuously updated with
changes from the source, administrators can validate application behavior, confirm
configuration settings, and help ensure operational readiness before cutover. This approach
reduces migration-day risk because most validation and troubleshooting occur before the final
outage.

MWA requires only a brief interruption during the final stage of the migration. When
administrators are ready to move production workloads, they schedule a short outage to
quiesce the source system and enable MWA to apply the last set of changes to the target.
When synchronization completes, the target system comes online as the new production
environment. This approach minimizes business disruption and shortens the cutover window
from several hours to only a few minutes.

Although manual migration is administrator-driven, MWA automates data movement and
eliminates manual restore steps in the traditional method. You do not need to sequence
restores, rebuild complex configurations from exported settings, or coordinate multiple save
operations before cutover. MWA also reduces the risk of human error because it uses IBM i
integrated replication capabilities rather than manual orchestration of migration tasks.

MWA is valuable for environments where downtime must be minimized. Through ongoing
replication, MWA supports a smooth migration to new hardware or partitions without
extended outages. It is suited for production workloads with tight service-level objectives or for
customers who require multiple test cycles before final cutover. However, unlike manual
migration, MWA is not designed for extensive system redesign or large-scale restructuring
because it replicates the existing environment rather than rebuilding it.

In summary, manual migration remains a practical solution when downtime is acceptable, a
redesign is planned, or replication technology is unavailable. MWA provides a
reduced-downtime, reduced-risk alternative by maintaining continuous synchronization
between the source and target systems and limiting the outage window to the final switch.
These methods offer flexibility so organizations can choose the approach that best aligns with
their technical, operational, and availability requirements.
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1.3 Relationship with IBM Db2 Mirror for i

MWA builds on the technologies that are delivered with IBM Db2® Mirror for i. Although the
two functions address different business requirements (Db2 Mirror providing continuous
availability and MWA enabling low-downtime system migrations), they share a common
architecture. MWA extends the replication framework from Db2 Mirror to support
migration-oriented workload movement rather than active-active database processing.
Understanding how MWA uses and extends this replication infrastructure is critical for
planning modern IBM i migration strategies, including migrations to IBM Power servers and
transitions to IBM Power Virtual Server (PowerVS) environments.

MWA is part of the Db2 Mirror for i licensed program (5770DBM) and builds on its tracking
and synchronization technologies. Although it shares infrastructure with Db2 Mirror, MWA is
delivered as an independent capability in 5770DBM Option 2 (MWA).

Important: If a system is already configured with Db2 Mirror Option 1 (Db2 Mirror
Enablement), that system cannot also use MWA for migration purposes.

Shared architectural foundations

MWA inherits the core replication engine that is designed for Db2 Mirror for i. This engine
grants MWA access to the same internal OS mechanisms that track data and object changes
in real time. Db2 Mirror implemented deep hooks into the IBM i operating system to detect
changes across data, eligible objects, and security attributes, creating an infrastructure for
synchronous data replication between active nodes. MWA reuses these capabilities but
repurposes them for asynchronous, migration-oriented replication rather than HA-driven
synchronization.

Transforming the Db2 Mirror node model

Db2 Mirror for i introduced a dual-node architecture where two IBM i partitions remain
synchronized through reduced-latency RoCE connections. This architecture is retained but
reinterpreted in MWA. Instead of mirroring two active production systems, MWA employs the
same node pairing concept to establish a source system and a migration copy node. The
copy node is provisioned with a matching IBM i release, identical PTF levels, and
synchronized system attributes to match Db2 Mirror's node equivalence requirements.

While Db2 Mirror maintains synchronous coherence, MWA applies these mechanisms to
maintain asynchronous synchronization between the source system and the migration target
until cutover. This shift from synchronous to asynchronous behavior is a fundamental
difference between the two technologies.

Expanding object coverage beyond Db2 Mirror

Db2 Mirror supports replication for a subset of IBM i object types that are optimized for
continuous availability operations. MWA expands this scope. MWA migrates all save-eligible
objects within SYSBAS, including objects that are stored in libraries and the Integrated File
System (IFS). This capability exceeds the replication-eligible subset that is supported by Db2
Mirror and enables full partition migration. The broadened object coverage reflects MWA's
shift from availability-focused replication to comprehensive system relocation.

IASP data is handled separately through IBM PowerHA SystemMirror® for i technologies,
which remain complementary to MWA. Together, these technologies support migration and
resiliency strategies across IBM i deployment models.

Chapter 1. Overview of IBM i Migrate While Active 5



6

Restriction: MWA does not support IASP migration. Use MWA to migrate SYSBAS to the
copy node and use tools like PowerHA with geographic mirroring to migrate attached

IASPs.

How Migrate While Active builds on Db2 Mirror

MWA uses Db2 Mirror event tracking infrastructure to capture changes on the source node
and synchronize those changes to the copy node. Configuration, orchestration, and

monitoring are performed through the Db2 Mirror GUI, with operational controls accessible
through the Work with Migration Status (WRKMIGSTS) command. Key workflow migrations such
as initiating or completing final synchronization can also be ran programmatically through the
QSYS2.CHANGE_MIGRATION_MANAGER procedure.

Db2 Mirror contributes the following technology components:

» Change tracking services that identify and record modifications on the source node.

» Integration with the Db2 Mirror GUI, the primary interface for managing migration stages.
» Operational visibility and control through GUI dashboards, WRKMIGSTS panels, and SQL

services:

— MIGRATION_MANAGER_INFO
— LIBRARY_MIGRATION_LIST
— ESTIMATE_FINAL_SYNCHRONIZATION_TIME

These services provide consistency, visibility, and an integrated management experience
throughout the migration.

Table 1-1 outlines the major distinctions between Db2 Mirror for i (Option 1) and MWA

(Option 2).

Table 1-1 Key differences between Migrate While Active and traditional Db2 Mirror

Aspect

Db2 Mirror for i (Option 1)

MWA (Option 2)

Replication model
and transport

Bidirectional, synchronous
continuous availability that uses
RDMA-capable adapters to keep
two nodes in sync.

Asynchronous migration over TCP/IP
between source and copy nodes.

Object scope

Replicates a defined set of
replication-eligible object types.

Migrates all save-eligible object types in
SYSBAS, including objects in libraries and
the IFS.

IASP data

Not applicable. Db2 Mirror
description focuses on SYSBAS
replication.

Does not migrate IASP data. Use
IBM PowerHA for i IASP replication
alongside the migration when needed.

High availability
and disaster
recovery (HADR)
suitability and
coherence

Designed for continuous
availability (HA) architectures
(active-active, active-passive,
and active-read-only).

Not an HADR solution. Synchronization is
not time-ordered and the copy node
becomes coherent only after the final
cutover.

During system migration, the Db2 Mirror GUI guides configuration of the source and copy
nodes while WRKMIGSTS coordinates automated save and restore operations on both consoles.
After the initial save completes, MWA begins tracking objects on the source node to record
changes. MWA synchronizes these changes during continuous data synchronization.
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For final synchronization and cutover, administrators can initiate the final replication pass
through the Db2 Mirror GUI or the WRKMIGSTS command. Advanced users can also manage
transitions through QSYS2.CHANGE_MIGRATION_MANAGER, enabling scripted automation.

Management and observability through Db2 Mirror tools

Migration status information appears in the IBM i Migrate While Active Guide section of the
Db2 Mirror GUI. This section includes dashboards for migration progress, synchronization
status, and actionable workflow steps. WRKMIGSTS provides a CLI when the GUI is unavailable.

A suite of SQL services complements GUI and CLI tools, offering programmatic access to
migration metadata, library-level granularity, and cutover estimation functions.

In summary, although MWA is built on Db2 Mirror for i technology, it is not a Db2 Mirror HA
solution. Instead, MWA provides an asynchronous framework for migrating IBM i partitions
from a source node to a copy node by using Db2 Mirror services for change tracking,
synchronization, and operational visibility. The copy node becomes a coherent and usable
system only at cutover, enabling a staged migration process that minimizes application
downtime.

1.4 Supported environments

MWA was announced in October 2024. The product requires IBM i 7.4 or later. Customers
running IBM i 7.4, 7.5, or later releases can use MWA.

Support for MWA continues to evolve with each Db2 Mirror PTF group. However, at the time
of writing, the partition mirroring migration option is not available for IBM i 7.6.

1.4.1 Enhancement timeline and PTF-level mapping

IBM enhances MWA through PTF updates, helping ensure compatibility with current
IBM Power hardware and providing improvements in performance and usability. To maintain
support, keep your systems updated with the latest Db2 Mirror PTF groups.

Table 1-2 shows key MWA updates by PTF level for IBM i 7.4, 7.5, and 7.6, including when
major functions became available.

Table 1-2 MWA keys updates

Date MWA enhancement Group PTF

July 2026 Planned SF99961 - Level 3 (7.6)
SF99951 - Level 11 (7.5)
SF99668 - Level 29 (7.4)

November Manual migration method available SF99961 - Level 2 (7.6)
2025 Updated tracking and resynchronization process SF99951 - Level 10 (7.5)
Performance improvements for IFS migrations SF99668 - Level 28 (7.4)

Updated SQL services

New options for IBM i 7.5:

» Partition mirroring method available

» Test mode for partition mirroring method

July 2025 New options only for IBM i 7.4: SF99951 - Level 9 (7.5)
» Partition mirroring method available SF99668 - Level 27 (7.4)
» Test mode introduced
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Date MWA enhancement Group PTF

April 2025 Updated Db2 Mirror GUI interface SF99961 - Level 1 (7.6)
Replacing SCP with RSYNC SF99951 - Level 8 (7.5)
Partial system save option is available. SF99668 - Level 26 (7.4)

December MWA product is introduced SF99951 - Level 7 (7.5)

2024 SF99668 - Level 25 (7.4)

For more information about group PTF for Db2 Mirror, see Db2 Mirror for i GUI - PTF
Information.

For more information about MWA PTF, see IBM i Migrate While Active - PTF Information.

1.4.2 Cloud support

8

As organizations adopt hybrid and public cloud strategies, MWA enables low-downtime
migration to cloud-hosted Power platforms such as IBM PowerVS and Google Cloud
environments that are powered by IBM Power. These offerings provide a managed

IBM Power infrastructure that is compatible with on-premises IBM i workloads, enabling
customers to extend or relocate their environments without major architectural changes.

With MWA, administrators can replicate data and system objects from an on-premises IBM i
system to a cloud-based target while production workloads continue to operate, enabling a
controlled cutover with only a brief outage. This approach enables enterprises to modernize
their infrastructure, use cloud scalability and operational flexibility, and maintain the HA
expectations of IBM i workloads.

Migrate While Active support for PowerVS

MWA supports migration to IBM PowerVS environments. Organizations can migrate IBM i
workloads from on-premises IBM Power servers to IBM PowerVS with minimal service
interruption. MWA uses asynchronous data replication and a unified operational model to
provide a reduced-downtime migration path to cloud infrastructure.

IBM PowerVS is an IBM Power server-based cloud offering that enables rapid provisioning of
virtual servers with flexible, secure, and scalable compute capacity. IBM PowerVS supports
enterprise Power workloads across deployment models, whether hosted in IBM managed
data centers or deployed in client-operated facilities.

IBM PowerVS supports IBM i 7.2 and later, including IBM i 7.6. For MWA, migrations to
IBM PowerVS must originate from partitions running a supported release level (IBMi 7.4 or
later). Older versions, such as IBM i 6.1 or 7.1, must be upgraded before initiating an MWA
migration to IBM PowerVS. This requirement helps ensure compatibility with the cloud
environment and alignment with IBM i support policies.

PowerVS compatibility with MWA

When building a system on IBM PowerVS, customers can use cloud-optimized root images.
These images provide preconfigured IBM i operating system environments that are ready to
deploy, simplifying and accelerating system provisioning.

IBMi7.4,7.5,and 7.6, cloud optical repository images are available in the Image Catalog and
support Power10 and later servers. You can also create a custom image or update your IBM i
Virtual Server Instance (VSI) by downloading installation media from the IBM Entitled
Systems Support (ESS) portal at Entitled Systems Support (ESS) (requires an IBMid).
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For more information about available images, see the PowerVS FAQs.

MWA requires both operating system and hardware support for each IBM i release. Table 1-3
shows IBM PowerVS server options and IBM i releases that are supported by MWA.

Table 1-3 Support matrix of MWA on PowerVS

PowerVS servers IBM i support MWA support
IBM Power S922 (9009-22A) 7.4 TR11 and 7.5 TR5 Yes

and IBM Power E980

(9080-M9S)

IBM Power E1080 (9080-HEX), | 7.4 TR6, 7.5, and 7.6 Yes

IBM Power S1022 (9105-22A)

IBM Power S1122 (9824-22A) 7.4TR12,7.5TR6,and 7.6 Yes

Prerequisites for MWA to PowerVS

To successfully migrate an IBM i partition to PowerVS by using MWA, you must fulfill several
conditions:

» OS version compatibility

The target VSI must run an IBM PowerVS-supported IBM i release for MWA (7.4 or later),
and the source system must be compatible with MWA.

» Network and connectivity

Reliable IP connectivity between the on-premises source and IBM PowerVS region is
required. MWA uses TCP/IP for asynchronous replication, making it suitable for
long-distance migrations.

» Supported hardware at the destination

IBM PowerVS infrastructure uses IBM Power9®, IBM Power10, and IBM Power11 servers,
depending on the region, that run IBM i workloads. Server availability varies by region.

» Availability of OS Images

IBM PowerVS offers cloud-optimized root images that simplify provisioning an IBM i VSI.
Customers can also upload or build custom images.

Migrate While Active support for IBM Power for Google Cloud

MWA also supports IBM Power for Google Cloud environments, which enable customers to
move IBM i workloads from on-premises Power servers to IBM Power for Google Cloud with
minimal service interruption.

IBM Power for Google Cloud is an IBM Power cloud server offering that is available in the
Google Cloud Marketplace and operated by IBM Business Partner Pellera Technologies. IBM
Power for Google Cloud data centers are next to Google Cloud regional data centers and
connect to the Google Cloud infrastructure over secure, dedicated, and reduced-latency
networking. IBM Power for Google Cloud provides a solution for customers that use Google
Cloud who also have IBM Power workloads and can benefit from the synergy of Google and
IBM technologies.

IBM Power for Google Cloud supports IBM i 7.3 and later, including IBM i 7.6. MWA requires
IBM i 7.4 or later, so customers must upgrade their on-premises systems to IBM i 7.4 or later
to use MWA for migration to IBM Power for Google Cloud.
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IBM Power for Google Cloud compatibility with MWA

When building a system in IBM Power for Google Cloud, customers can use prebuilt OS
images. These images provide preconfigured IBM i operating system environments that
accelerate system provisioning.

IBMi7.4,7.5, and 7.6 operating system images are available in the IBM Power for Google
Cloud Stock Image Catalog and can be imported into a customer's IBM Power for Google
Cloud instance by using the pcloud command. Customers can also create custom images or
download installation media from the ESS portal by going to Entitled Systems Support (ESS)
(requires an IBMid).

For more information about importing stock images in IBM Power for Google Cloud, see the
PowerVS FAQs.

1.5 Licensing considerations

10

MWA is delivered as a licensed feature of Db2 Mirror for i (5770 DBM) and follows IBM's
subscription-based licensing model. This model replaces perpetual licensing and includes
software maintenance for the subscription period. Subscription licensing is ideal for
migrations because you procure a license only for the migration duration.

MWA does not require a full Db2 Mirror license. Instead, customers install the Db2 Mirror
base product (5770 DBM option 5050) at no charge and then license the feature option for
their use.

The following two Db2 Mirror feature options are available:

» Continuous Availability (5770 DBM option 5101) is licensed per core on both participating
nodes for availability scenarios.

» Migrate While Active (5770 DBM option 5102) is licensed per core on the source node
only for one-time migration activities.

MWA's source-system-only licensing reflects its migration-focused design. Unlike Continuous
Availability, MWA is not intended for ongoing bidirectional synchronization or post-cutover role
reversal, and its licensing scope aligns with this temporary use.

MWA is offered exclusively as a subscription with the following available terms:

» 28-day try-and-buy evaluation
» 90-day subscription
» 1-year, 2-year, 3-year, 4-year, and 5-year subscriptions

All subscription terms include an IBM Software Maintenance Agreement (SWMA), providing
product updates, fixes, and technical support for the subscription period.

After ordering, download MWA from IBM ESS under Software Downloads. IBM provides
subscription license keys through the IBM i Software Keys and Subscription Codes menu.
Apply these keys by using standard IBM i license management mechanisms. IBM manages
software entitlement and access through standard software entitlement processes. Access
the software through ESS.

Figure 1-1 on page 11 shows the Software Download option from My Certified Software.
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Figure 1-1 Software Downloads options in ESS

For evaluation, download MWA from ESS by using the IBM i Evaluation and NLV Download
option. The B_GROUPx_05 distribution media for specific IBM i releases also includes the
product, but ESS is the preferred distribution method.

Figure 1-2 shows the IBM i Evaluation and NLV Download option.

IBM Entitled Syst

Entitled System§i®

Access and manage IBM Powe

and services purchased througijie

hide/ 1BM i

sTI0SS1 gy

Register a customer number

Release Download Package
oroson el 5851 i7.5 B_GROUP1 ¥07.05.00,ENU,DVD
| @ 577058t VIR5MO  IBMi0OS Try
and Buy 1BM License Agreement for Machine Code (2125-5468-06) on DVD
1BM_AFP_Font_Collection_for_i
5770551 V7R6MO IBM i OS Try Iy LAFP| _for_|
and Buy
B_GROUP1_01_IBM_i_RS_750.00
B_GROUP1_02_IBM_| RS_750-00
B_GROUP1_03. IBM_i_RS_750-00
B_GROUP1_04_IBM_i_RS_750-00
| B_GROUP1_05_IBM_|_RS_750-00

Figure 1-2 IBM i Evaluation software options for MWA in ESS

Important: Subscription pricing varies by geography, system configuration, and agreement
terms. For current pricing information, contact your IBM representative or see your

IBM Passport Advantage® agreement.

Before you begin, verify the following items:

» Verify support for IBM i 7.4, 7.5, or 7.6 and confirm feature availability for the selected
release.

» Ensure that the required Db2 Mirror GUI and MWA PTFs are applied.
» Confirm the Power server compatibility for the migration path.
» Obtain ESS entitlement (subscription or evaluation) and required license keys.
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MWA licensing in PowerVS

A primary use case for MWA is migrating IBM i environments to IBM PowerVS and other
cloud environments with minimal application downtime. Licensing considerations in 1.5,
“Licensing considerations” on page 10 apply to IBM i in IBM PowerVS. When IBM PowerVS is
the migration destination, MWA licensing is required only on the source IBM i partition
because MWA performs all replication, synchronization, and tracking from that system. The
target IBM PowerVS virtual server does not require an MWA license, simplifying capacity
planning and reducing the licensing footprint for cloud migrations.

Short-term subscription options, such as the 90-day offering, are suited for one-time
migrations to IBM PowerVS, providing cost-effective licensing for organizations migrating to
cloud-based IBM i environments.

1.6 Data transfer options

12

During MWA, the source IBM i partition transmits files, such as IBM i installation media and
save files to the destination system. Earlier MWA releases performed this transfer by using
SCP, a basic secure-copy mechanism.

Beginning with the April 2025 update, MWA uses RSYNC instead of SCP to transfer
installation media and saved user data from the source system to the target system. RSYNC
provides a more efficient, resilient, and bandwidth-aware transfer method. RSYNC improves
performance and reduces data that must be retransmitted, enhancing migration reliability.

This enhancement increases migration reliability when handling large save images or in
environments with variable network stability.

The methods differ:

» SCP copies the entire file set every time.
» RSYNC copies only the data that changed.

RSYNC is optimized for transferring large datasets and provides operational advantages over
SCP in migration workflows. Rather than copying entire files, RSYNC performs incremental
transfers, sending only data that differs from the target. RSYNC can also resume incomplete
transfers without restarting the operation, reducing the impact of network disruptions and
preventing delays from restarting long copy processes.

RSYNC provides the following key capabilities for migration workflows:

» Incremental transfer: RSYNC sends only changed data blocks, improving performance for
repeated or resumed migrations.

» Automatic resume: RSYNC keeps partial data and continues an interrupted transfer
without starting over. This approach is important for long copy operations or variable
network conditions.

» Compression and optimization: Optional in-flight compression (-z) reduces bandwidth
consumption on slower or congested links.

» Preservation of metadata: Archive mode (-a) maintains permissions, ownership,
timestamps, and symbolic links, critical for accurate IBM i environment restoration.
During MWA, RSYNC moves the following files from the source to the target system:

» Installation media from the source system
» User data from the save and restore workflow
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RSYNC provides a robust and efficient mechanism for MWA migrations when transferring
large save images or migrating over networks with fluctuating bandwidth or intermittent
connectivity.

RSYNC prerequisites

RSYNC is not a native IBM i command (like SAVSYS or RSTOBJ). RSYNC is delivered through
the IBM Open Source environment (5733-OPS or the newer RPM-based Open Source stack
under /Q0penSys/pkgs).

» RSYNC must be installed on the source partition.

» RSYNC runs in a Portable Application Solutions Environment (PASE), an IBM AlX like run
time that is built into IBM i.

» MWA uses RSYNC automatically. You do not run RSYNC manually.

For more information about installing RSYNC, see 2.5, “Installing RSYNC by using the Open
Source Package Management interface” on page 35.

Role of RSYNC in migration workflows

RSYNC is required for migrations that use the assisted save and restore method. In this
migration path, RSYNC transfers saved data from the source system to the target system.

Other MWA migration methods do not require RSYNC unless they use file-based data
transfers. For migrations that do not use assisted save and restore, RSYNC might be present
but is not used by MWA.

RSYNC integration improves data transfer reliability and efficiency during migration while
using standard open-source tools available on IBM i.

1.7 IBM i object operations: Changes in IBM i 7.5 and IBM i 7.6

This section consolidates release-specific improvements to how IBM i manages objects
during migrations and day-to-day operations. For IBM i 7.5, MWA added new migration
patterns, better throughput for changed IFS objects, and improved synchronization
estimation. IBM i 7.6 extends these gains with deeper performance visibility, file-transfer
resiliency, a partial system save workflow, accelerations for delete, move, and rename
operations, and extra security controls for IFS sharing. These enhancements reduce
migration time, improve predictability at cutover, and make administration more automated
and secure.

1.7.1 MWA enhancements: IBMi 7.5 and IBM i 7.6

Understanding MWA evolution across IBM i 7.5 and 7.6 is essential for architects and
administrators planning migrations, optimizing synchronization workflows, or evaluating
upgrade readiness.

Chapter 1. Overview of IBM i Migrate While Active 13



Table 1-4 compares major enhancements in each release, showing how each version impacts
performance, stability, and operational efficiency during MWA migrations.

Table 1-4 MWA enhancements: IBM i 7.5 and IBM i 7.6

Category

IBM i 7.5 enhancements

IBM i 7.6 enhancements

Migration methods

Introduces manual migration and
partition mirroring, reducing
outages and enabling flexible save
and restore or replication-based
workflows.

Continues same methods, and
adds RSYNC-based media and
data transfer forimproved resiliency
and throughput.

Initial copy
optimization

There is no partial system-save
capability. A full system save is
required for assisted save and
restore.

Adds partial system save, which
skips most Db2 Mirror
replication-eligible objects during
the initial stage and migrates them
during data synchronization.

Data transfer method

Uses conventional SCP for save
media transfer.

Replaces SCP with RSYNC,
enabling resumable and
incremental transfer of large
datasets.

Object operation
handling

Parallel processing of changed IFS
objects improves throughput.

Adds dedicated performance
improvements for delete, move, and
rename operations of
replication-eligible objects.

Rename handling in
Db2 Mirror and MWA

Updated tracking enables rename
operations on libraries with tracked
objects.

The same capability carries
forward.

Sync-time prediction

Improved

ESTIMATE_FINAL_SYNCHRONIZATION_

TIME function provides more
accurate predictions.

Same function with benefits that are
enhanced by partial system save
and faster structural ops.

Database and lock
performance visibility

No new lock-wait instrumentation.

Adds Object Lock Wait, Record
Lock Wait, and Seize Wait metrics
with Visual Explain and SQL
monitor integration.

IFS and object
management SQL
services

Supports existing IFS and object
authority SQL services.

Adds or expands services such as
IFS_OBJECT_PRIVILEGES, IFS_PATH,
VERIFY_NAME, and Automated
Receiver Cleanup
(DELETE_OLD_JOURNAL_RECEIVERS).

Security and object
governance

Supports RESTRICT ON DROP
and DROP IF EXISTS for safer
operations.

Adds NetServer authority
reinforcement through
QIBM_QZLS_NETSVR_SHARE for
share-creation control.
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1.7.2 Performance and wait analysis (granular visibility in IBM i 7.6)

IBM i 7.6 introduces wait-time metrics that provide visibility into where queries stall and why:

>

Detailed wait insights

IBM i 7.6 captures wait metrics, which include Average Object Lock Wait Time, Average
Object Lock Wait Count, Average Record Lock Wait Time, Average Record Lock Wait
Count, Average Seize Wait Time, and Average Seize Wait Count. These measurements
expose lock and seize contention that previously required indirect analysis or inference
from secondary indicators.

Integrated tool support

IBM i 7.6 integrates these wait metrics into Visual Explain (including Plan Cache
snapshots and Live Plan Cache), Database Monitor, and SQL performance monitors. This
integration enables administrators to correlate wait events with specific SQL statements,
simplifying root-cause analysis and accelerating performance diagnostics.

During migration rehearsal and cutover, identifying and isolating object and record lock waits
is valuable. Detecting application-driven contention helps teams address issues that could
extend final synchronization or impact migration timelines.

1.7.3 Automated object management through SQL services

IBMi7.5and IBMi 7.6 introduce enhancements to SQL-based system management that
simplify authority analysis, cleanup operations, and IFS-driven scripting, which are especially
useful during migration planning and validation:

>

IFS authority inspection by using IFS nomenclature: The QSYS2.IFS_OBJECT PRIVILEGES
table function returns per-object rows with IFS-style authorities (for example, *R, *RW, and
*X), owners, primary groups, and authorization lists, which is ideal for audits or precutover
checks.

Automated journal receiver cleanup: The SYSTOOLS.DELETE_OLD_JOURNAL_RECEIVERS
procedure deletes detached receivers based on time and filtering criteria, with an optional
preview mode. This approach reduces storage growth and cleanup complexity.

IFS path parsing: SYSTOOLS.IFS_PATH returns parts of a path (file name, extension, prefix,
or directory path), enabling simpler scripting for IFS file handling or reporting. (Requires
the ICU option.)

Name safety checks: QSYS2.VERIFY_NAME validates that a string meets either SYSTEM
(*NAME) or SQL identifier rules before use, which is useful for admin scripts.

Before and after migration, teams can script authority snapshots, receiver cleanup, and IFS
path manipulations, replacing ad hoc command sequences with idempotent SQL that
simplifies versioning, reviews, and automation.
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1.7.4 Object security and operational guardrails

IBM i 7.5 and 7.6 introduce enhancements that strengthen object protection, refine authority
governance, and improve replication resiliency, which reduce operational risk during
migration:

» RESTRICT ON DROP and DROP ... IF EXISTS (IBMi7.5andIBMi 7.6):

— RESTRICT ON DROP protects critical tables, functions, and procedures from accidental
deletion.

— DROP .. IF EXISTS enables cleanup scripts to succeed even if an object is absent,
avoiding spurious failures.

» IFS file share controls (IBM i 7.6)

IBM i NetServer introduces the QIBM_QZLS_NETSVR_SHARE function usage ID. To create,
change, or remove shares without *I0SYSCFG, a user profile must own the object and have
this function usage authority.

» Db2 Mirror rename resiliency (MWA, IBM i 7.5, and IBM i 7.6)

The tracking and resynchronization process now enables rename operations on libraries
containing tracked objects (other rename restrictions still apply). This approach removes a
former operational friction point when resuming replication.

Stronger drop protections and governed share creation reduce accidental disruptions before
and during migration, and improved rename handling decreases manual intervention during
resynchronization.

1.7.5 Summary of enhancements

16

IBMi 7.5 and IBM i 7.6 introduce performance and resiliency improvements that strengthen
object handling, synchronization throughput, and diagnostic visibility for MWA migrations.
IBM i 7.5 improves IFS throughput through parallel processing of changed objects,
accelerating synchronization in environments with high IFS update volume. IBM i 7.6 builds
on this approach with optimizations for delete, move, and rename operations, improving
cutover preparation efficiency and stability.

IBM i 7.6 enhances migration predictability by adding wait-time metrics that expose lock,
record, and seize contention, which are integrated into Visual Explain, Plan Cache, Database
Monitor, and SQL performance tools. These metrics provide deeper insight into
synchronization delays than IBM i 7.5.

IBM i 7.6 also modernizes MWA's file transfer and save workflow. RSYNC improves transfer
of installation media and save images through incremental and resumable operations, and
the partial system save option reduces outage time by excluding most Db2 Mirror eligible
objects from the initial save. These advancements, unique to IBM i 7.6, improve the efficiency,
robustness, and end-to-end performance of MWA migrations.
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Migration planning and
prerequisites for minimizing
downtime

This chapter covers planning and running an IBM i migration by using IBM i Migrate While
Active (MWA). It covers assessing the current and target environments, determining the
migration path, and identifying prerequisites and strategies for minimizing downtime during
LPAR transitions.

The chapter also highlights technical enablers, including RSYNC for data transfer and the
Db2 Mirror GUI, and concludes with a security overview for a controlled migration.

This chapter covers the following topics:

>

>

>

Hardware and software requirement

Determining the migration path and prerequisites

Enhanced Db2 Mirror GUI

Installing RSYNC by using the Open Source Package Management interface
Security highlights of IBM i MWA
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2.1 Hardware and software requirement

18

Planning an MWA implementation requires understanding hardware and software
requirements. MWA coordinates system save operations, data movement, and
synchronization between source and target IBM i environments. Both systems must have
processing capabilities, storage resources, network connectivity, and licensed software
components. Meeting these prerequisites enables MWA to operate reliably, maximizes
performance, reduces migration time, and avoids interruptions during cutover. MWA requires
extra IBM i options, and each option must be updated with PTFs.

This section describes the system-level requirements and environmental conditions for

preparing an IBM i landscape for MWA deployment.

Table 2-1 lists IBM i components on the source node and indicates whether each is required

for MWA.

Table 2-1 Source node products and options

Product and option Description Notes
5770SS1 Option 1 Extended Base Support Required
5770SS1 Option 3 Extended Base Directory Required
Support
5770SS1 Option 12 Host Servers Required
5770SS1 Option 22 Object Connect Required
5770SS1 Option 26 Db2 Symmetric Required
Multiprocessing
5770SS1 Option 30 Qshell Required
5770SS1 Option 33 Portable Application Required
Solutions Environment
(PASE)
5770SS1 Option 41 High Availability Required
Switchable Resources
5770SS1 Option 48 Db2 Data Mirroring Required
5770DBM *BASE IBM Db2 Mirror for i Required

5770DBM Option 2

MWA

Required. Might appear as Reserved —
Option 2 or Migration Feature in some
interfaces.

5770DG1 *BASE

IBM HTTP Server for i

Optional. Required to run the Db2 Mirror
GUI on the source node.

5770JV1 *BASE

IBM Developer Kit for Java

Required

5770JV1 Option 16, 17,
19, or 20

Java SE 8, 11, or 17

Optional. Any supported version of Java
must be installed to run the Db2 Mirror GUI
on the source node.

5733SC1 *BASE

IBM Portable Utilities for i

Required
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Product and option Description Notes

5733SC1 Option 1 OpenSSH, OpenSSL, zlib | Required
5770TC1 *BASE IBM TCP/IP Connectivity Required
fori

Table 2-2 defines the GUI node requirements.

Table 2-2 GUI Node products and options

Product and option Description Notes
5770SS1 Option 1 Extended Base Support Required
5770SS1 Option 3 Extended Base Directory Required
Support
5770SS1 Option 12 Host Servers Required
5770SS1 Option 30 Qshell Required
5770SS1 Option 33 PASE Required
5770DBM *BASE IBM Db2 Mirror for i Required
5770DG1 *BASE IBM HTTP Server for i Optional. Required to run the Db2
Mirror GUI on the source node.
5770JV1 *BASE IBM Developer Kit for Java Required
5770JV1 Option 16,17, | Java SE 8, 11, or 17 Optional. Any supported version of
19, or 20 Java must be installed to run the Db2

Mirror GUI on the source node.

5770TC1 *BASE IBM TCP/IP Connectivity for i Required

Table 2-3 defines the requirements for the copy node.

Table 2-3 Copy node products and options

Product and option Description Notes

5770SS1 Option 1 Extended Base Support Required
5770SS1 Option 3 Extended Base Directory Support Required
5770SS1 Option 12 Host Servers Required
5770TC1 *BASE IBM TCP/IP Connectivity for i Required

Open-source packages
The following open-source packages must be installed on the source node:

v

cloud-init
python39
python39-ibm_db
rsync

vvyy

The rsync open-source packages must also be installed on the NFS node if you use assisted
save and restore.
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PTF groups

Table 2-4 shows the PTF groups that must be installed on the source node.

Table 2-4 Source node PTF groups

PTF group name

PTF group number

Minimum level

IBM i Cumulative PTF | SF99750 - Latest
Package
Db2 Mirror PTF Group | SF99951 10 Latest

Table 2-5 shows the PTF groups that must be installed on the GUI node.

Table 2-5 GUI node PTF groups

PTF group name

PTF group number

Minimum level

IBM i Cumulative PTF Package SF99750 -
Db2 Mirror PTF Group SF99951 10
IBM HTTP Server for i PTF Group SF99952 -
Java PTF Group SF99955 -

Environment requirements
If you use partition mirroring, enable the following ports between the source node and the

copy node:

» 936/TCP (partition mirroring)

» Ephemeral/TCP (partition mirroring data port)

Note: Configure the data port to use a specific port instead of an ephemeral port by using
the partition mirroring advanced analysis command with the -PORT parameter.

Table 2-6 shows the ports that are required between the GUI node and the source and copy

nodes.

Table 2-6 Port option

Port/protocol Service name Description

449/TCP as-srvmap Host servers server mapper

2001/TCP as-admin-http HTTP administration

2006/TCP as-admin3-http Db2 Mirror GUI job

8470/TCP as-central Host servers central server

8471/TCP as-database Host servers database server

8472/TCP as-dtaq Host servers data queue server

8473/TCP as-file Host servers file server

8475/TCP as-rmtcmd Host servers remote command and program
call server

8476/TCP as-signon Host servers signon server
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2.2 Minimizing downtime during IBM i LPAR migrations

Minimizing downtime is a primary goal of IBM i LPAR migration. MWA keeps production
workloads running while synchronizing the target LPAR in the background. Once the systems
are synchronized, migration completes with a brief cutover window.

MWA provides migration approaches for different infrastructure models and operational
requirements:

» Partition mirroring uses host-based storage replication to copy SYSBAS from the source
node to the copy node. It is available in IBM i 7.4 and IBM i 7.5 only. Partition mirroring
offers reduced downtime with no initial outage for host-based storage replication. Test
mode enables full validation of the target before cutover.

» Manual migration supports warm clone, cold clone, and hybrid storage replication
methods, enabling flexibility across storage configurations.

» Assisted save and restore requires an initial restricted-state save but achieves a small
cutover window through continuous asynchronous synchronization.

MWA uses continuous replication to keep the target aligned with the source. The Db2 Mirror
GUI provides visibility into synchronization progress, enabling administrators to plan
migrations and maintain service availability.

By selecting the appropriate method and applying best practices, organizations can perform
IBM i migrations with minimal interruption.

Important: The target LPAR becomes application-consistent only after final cutover. Do
not treat mid-migration states as production-ready. You cannot reverse replication after
cutover.

2.2.1 Migration methods and downtime characteristics

MWA supports three migration methods, each balancing initial outage, continuous
synchronization behavior, and final cutover time differently. Table 2-7 lists these methods.

Table 2-7 Migration method downtime comparison

Migration method Initial outage Continuous sync Final cutover
Partition mirroring None Yes - Asynchronous | Minimal
Manual migration Quiesce or cold Yes - Asynchronous | Minimal
Assisted save and Full system save Yes - Asynchronous | Minimal
restore

Use this table to select the method that best aligns with your business window, storage
architecture, and operational constraints.

2.2.2 Minimizing downtime with partition mirroring

Partition mirroring uses host-based storage replication to copy SYSBAS from source to target
without a full system save or initial outage. Replication operates under the
technology-independent machine interface (TIMI), so active objects do not require explicit
locks, and production workloads can continue.
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Partition mirroring provides the following advantages:

» No initial outage or media creation

Being under the TIMI operation avoids locking conflicts
Reduced impact through tracking-list change capture
Test mode to validate the copy node before cutover
Progress visibility from the Db2 Mirror GUI
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How partition mirroring works

Partition mirroring uses asynchronous storage replication that tracks changes through
tracking lists rather than journaling. This approach minimizes the storage impact for tracking
changes while maintaining data synchronization.

Tracking lists use less storage than journal-based systems that track every change
sequentially. This approach minimizes the impact on production workloads.

Note: MWA uses asynchronous replication and does not track changes in time order. Copy
node data is incomplete and incoherent until final migration completes. MWA is unsuitable
for DR.

Copy node software requirements

The copy node must meet a minimum LIC/TR level before starting partition mirroring as
shown in Table 2-8.

The copy node requires a minimum LIC/TR level for partition mirroring, as shown in Table 2-8.

Table 2-8 Minimum TR requirements for partition mirroring

IBMi7.6 IBMi7.5 IBMi7.4

Not yet supported TR7 or higher TR12 or higher

Partition mirroring has the following storage requirements:

» The SYSBAS capacity on the copy node must equal or exceed the allocated storage of
SYSBAS on the source node.

» Individual disk unit sizes and types do not need to match.
» The number of disk units does not need to match.

» If the source node has user ASPs, configure the same user ASPs (2 - 32) on the copy
node before starting partition mirroring.

» Partition mirroring replicates SYSBAS and all basic user ASPs together.

Test mode and migration validation
A key feature of partition mirroring is test mode. Test mode enables administrators to validate

the migration before cutover, which reduces the risk of issues that require rollback and
extended downtime.

Test mode provides the following validation capabilities:

» Replication pauses, and MWA tracks changes on the copy node during testing.

» You can perform an IPL and validate the copy node while the source remains in
production.
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» When testing completes, MWA rolls back test mode changes and resumes

synchronization.

» The GUI displays the time to enter or exit test mode, which predicts the cutover duration.

Tip: Use test mode to complete application verification, performance checks, and operator
runbooks before scheduling the cutover window.

Figure 2-1 illustrates the transition into test mode during MWA. In test mode, you can start
and validate the copy node before final migration.

Source

IBMi

Running

Production Node
Active Workloads

Production
Tracked DISk Changes

=

Partition Mirroring
' Suspended

IBMi

Copy

Test Mode

Target Node with
Unique IP Address,
Active for Testing and
Evaluation

-
-ﬂ .
(T

Test
Tracked Dlsk Changes

Figure 2-1 Partition mirroring test mode with active source node

For more information, see 2.1, “Hardware and software requirement” on page 18.

2.2.3 Minimizing downtime with manual migration

MWA manual migration provides several methods to copy the source node. After the initial
copy, Db2 Mirror for i and MWA synchronize SYSBAS changes from the source node to the

copy node.

Manual migration methods
Manual migration provides the following methods:

» Storage replication uses FlashCopy or remote copy from external storage systems.

» Save and restore uses a full system save of the source node.

» Storage replication and save and restore combines storage replication to a temporary
node with save and restore to the copy node.
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Downtime reduction with storage replication

Storage replication that uses FlashCopy or remote copy provides the following options for
minimizing downtime:

» Warm clone (minimal downtime):

The source node remains operational during cloning.

A brief quiesce period helps ensure consistency when creating the storage copy.
MWA starts tracking data changes during quiesce.

After the storage copy completes, the source node resumes operations.

» Cold clone (scheduled downtime):

The source node powers off during the storage copy.
Provides a consistent copy but requires an outage window.
Tracking begins before shutdown.

Restart the source node after the storage copy completes.

Note: Before quiescing or powering off the source node, hold scheduled jobs to control
when they run on the copy node. Release them after migration completes. MWA does not
migrate changes to scheduled jobs on the source node during data synchronization.

Reduced downtime with storage replication and save and restore

The manual storage replication and save and restore migration method reduces source node
downtime compared to the assisted save and restore method. This method is designed for
the following environments:

» The source node uses external storage.

» The copy node does not use external storage or uses different external storage.
» Minimizing source node downtime is critical.

This method has the following steps:

1. Use storage replication to copy source node volumes to a temporary node.
2. Perform a full system save from the temporary node.

3. Use the save media to install and restore the copy node.

4. Begin continuous synchronization from source to copy node.

This approach reduces source node downtime because the full system save occurs on the
temporary node rather than the source system.

Save options for manual migration
The manual save and restore migration method provides the following options to perform a
full system save:

» The GO SAVE option 21: Traditional full system save

» The QSRMIGRATE program: Streamlined migration save process
» Virtual tape libraries (VTLs) for network-based saves

» Physical tape media or optical media

For more information, see 3.3, “Manual migration” on page 54.

2.2.4 Managing downtime with assisted save and restore
The assisted save and restore method uses Db2 Mirror for i and save and restore to migrate

the source node. This method requires an initial outage on the source node to create
installation media and user data save media to provision the copy node.
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Assisted save and restore has two downtime periods:

» Initial outage for media creation: Requires placing the source node in a restricted state to
create installation media and perform the initial user data save.

» Final cutover: A downtime window during final synchronization and role swap.

After the initial media creation, Db2 Mirror for i and MWA synchronize changes. This
approach minimizes the cutover window.

Assisted save and restore is appropriate in the following situations:

» External storage is not available for storage replication.

» Partition mirroring requirements cannot be met.

» A scheduled maintenance window is available for the initial save.

» Simplicity of setup is more important than eliminating the initial outage.

Note: Although assisted save and restore requires an initial outage, continuous
synchronization minimizes the cutover window. This method is better than traditional
migration that requires extended downtime during restore and testing.

Partial system save option

The partial system save option in MWA reduces the initial outage window by excluding most
Db2 Mirror replication-eligible objects from the initial system save. Instead of saving and
restoring all objects initially, MWA captures only system components and save-eligible
content that is not efficiently handled by replication. MWA transfers the remaining objects
during synchronization through asynchronous change tracking.

Traditional full system saves are reliable but can extend the initial outage in environments with
large libraries, extensive IFS content, or frequent object churn. The partial system save option
shifts work from the initial save and restore outage into synchronization. This approach
results in a shorter initial outage and shorter cutover, improving migration predictability.

The partial save excludes and includes the following items:

» Excluded from the initial save (migrated during synchronization):

— Most objects that are replication-eligible in the Db2 Mirror framework (for example,
many library-based objects and selected IFS content)

— High-churn items are better handled by incremental synchronization than bulk save
and restore

» Included in the initial save:
— System configuration and objects that are not covered by replication eligibility

— Installation media and save images that must be on the target to bootstrap the
migration workflow

— Required artifacts per your change-control plan (for example, environment
prerequisites, product options, and PTF images)

Note: The same internal classification that underpins Db2 Mirror tracking governs exact
eligibility. Independent auxiliary storage pool (IASP) data is outside the MWA scope.
Migrate IASPs with PowerHA SystemMirror for i.
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Figure 2-2 shows the partial system save option in the User Data Save Options view.

IBM Db2 Mirror for i

8)33 Setup Migrate While Active
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NFS Server Storage on source node available for creating install save images (updated based on selection below)
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‘A System Install Options Total Storage Available: 386,821 MB
Storage Remaining: 380,662 MB
System Migration User Data
Specify how much data to save:
g User Data Save Options
@ Entire system save: Includes all objects in libraries and directories in *SYSBAS
Partial system save: Excludes mirrored objects in libraries in *SYSBAS
E] Specify Compression Type:
O *NO: 10,225 MB
=- O *LOW: 8,653 MB
% *MEDIUM: 6,159 MB
% *ZLIB: 4,483 MB

Figure 2-2 User Data Save Options

This option avoids saving most Db2 Mirror replication-eligible objects during the system save.
Instead, MWA migrates these objects during data synchronization. The partial system save
option reduces downtime and the amount of data to save and transfer to the remote site.

Note: Using the partial system save option requires coordination with IBM. Send an email
to iessspt@us.ibm.com to request use of this option. IBM Technology Expert Labs
(formerly IBM Lab Services) will respond.

For more information, see 3.2, “Assisted save and restore” on page 47.

2.2.5 Continuous synchronization and final cutover

All MWA migration methods use asynchronous replication during synchronization. This
approach differs from Db2 Mirror, which uses synchronous replication.

Asynchronous replication in MWA has the following characteristics:

Uses TCP/IP instead of RDMA.

Migrates all save-eligible object types in SYSBAS, whether in libraries or IFS.
It does not track changes in time order.

The copy node is coherent only after the cutover completes.

You can monitor remaining migration work before the copy node synchronizes.
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Monitoring synchronization progress

During migration, you can monitor remaining work before the copy node synchronizes with
the source node to accomplish the following goals:

» Estimating when the migration is ready for cutover
» Planning maintenance windows for final cutover
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» Identifying issues before final migration
» Communicating migration status with stakeholders

The Db2 Mirror GUI monitors the following information:

» Current replication status

» Data transfer progress

» Estimated time to completion

» Errors or warnings that require attention

Minimizing final cutover downtime
The final cutover is the last phase of migration where the copy node becomes the production
system. MWA minimizes downtime with the following capabilities:

Extended synchronization runs until the copy node is synchronized.
By cutover, only recent changes need synchronization.

MWA automates the cutover process.

Role swap is quick once synchronization completes.

vyvyyy

2.3 Determining the migration path and prerequisites

Selecting the right migration path protects the source system, avoids downtime, and
minimizes risk. When planning an IBM i migration with MWA, the migration method depends
on the following criteria:

Size of the migrated environment
Complexity of the data

Testing requirements

Downtime tolerance

The storage type

Target location capabilities

vVvyYvyvyYyvyy

2.3.1 Migration methods

MWA supports migration methods. You select the method in the Db2 Mirror GUI. The GUI is
the primary interface for migration and guides you through stages. You must perform some
steps from an IBM i console that is in a restricted state. MWA provides the following migration
methods: partition mirroring, assisted save and restore, and manual migration.

Partition mirroring

Partition mirroring uses host-based storage replication to copy SYSBAS from the source
node to the copy node. This method avoids an initial outage because you do not need to
create installation media or perform a full system save. It also provides a test mode to
evaluate the copy node before migration. When ready, perform cutover by using a cool or
warm cutover method (cool cutover is required when migrating IP addresses from the source
node).

Partition mirroring has the following limitations:

» The source node cannot contain an encrypted user ASP.
» The IASPs in source nodes are not replicated.
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Assisted save and restore

Assisted save and restore establishes the copy node by taking an initial outage on the source
node to create installation media and user data save media. Then, MWA synchronizes
changes that are made after media creation. Then, you perform final synchronization and
cutover. MWA provides step-by-step operational procedures for saving the source node,
installing and restoring the copy node, and completing final synchronization. This method is
suitable when you want a documented save and restore baseline and a console-driven
process (WRKMIGSTS) to control save, restore, and synchronization stages.

Manual migration

Manual migration creates the copy node by using one of the following approaches: storage
replication, save and restore, or storage replication and save and restore (by using a
temporary node with a full system save). After you establish the copy node, MWA tracks and
synchronizes changes until cutover.

2.3.2 Choosing a migration method

28

Choosing a migration method that balances risk, downtime, and operational effort that are
aligned with your business objectives.

This section explains how to select among partition mirroring, assisted save and restore, and
manual migration. The decision depends on data volume, database and IFS complexity, test
requirements, downtime tolerance, storage architecture (internal or external, with or without
copy services), network and SAN throughput, and target location (on-premises, cross-data
center, or IBM PowerVS). Constraints such as IASPs or capacity demands can immediately
rule out options.

Use this guidance to identify viable methods, verify technical eligibility, and plan operational
steps and cutover.

Size of the migrated environment

Environment size impacts the migration approach and migration duration. Collecting
information about system occupancy, available storage space, and disk technology helps you
choose the migration method. Data volume affects synchronization time, bandwidth
requirements, and migration window and cutover planning.

» Save and restore migration requires extra disk space (nearly double the original capacity)
to store virtual optical installation media and virtual tapes with user data. This approach
can be difficult for large systems with internal storage.

» Partition mirroring or manual migration uses storage copy services (FlashCopy or Remote
Copy) for large environments.

Data analysis before migration

Begin each migration with an analysis of the data to be transferred. Excessive or
unnecessary data extends the initial system migration and user data synchronization.

» Database files

The analysis must include relationships between database files and libraries. This
approach is important for SQL-based applications, where objects are linked and cannot be
restored in isolation. These dependencies are critical during data synchronization. Many
indexes, triggers, constraints, and SQL service programs affect restore and
synchronization.
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» System files

Clean the operating system before migration to isolate required data and reduce the
volume to migrate. This approach accelerates the initial save, improves data
synchronization, and shortens cutover. If not needed, remove the following objects:

— Performance data

— Journal receivers

— PTF save files and cover letters

— User save files

— Files on IFS (ISO images and compressed files)

— Spool files

Select the migration method based on the following data analysis:

» For complex Db2 structures, SQL-based applications, and extensive IFS files, choose
partition mirroring or manual migration that uses storage replication.

» Save and restore migration operations are more complex and require more attention. This
method is more reliable for environments with simple data structures and smaller data
volumes.

» Clean unused and redundant objects from your system before starting migration.

Testing migrated data

Testing the migrated environment is part of every migration project. Testing verifies that the
migrated system and applications operate correctly and that data is complete and consistent.
» Only partition mirroring enables you to start the copy node in test mode for testing.

» Consider test migration for other methods (save and restore, and manual migration). This
approach requires effort and repeating the procedure, but validates that the migrated
environment is replicated correctly.

Validating the source and target environments

The source and target environments must match in disk technology, server resources (CPU
and memory), and storage solutions. Identifying common technologies and resources
determines the migration method.

Storage type and location
Determine whether the target system uses external storage, internal storage, or runs in
IBM Cloud® on PowerVS:

» Internal storage: Choose between the partition mirroring and save and restore methods.
Manual migration that uses storage copy services is not supported. Both methods support
migration from on-premises to IBM Cloud, between data centers, or within a data center.

» External storage: All migration methods can be used, including FlashCopy (within the
same storage) and Remote Copy (between storages).

Note: You cannot use storage replication services to migrate from on-premises to
IBM Cloud.
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Migrations that are based on remote copy services

MWA offers migration methods that use storage-based replication mechanisms such as
FlashCopy and Remote Copy. These technologies minimize outage and enable fast
migration. FlashCopy and Remote Copy are used in PowerHA solutions and can also be used
for system migration. External storage copy services have the following prerequisites:

» Remote Copy (Global Mirror and Metro Mirror):
— A SAN infrastructure is required.

— At least two geographically separated IBM i partitions, each with at least one attached
external storage unit, are required.

— Multipath I/O to improve resiliency and performance.

— Same storage type for source and target volumes.

— Equal or larger target logical volumes compared to source.
» FlashCopy:

— Atleast one IBM i system that is attached to external storage by Fibre Channel (FC) is
required.

— FlashCopy source and target systems that are attached to the same external storage
device.

— One set of disks for the source and an equal set of disk units for the target.

Note: For MWA, FlashCopy creates a temporary partition for a full system save. This
method is beneficial when the source node uses external storage but the copy node does
not. Warm or cold FlashCopy options reduce source system downtime.

Infrastructure and performance readiness

For successful migration, the system performance, database response times, and
communication between systems must match or exceed the source environment. The target
server must provide CPU, memory, and performance capacity to run the migrated workload
and maintain continuous synchronization. Before migration, validate the following items on
the target site:

» Server configuration (available CPU, memory, and current firmware versions for server
and I/O adapters).

» Storage capacity (equal or larger).

» Network throughput (LAN and WAN). Ensure that the network throughput is sufficient for
the migration technique, especially for save and restore.

» SAN infrastructure and connectivity (switches, directors). Storage-based replication is
faster than Ethernet network connections because FC technology transfers large volumes
of raw block data.
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2.3.3 Method-specific prerequisites and validation

This section converts the general readiness guidance into actionable, method-specific
checklists and validation steps that you must complete before synchronization and cutover. It
details what to prepare and how to prove readiness for each path:

» Partition mirroring:
— Establish the copy node and Service Tools LAN in Dedicated Service Tools (DST).
— Confirm GUI connectivity and the required firewall ports.
— Verify eligibility constraints (for example, no encrypted user ASP).
— Handle IASPs outside this method.
» Assisted save and restore:
— Plan the restricted-state save.
— Orchestrate the automated network installation and restore.
— Dirive final synchronization through the WRKMIGSTS options.
» Manual migration:
— Supply storage replication or save and restore parameters.
— Configure cluster and replication networks.
— Monitor progress in the GUI.

Use these steps to identify blockers early, document controls, and help ensure a predictable
path to cutover.

Partition mirroring prerequisites and validation

Set up the copy node and configure the Service Tools server LAN adapter by using DST on
the copy node. The Db2 Mirror GUI validates connectivity and verifies software requirements
on the source node before you proceed. IBM provides firewall port requirements between the
source and copy node and between the GUI node and source and copy nodes.

Assisted save and restore prerequisites and validation

To save the source node, connect to the source console, enter the restricted state, and start
the automated save by using WRKMIGSTS option 1.

To install and restore the copy node, start the network installation from the Db2 Mirror GUI
and then use the copy node console (DST and CL) and WRKMIGSTS option 10 to start the
automated restore.

To finalize, initiate final synchronization from the Db2 Mirror GUI (click Finalize). Then, use
the source console in the restricted state to start and complete final synchronization (use
WRKMIGSTS options 20 and 21) before cutover.

If you use network-attached tape or optical devices, IBM provides guidance to start TCP/IP
and an interface in the restricted state so that the devices are usable during save and restore.

Manual migration prerequisites and validation

In the Db2 Mirror GUI migration wizard, choose the Manual Migration type (Storage
Replication, Save and Restore, or Storage Replication and Save and Restore). Provide
node, cluster, and replication network details. Monitor progress in the Db2 Mirror GUI. The
GUI displays migration progress and provides actions such as Pause and Finalize.
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Table 2-9 provides a decision summary to guide your migration method selection.

Table 2-9 Decision summary to guide your migration method selection

Decision point

Partition mirroring

Assisted save and
restore

Manual migration

Why do you choose it?

No initial outage for
creating installation
media or a full system
saves.

Test mode available
Cool or warm cutover

Use a save andrestore
baseline with guided
console steps for
automated save,
restore, and
synchronization.

Create a copy node by
using storage
replication, save and
restore, or both.

Key constraints that
drive the choice

Encrypted user ASP is
not supported.

IASPs are not
replicated.

Requires an initial
restricted-state save
and restore flow and
corresponding
operational steps.

Must align to the
wizard-supported
manual migration
patterns and required
configuration inputs.

Table 2-10 helps you select the best IBM i migration method for your environment.

Table 2-10 Migration path comparison by key factors

Criteria

Partition mirroring

Assisted save and
restore

Manual migration

Minimize downtime

No initial outage.
Installation media or
full system save is not
required.

Outage for full system
save.

Quiesce for warm
FlashCopy or Remote
Copy.

Power off for cold
copies.

Type of storage

Independent
IBM i performs storage
replication.

Internal or external
storage.

External storage copy
services (FlashCopy
or Remote Copy).

Db2 database
complexity

All object types
supported.
Host-based storage
replication
implemented.

Needs special
attention, control, and
validation of objects
and manual
intervention.

All object types
supported.

External storage copy
services used.

Test migration.

Test mode is available
with warm or cold
option.

Testing on copy node
is not possible.
Separate migration is
needed for tests.

Testing on copy node
is not possible.
Separate migration is
needed for tests.

IASP support

Not supported.

Requires extra
configuration of
PowerHA clusters.

Requires extra
configuration of
PowerHA clusters.

Target environment

All locations with
TCP/IP
communication
available.

PowerVSin IBM Cloud
supported.

All locations with
TCP/IP
communication
available.

PowerVSin IBM Cloud
supported.

Only for external
storage: FlashCopy
within the same
storage.

Remote Copy to
another storage.
Storage copy services
are not supported
between on-premises
and IBM Cloud.
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2.4 Enhanced Db2 Mirror GUI

The Db2 Mirror for i GUI is the primary management and monitoring console for Db2 Mirror
continuous availability environments and MWA workloads. MWA, which is in licensed program
5770-DBM Option 2, uses the Db2 Mirror GUI to orchestrate reduced-downtime migrations of
IBM i LPARs. Enhancements that were introduced through 2024 — 2025 PTF levels
modernize usability, automation, and operational visibility across migration workflows.

The GUI is a browser-based interface that runs on IBM i. It is deployed on the ADMIN3
Liberty-based application server and accessed at http://hostname:2001/Db2Mirror.

The GUI can run on either Db2 Mirror node. A best practice is to host it on a third IBM i node
to isolate administrative traffic, help ensure availability during outages, and streamline
multi-pair management. This third node requires processor and memory resources and Java
1.8 (64-bit) or later.

2.4.1 Recent GUI enhancements (2024 — 2025)

Improvements to the Db2 Mirror GUI, many delivered with MWA enhancements, elevated the
interface from a functional administrative console to a modern, intuitive orchestration
platform.

Between April and November 2025, IBM delivered updates that provide a clean, modern look,
aligning the Db2 Mirror GUI with the broader IBM i management ecosystem. These
improvements include updated icons, refined visual layout, and a more responsive user
experience for multi-step workflows.

Key enhancements include the following ones:

» The GUI now includes a dedicated partition mirroring wizard, enabling the MWA partition
mirroring method that uses host-based storage replication under the TIMI layer to
synchronize SYSBAS. Because this method requires no installation media or full system
save, the source node does not need to be brought offline during initial copy creation.

» The GUI supports a test mode for partition mirroring migrations, enabling administrators to
validate the copy node before performing a final cutover without affecting source
production workloads.

» Recent PTFs introduce visual progress indicators, improved status tracking, and clearer
messaging for synchronization phases, test mode entry, and copy-node readiness. The
IBM GUI PTF updates also improved message formatting, error readability, and
cutover-related workflows.

» The GUI now uses RSYNC rather than SCP, even for large datasets, offering faster
incremental transfers and better efficiency during copy node provisioning.

2.4.2 Core GUI functions supporting migration

The enhanced GUI acts as the operational hub for the entire migration lifecycle under MWA.

Setup wizard
The Setup Db2 Mirror / MWA wizard guides administrators through the following steps:

» Node pairing
» Hostname and IP configuration
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» Migration method selection
» Initial replication establishment

The wizard supports pause and resume and multi-pair administration. It is accessible from
multiple GUI entry points (initial login, dashboard tray, or left navigation menu).

Monitoring and visualization
A dedicated dashboard provides real-time insight into the following items:

» System migration progress
» Continuous data synchronization backlogs
» Node health and communication status

These capabilities build on the GUI's role as a visual management interface for Db2 Mirror
environments.

Operational controls
Users can take the following actions directly within the GUI:

» Pause or resume synchronization.

» Enter test mode.

» Initiate a finalize or final cutover.

» Review error logs and system events.

Enhanced PTF functions improve reliability during quiesce, test mode, and warm cutover
conditions.

You can access the GUI at http://hostname:2001/Db2Mirror by going to the ADMIN proxy
and selecting the Liberty application server. The GUI requires Java 1.8 64-bit or later.
ADMINS must be active.

2.4.3 Migration methods supported through the GUI

The enhanced Db2 Mirror GUI unifies all MWA migration methods into a single interface:
» Partition mirroring (preferred)

— Uses host-based storage replication under TIMI.

— Avoids initial outages and installation media creation.

— Enables test mode before cutover.
» Assisted save and restore

— Combines Db2 Mirror replication with save and restore media.

— Orchestrates data transfer, restore operations, and ongoing synchronization.
» Manual migration

— Supports FlashCopy based workflows.

— Allows manual save and restore operations.

— Continues tracking and synchronizing changed data.

Note: When the system enters a restricted state that prevents GUI operation, use the Work
with Migration Status (WRKMIGSTS) CL command to manage migration.
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The enhanced Db2 Mirror GUI serves as a unified, modern platform for continuous availability
management and reduced-downtime migration through MWA. The updated interface,
expanded wizards, RSYNC support, test mode integration, and improved progress
visualization provide end-to-end management that reduces complexity and operator workload
during mission-critical IBM i migrations.

2.5 Installing RSYNC by using the Open Source Package
Management interface

RSYNC is delivered as an open-source package on IBM i. Install it by using the Open Source
Package Management (OSPM) framework that is available through IBM i Access Client
Solutions. The OSPM interface provides a standardized, graphical way to install, update, and
maintain open-source utilities such as RSYNC.

The OSPM framework is built on the YUM-based infrastructure that was introduced for IBM i
7.3 and later. This environment handles dependency resolution, package updates, and
repository management.

Before installing RSYNC, ensure that the IBM i system has the following requirements:

» A supported IBM i release (7.3 or later supports the OSPM tool)
The /Q0penSys environment is configured

Access to IBM i Open Source RPM repositories

Adequate storage in the IFS for package installation

vvyy

Using IBM i Access Client Solutions, you can install RSYNC without manually compiling
binary files or managing dependencies. The package management tool automatically installs
RSYNC along with any required supporting packages, placing the binary files into IBM i
PASE.

Installing RSYNC by using the OSPM
To install RSYNC by using the OSPM, complete the following steps:
1. Start IBM i Access Client Solutions and open OSPM.

Start IBM i Access Client Solutions on your workstation by selecting Tools — Open
Source Package Management (or from the left navigation under Management,
depending on the IBM i Access Client Solutions version).

2. Authenticate by using SSH.

OSPM connects to IBM i by using SSH. When prompted, enter a user profile with
*ALLOBJ special authority. If the system's SSH daemon (SSHD) is not running, see the
IBM Documentation for instructions to start it.

3. Install the open-source environment (if not yet installed).

If this is the first time that you are using OSPM, IBM i Access Client Solutions prompts you
to install the underlying YUM infrastructure. Select Yes to install it. After installation, the
OSPM window shows the list of installed packages.

4. Install RSYNC.

Select the Available Packages tab. Scroll or search for rsync. Highlight the package and
select Install. OSPM displays a package installation window that shows RSYNC and any
dependent packages. Type Y to confirm the installation.
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The installation process automatically handles dependencies and places binary files in the
correct /QOpenSys locations.

CLI alternative (YUM in PASE)
Experienced administrators can use a terminal instead of IBM i Access Client Solutions to
install RSYNC. The system must meet the following requirements:

» Use QP2TERM or SSH to access PASE.
» Ensure that the YUM environment is configured and functional.

To install RSYNC, run the following command:

shellyum install rsyncS

The system does not have SSH access (offline or locked-down
environments)

In restricted environments where SSH cannot be used, IBM community tools provide an
automated bootstrapping method that downloads the required YUM and RPM infrastructure
through FTP and initializes OSPM. Run the script-based installation through IBM i Access
Client Solutions Run SQL Scripts to bootstrap the open-source environment.

Use this method in the following situations:

» Air-gapped systems
» Hardened security environments
» Systems where administrators cannot enable SSH temporarily

After the bootstrap completes, OSPM works normally and you can install RSYNC through
IBM i Access Client Solutions.

Repository configuration and offline installation options

IBM also provides a method to clone the IBM i Open Source repository to an on-premises IFS
location and use it as a local mirror for multiple systems. This approach is useful in
bandwidth-restricted or enterprise environments requiring controlled changes.

IBM i Access Client Solutions OSPM supports the following capabilities:

» Cloning the repository
» Switching package sources
» Serving local repositories to other partitions

This approach helps ensure that you can install RSYNC and other packages even without
internet access.

For more information about configuring and using the OSPM environment, including
repository setup and basic package operations, see RPM pile for IBM i releases in standard
support.

IBM i Migrate While Active


https://ibmi-oss-docs.readthedocs.io/en/latest/yum/README.html
https://ibmi-oss-docs.readthedocs.io/en/latest/yum/README.html

2.6 Security highlights of IBM i MWA

This section explains how to secure an MWA migration, especially when it spans on-premises
systems and IBM Power Virtual Server (PowerVS). The security approach has three parts:

» Protect the control plane.

The web GUI that you use to configure and run MWA must be locked down so that
credentials and settings are not exposed.

» Protect the data paths.

Some stages encrypt traffic by design, and others do not. When encryption is not built in,
add a secure overlay.

» Control identities, authorities, and keys.

Only the right people and processes should have elevated access, and any stored secrets
must be protected.

In practice, turn on TLS for the GUI, use SSH where it is available, and apply VPN or strict
network segmentation in the stages that do not support encryption. For hybrid connectivity to
PowerVS, rely on private links and encrypted tunnels to keep migration traffic off the public
internet and isolated from other workloads.

This section describes what to secure, when to secure it, and the minimum steps to do so
without changing how MWA works.

2.6.1 Secure administration control planes

Secure every admin touchpoint (GUI and admin services) that is used to operate MWA and
Db2 Mirror, and keep those endpoints reachable only through encrypted, private paths. Turn
on HTTPS/TLS for the MWA and Db2 Mirror GUI by using either of the following methods:

» Open IBM Web Administration for i at http://<host>:2001/HTTPAdmin, select Admin3,
and select Configure TLS. The wizard disables the old 2001 port and brings up the
HTTPS port (2010) automatically.

» Login to IBM Web Administration for i, select Application Servers, select Admin3, and
from the left navigation pane, start the TLS configuration wizard.
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Figure 2-3 shows the TLS configuration wizard window.
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» Common Tasks and Wizards
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i Application Server Wizards
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A keystore is a storage facility for cryptographic keys and cerificates. Entries in a keystore can be a key entry or a
is a secrel key, or a private key accompanied by the certificate chain for the corresponding public key. Trusted cert
the identity identified by the subject (owner) of the certificate. The issuer of the certificate vouches for this, by signi

Figure 2-3 IBM Web Administration for i TLS configuration wizard window

Note: If TLS is not configured, non-encrypted connections are used, which means all
communication between the browser and Db2 Mirror GUI is transmitted in clear text.

To configure TLS, see Configure Host Servers with TLS using Navigator for i.

2.6.2 Protecting the data paths
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Every migration or data-movement hop must be encrypted by design or encapsulated within a
private, encrypted overlay when native encryption is not available. MWA uses the SSH
protocol to protect all data transfers during the system migration stage.

During automatic installation media transfer, the source node establishes an encrypted SSH
session with the NFS server. During migration configuration, an SSH key must be created on
the source node for the migration user profile.

Complete the following steps:

1. Use SSH during the system-migration stage.

MWA uses SSH for media and NFS transfers in the system-migration stage. Configure
key-based authorization for the migration user to encrypt traffic end-to-end.

2. Add a secure overlay for synchronization traffic.

Data synchronization uses RDMA over TCP/IP and cannot be TLS-secured. Protect it with
a site-to-site VPN, or run it only over strictly isolated private networks or VLANSs.

3. Switch GUI-to-node connections to TLS after certificates are available.

Early in setup, the GUI communicates with nodes without TLS. After host servers are
TLS-enabled, change those connections to TLS in the GUI preferences.

4. Keep all admin and data paths on private connectivity to PowerVS.

Use Virtual Private Cloud (VPC) site-to-site VPN for encryption, or use IBM Cloud Direct
Link for private, off-Internet paths. For resilience, plan a second, diverse Direct Link
connection.
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5. Enforce modern TLS wherever you use TLS.

On IBM i, set QSSLPCL to enable only TLS 1.3 or TLS 1.2 and disable weak protocols
and ciphers per IBM guidance.

Table 2-11 summarizes these steps.

Table 2-11 Quick reference for data protect

Path or stage Protocol Encrypted by Your action

design?
System migration | SSH Yes Use key-based authorization,
(media or NFS) Manage keys securely.
Data RDMA over No Overlay site-to-site VPN or keep on
synchronization TCP/IP isolated private network.
GUI <-> nodes Host services (no | No Keep on private or VPN until
(early) TLS yet) certificates exist, and then enable

TLS.

Hybrid path to VPC VPN /Direct | VPS: Yes Prefer a policy-based VPC VPN.
PowerVS Link DL: Private path | Use Direct Link for private reach.

(Order two DLs for diversity.)

For more information about generating and configuring this SSH key, see step 7 in the Getting
Started section of the MWA documentation.

Secure and non-secure GUlI communication with MWA nodes

The Db2 Mirror web-based interface with the MWA option can run on a node that is part of the
MWA environment or on a separate IBM i system that is called a managing node or GUI node.

During the system-migration stage, the GUI node communicates with the source and copy
nodes only through nonsecure connections to IBM i host servers. During this stage, the
environment is still in the initial presynchronization state, and several key components that
are required for secure TLS communication do not exist on the copy node or are not yet fully
configured. These components include the certificate store, private keys, trusted CA, and
certificate-assignment function.

During the synchronization and cutover stages, you can configure TLS and then secure the
connections between the GUI node and the source and copy nodes.

For more information about setting up TLS for IBM i host servers, see Setting up IBM i to use
SSL.

Chapter 2. Migration planning and prerequisites for minimizing downtime 39


https://www.ibm.com/docs/en/i/7.6.0?topic=sms-getting-started
https://www.ibm.com/docs/en/i/7.6.0?topic=sms-getting-started
https://www.ibm.com/docs/en/ssw_ibm_i_76/rzahh/sslreq.htm
https://www.ibm.com/docs/en/ssw_ibm_i_76/rzahh/sslreq.htm

Figure 2-4 shows a sample Ul for automatic data transfer.

no Setup Migrate While Active
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Figure 2-4 Setting up the MWA transfer method

The partition mirroring migration method uses a protocol that does not encrypt data that is
transferred from the source node to the copy node and cannot be secured with TLS. You must
implement an alternative protection or encryption mechanism, such as a VPN between the
nodes or dedicated VLANSs for replication.

During the synchronization stage, MWA uses the RDMA over TCP/IP protocol to transfer data
from the source node to the copy node. This protocol does not provide encryption and cannot
be secured with TLS. Similar to partition mirroring, you must use alternative protection
methods, such as a VPN.

2.6.3 ldentities, authority, and keys

To maintain operational security, only authorized users should perform migration actions, and
you must protect all credentials and stored secrets. MWA requires specific user authorities
and password security settings to help ensure that migration operations run safely and
reliably. Proper authorization is essential for configuring system components, managing
partition mirroring, and accessing sensitive migration functions.

MWA uses IBM Cryptographic Services for i to securely store passwords that are needed for
the migration process. In most environments, Cryptographic Services master key 1 is
configured by default. You can review or update this configuration through IBM Navigator for i
at http://<server_ip>:2001/, where <server_ip> is the hostname or IP address of your
IBM i system.

Complete the following steps:

1. Use appropriate user profiles and least privilege.

The GUI uses the signed-in user's credentials to act on each node. If that profile lacks
authority, the request fails. Create dedicated migration profiles with only the access that
they need, and avoid using QSECOFR for routine steps.
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2. Enable auditing for privileged activity.

Follow the Db2 Mirror and MWA guidance to review security and auditing, and help ensure
that privileged actions during migration are captured for review.

3. Load and set Cryptographic Services master key 1 before you store passwords.

Db2 Mirror and MWA store HMC, storage, and other passwords by using
IBM Cryptographic Services. Master key 1 must be loaded and set on the GUI node and
participating nodes first.

4. Manage master keys correctly for custody, backup, and change.

IBM i keeps master keys in LIC and uses them with AES-256 to wrap other keys. Key
operations are recorded in Cryptographic Configuration (CY) audit records. Apply
separation of duties, back up keys by using SAVSYS, and retain passphrases securely.
Configure and manage keys by selecting Navigator for i — Security — Cryptographic
Services Key Management.

5. Maintain a strong TLS configuration for services that handle credentials.
Where you use TLS (GUI, host servers, and APIs), use only TLS 1.3 or 1.2 and disable
weak ciphers and protocols with IBM system-wide settings.

To manage master keys and cryptographic keystore files, select Security — Cryptographic
Services — Key Management in IBM Navigator for i.

Figure 2-5 shows a sample Ul for Cryptographic Services Key Management.
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Alerts IBM Digital Certificate Manager fori

Figure 2-5 Cryptographic Services Key Management options
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MWA requires specific user authorities that depend on the migration method. Table 2-12
shows the relationship between migration methods and user authorities.

Table 2-12 Special user authorities for MWA

Migration method User authorities

Partition mirroring On the source node: *SERVICE, *JOBCTL, *ALLOBJ, and *SECADM
DST authority on copy node:

» Disk units - operations

System partitions - operations
System partitions - administration
Operating system IPL

Install

Display/Alter/Dump

DST environment

Service tool security

Start Service Tools

vyVVYyYVYVYYVYYY

v

Assisted save and On the source node, you must create a user for migration instead of

restore using QSECOFR.

» Special authorities: *ALLOBJ, *I0SYSCFG, *JOBCTL, *SAVSYS, *SECADM,
and *SERVICE

» User class: *QSYSOPR

For more information about managing master keys and using IBM Cryptographic Services,
see Cryptographic services key management.

2.6.4 Cloud connectivity and network isolation for IBM PowerVS

PowerVS offers several methods to secure and isolate data transfer during the migration
process. Private networking, VLAN segmentation, VPCs, and security groups control traffic
flows and block unauthorized communication between workloads.

IBM Cloud Direct Link 2.0 provides secure 10 Gbps connections between your on-premises
data center and IBM Cloud services. It offers predictable network performance and enhanced
security without using the public internet.

There are two types of Direct Link:

» Direct Link Dedicated provides a physical port connection for private access. It serves
clients with high-volume workloads that require reduced latency and support rapid data
movement across environments.

» Direct Link Connect provides connectivity between cloud data centers or between
on-premises systems and the cloud. It supports flexible bandwidth requirements and
offers IBM Cloud clients a reduced-cost entry point than Direct Link Dedicated. Direct Link
Connect uses a connection that is set up and managed by an external service provider.

By default, IBM Cloud Direct Link is not a redundant service. You must order a separate
Direct Link Connect instance for redundancy.
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2.6.5 Concl

VPN services provide private and low-cost connectivity to IBM Cloud. You can use SSH
connections to access your Virtual Server Instance (VSI) through private IP address. There
are two options for VPN connection:

» Site-to-site gateway connections (VPN for VPC) allow to connect on-premises network to
your VPC network. This configuration provides secure, highly scalable, encrypted
connectivity based on secure VPN tunnels with IPsec configured.

» Client-to-site server connectivity is dedicated for remote, secure access to the VPC
network by using an OpenVPN software. It is TLS 1.2 and TLS 1.3-based secure and
encrypted connectivity over the internet.

VPN services provide private, reduced-cost connectivity to IBM Cloud. You can use SSH
connections to access your Virtual Server Instance (VSI) through a private IP address. There
are two options for VPN connection:

» Site-to-site gateway connections (VPN for VPC) enable you to connect your on-premises
network to your VPC network. This configuration provides highly scalable, encrypted
connectivity based on VPN tunnels that use IPsec.

» Client-to-site server connectivity provides remote, secure access to the VPC network by
using OpenVPN software. It provides TLS 1.2 or 1.3 encrypted connectivity over the

internet.

usion

Table 2-13 shows a summary of the MWA security aspects.

Table 2-13 Security summary

connectivity

private path (DL)

instances, security
groups, and
private-only IP

Stage Primary protocols Encryption Required Notes
native? compensating
controls
GUI Setup HTTPS/TLS Yes (when Enable TLS before Plain text if not configured.
(Admin3) (recommended) enabled) operations.
Early GUI <-> IBM i host servers No (temporary) Segmented VLAN, TLS becomes available at
Nodes (plain text) private IP, and VPN later stages once certs are
ready.
System SSH Yes Key hygiene, and Use SSH keys for migration
migration (media least-privilege user user.
and NFS)
Partition Native mirroring No VPN, dedicated VLAN, | TLS is not supported.
mirroring protocol and private routing Isolate strictly.
Synchronization RDMA over TCP/IP No VPN, dedicated VLAN, TLS is not supported.
and private routing Treat as sensitive bulk
movement.
PowerVS hybrid | Direct Link and VPN | Yes (VPN), Redundant DL DL is not redundant by

default.
Order a second instance
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Migration method

As introduced in Chapter 1, “Overview of IBM i Migrate While Active” on page 11, IBM i
Migrate While Active (MWA) provides three distinct migration modes, each designed to
address different operational requirements and workload characteristics. These modes
enable customers to select the approach that best aligns with their infrastructure, timelines,
and business objectives.

This chapter examines each method, describes the underlying technologies, outlines the
operational workflow for each approach, and identifies the scenarios in which each method is
most effective. By understanding the strengths and intended use cases of each migration
mode, customers can plan migrations with confidence and achieve predictable outcomes.
This chapter covers the following topics:

» Partition mirroring

» Assisted save and restore

» Manual migration
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3.1 Partition mirroring
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Partition mirroring is the premier migration method that is offered by MWA. This migration
mode uses the technology underlying IBM PowerHA SystemMirror for i Geographic Mirroring,
but enables the solution to be used for the system auxiliary storage pool (ASP) (*SYSBAS).
This approach provides a simplified, automated solution for migrating IBM i workloads to new
systems.

Figure 3-1 is a high-level view of the partition mirroring option.

Source Copy

Final Migration .--@-‘-9 Role Swap

Figure 3-1 Diagram of partition mirroring

Partition mirroring requires that the source node has the latest MWA and Db2 Mirror for i
PTFs installed. As a first step, the IBM i administrator creates SAVSYS media to virtual
optical devices. Creating SAVSYS media instead of a full system save minimizes required
downtime. Alternatively, you can create SAVSYS media on a non-production system if the
required PTFs are installed. The target system, which is known as the copy node, is then
installed from this SAVSYS media. Only the LIC must be installed. After you configure the
DASD and Service Tools LAN Adapter, the MWA GUI helps configure partition mirroring
between the source node and the copy node. Data transfer can then begin, and the System
ASP mirrors to the copy node. After the data synchronizes, MWA presents the option to
perform a test role swap or full role swap.

Partition mirroring is the preferred MWA migration method because it requires only LIC
installation on the target system. As a best practice, use partition mirroring as the primary
migration solution except in the specific situations that are described in the other migration
methods.
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3.2 Assisted save and restore

Assisted save and restore was introduced in the first release of MWA. This method uses
IBM Db2 Mirror for i technology to replicate objects between the source and copy nodes over
Ethernet, helping ensure that the copy remains up to date throughout the migration.

This method is suitable for migrations where traditional D-Mode IPL and physical tape restore
operations are not practical. It saves to optical media, enabling a network-based installation
path rather than a tape-based workflow.

The overall process includes the following three major phases, as shown in Figure 3-2:

» System migration: Establishes the copy node by creating the initial system copy (Step 1).

» Continuous synchronization: Keeps the copy node updated with changes from the source
node (Step 2).

» Promotion and cutover: When you stop synchronization, the copy node is promoted and
becomes ready for use (Step 3).

IBM i NFS Server

Virtual
Optical
-

Scratch
Install

Source
IBMi

Tracking

Scratch Install &
Restore System

Save System

Synchronizing

Asynchronous Data Synchronization

Fina Migaton .--@-‘a Role Swap

Figure 3-2 Save and restore migration

The MWA GUI guides you through configuring the assisted save and restore environment. As
part of this setup, you deploy the source node, the copy node, and an IBM i based NFS server
node. The NFS server node receives a copy of the backup media and later serves as the
source for the network installation of the copy node.
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After the environment is in place, MWA leads you through creating either a full system save or
a partial system save to virtual optical media. After the save operation completes, normal
production workloads can resume. MWA then transfers the save media to the NFS server
node. After the media is available on the NFS server, MWA automates the setup of the
network-installation environment and guides you through performing the installation and
restore on the copy node. This approach helps ensure that both the source node and the copy
node begin from an identical baseline.

When the copy node is fully deployed, MWA automatically configures Db2 Mirror for i
functions to keep the copy node synchronized with ongoing changes from the source node
until you are ready to perform the role swap.

Assisted save and restore is often preferable because most of the system ASP is seeded on
the copy node during initial setup. This approach can reduce network bandwidth
requirements and for high-throughput systems can reduce the processing load that is
required to maintain synchronization between the two nodes.

3.2.1 Save and restore use cases
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MWA migrates an IBM i partition from one environment to another one while keeping
production workloads online. MWA supports a wide range of migration scenarios, enabling
organizations to modernize infrastructure, adopt cloud strategies, or create reusable clones
with minimal disruption. MWA can move an IBM i partition within the same server to another
data center or to remote environments such as IBM Power Virtual Server (PowerVS) in

IBM Cloud.

MWA supports several key use cases:
» Migrate from on-premises to IBM PowerVS.

Organizations can move an on-premises IBM i LPAR to PowerVS, enabling cloud adoption
for production, dev and test, or hybrid-cloud deployments. PowerVS is a common
destination for cloud-based IBM i workloads. Customers choose this option to eliminate
tape-based restores, accelerate cloud adoption, and maintain uptime during migration.

» Migrate from on-premises to any IBM i Cloud provider.

In addition to IBM Cloud, MWA can migrate a production LPAR to any IBM i capable cloud
environment. This use case is supported, enabling customers to move to managed IBM i
hosting environments or third-party cloud providers.

» Migrate to newer or more advanced IBM Power servers.

Enterprises use MWA to refresh hardware without extended downtime. You can migrate
an on-premises IBM i to newer hardware within the same data center or server room. This
approach is valuable when upgrading to modern Power10 servers or consolidating
workloads onto newer infrastructure.

» Create an IBM i clone for testing, sandboxes, or projects.

MWA duplicates a running production system to create a clone. The production node
remains fully operational, and the copy node becomes an isolated system for test
environments, analytics, development, audits, or short-term projects. The production node
remains intact and serves as the authoritative source for the clone.

» Migrate between data centers.

MWA can move IBM i workloads between physical data centers for consolidation,
relocation, or disaster-recovery site modernization, which includes migrations across
geographic regions when using TCP/IP connections between nodes.
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Hybrid cloud transition and infrastructure realignment.

IBM i customers use MWA to bridge between on-premises systems and hybrid cloud
architectures. MWA addresses challenges such as tape logistics, slow network replication
methods, or lack of direct FlashSystem to PowerVS replication.

Seamless platform modernization with continuous availability in mind.

Although not a high availability and disaster recovery (HADR) solution, MWA builds on the
same technical foundation as IBM Db2 Mirror for i. This approach makes MWA valuable
for organizations that need uptime during infrastructure refreshes or cloud transitions
while keeping environments synchronized until cutover.

As shown in Figure 3-3, you can use MWA to meet many business needs.

Source Copy

Operating Operating
System System
Security H Security

Data Data
Lib [|IFS Lib || IFS
IBMi IBMi

Figure 3-3 MWA use cases

3.2.2 Anatomy of save and restore migration

As shown in Figure 3-4 on page 51, the migration of an IBM i is broken down into three
stages:

»

System migration

During the system migration stage, you configure MWA and perform a system save on the
source node. The save includes the operating system and some or all existing user data.
You perform the system save while the system is in a restricted state and indicate how
much user data to save. All user data saves focus on objects within SYSBAS.

The system save creates a unique version of installation media that is used to scratch
install the copy node. You then restore any saved user data onto the copy node.

Before system migration, you must make the following decisions:

Which migration pattern will be used?

How much user data will be saved?

Will the user data be saved on the source node or externally?
When will the system migration be started?
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Tip: Use the GUI to view storage size estimates for the save options.

» Data synchronization

After the system save of the source node completes, users and applications can run
production workloads on the source node. During this time, objects within the SYSBAS
libraries and the Integrated File System (IFS) can be created, changed, or deleted. MWA
detects and tracks any object changes.

After system migration completes, MWA begins continuous synchronization of changed
objects, which is known as data synchronization. During this stage, MWA continuously
keeps the copy node synchronized with changed objects from the source node.

During data synchronization, MWA tracks changes to objects on the source node and
asynchronously migrates them to the copy node. Data synchronization does not occur in
time order, but instead occurs in intervals that are controlled by MWA. When a
synchronization interval begins, MWA starts batch jobs that synchronize data to the copy
node.

During data synchronization, you can gain the following insights:

— The volume, size, and type of objects being changed and tracked on the source node.
— The count, size, and velocity of data synchronization.
— The time estimate for the final synchronization outage.

Cutover

You decide when to exit the data synchronization stage and finalize the migration to the
copy node.

During cutover, the source node enters a restricted state and MWA performs a final
synchronization of any remaining tracked objects. After the final synchronization
completes, you decide whether to complete the migration. After successful cutover, data
synchronization between the source and copy nodes ends and the copy node is ready for
use.

Cutover includes the following considerations:

— Examination of any objects that failed to migrate to the copy node.
— Examination of any objects that were ineligible to migrate to the copy node.
— Evaluation of whether to complete the migration to the copy node.

Figure 3-4 on page 51 shows the MWA stages.
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Figure 3-4 Migrate While Active stages and phases

3.2.3 Automated transfer operations in Migrate While Active

MWA automates the movement of installation media, user data saves, and other
synchronization content between the source node, the Cloud Optical Repository (NFS
server), and the copy node. This automation reduces manual effort, accelerates migration
activities, and keeps both systems current throughout migration.

This section explains the following two automation workflows in detail:

» Fully automated workflow
» Hybrid automated workflow
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Figure 3-5 shows an automated workflow for both installation media and user data transfers.
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Figure 3-5 Automated migration of an IBM i to PowerVS by using source node local storage

The source system generates virtual optical installation media, which MWA automatically
transfers to the Cloud Optical Repository, enabling the copy node to perform a scratch
installation directly from this image. In parallel, you save user data to virtual tape, and MWA
transfers this tape image to the copy node, where it is ready for restore.

The entire process eliminates physical media handling. All transfers occur over the network
by using NFS and MWA automation. Use this migration pattern when the environment
supports the following capabilities:

» Creation of virtual optical media
» Creation of virtual tape images
» Network-based automated transfers by using NFS and MWA automation mechanisms

Figure 3-6 on page 53 shows a hybrid assisted save and restore process where MWA
automatically transfers the installation media, but you must manually handle the user data.
The automated portion works the same way as the previous example: the source system
creates virtual optical media, MWA transfers it to the Cloud Optical Repository, and the copy
node performs the scratch installation from that repository.
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Figure 3-6 Automated migration of an IBM i to Power Virtual Server by using user-provided devices for
user data

User data management differs from the previous example. Instead of using virtual tape and
automated network transfer, you save user data to physical tape or optical media. You must
then manually move this media to the copy node, where you restore the data directly from the
delivered tape or optical source.

Use this pattern in the following scenarios:

» On-premises migrations that involve physical tape workflows
» Environments that do not use virtual tape

» Environments with limited automation capabilities

» Migrations where user data is too large for network transfer

Table 3-1 is a side-by-side comparison between these options.

Table 3-1 Comparing features of source node local storage versus user-provided devices for user data

Feature Source node local storage User-provided devices for user
data

Installation media Automated Automated

transfer

User data transfer Automated through virtual tape Manual through tape or optical drive

Physical media None required Required for user data

Automation level Full automation Partial automation

Best for Cloud migrations and modern Traditional tape workflows and a
environments constrained network
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3.3 Manual migration
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The manual migration method provides maximum flexibility for environments with unusual

requirements or large data volumes. This flexibility requires more complexity because it relies

more on manual processes than automation.

Three manual migration approaches exist, each suited to different storage configurations and
downtime considerations. Manual migration also supports other techniques during copy node

creation.

» Storage replication

When the source and copy nodes share external storage, IBM FlashCopy technology
creates a point-in-time copy of the source node volumes directly to the copy node

volumes. Use this approach for local migrations (see Figure 3-7).
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Figure 3-7 Manual migration that uses FlashCopy

When nodes connect to different storage systems, use remote-copy technologies, such as
Global Mirror or Metro Mirror, to replicate data between the systems. Use this approach for

remote migrations (see Figure 3-8 on page 55).
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» Save and restore

Figure 3-9 shows the approach that uses a full system save of the source node to create a

complete copy of the environment. You then use the saved media to perform a scratch

installation followed by a full restore on the copy node. Manual migration uses the same
synchronization technology as assisted save and restore but gives you more control over
save media creation, transfer, and environment setup. You still need a copy node and an

NFS server node.

This method requires downtime on the source node while the full save completes.
However, you can create the save media on a tape library or virtual tape library (VTL). You
can then manually manage the data transfer to the NFS server node. When used with a

VTL, you can offload the data transfer between sites to the VTL solution. IBM supports
FalconStor StorSafe for this purpose.
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Figure 3-9 Save and restore diagram
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» Storage replication that is combined with save and restore

This hybrid method (shown in Figure 3-10) works for environments where the source node
uses external storage but the copy node does not. It combines storage replication to a
temporary node with a save and restore process to build the final copy node. This
approach reduces downtime on the source system while supporting mixed-storage
architectures.
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FlashCopy ‘,

Tracking I.--@-‘-a Synchronizing I

Figure 3-10 Storage replication and save and restore migration

For detailed step-by-step procedures, see IBM Documentation.

3.3.1 Clone types for storage replication

When using storage replication methods (FlashCopy, remote copy, or hybrid), two clone types
are available, as shown in Table 3-2.

Table 3-2 Clone type

Clone type Description

Warm clone (quiesced) The source node is quiesced, and new database transactions are
halted while pending transactions reach a commit boundary.
Storage copy occurs while the source remains operational. Tracking
begins immediately after the storage copy completes. This approach
provides a shorter outage but requires a successful quiesce.

Cold clone (powered off) The source node is powered off before the storage copy operation.
This approach provides maximum data consistency. Tracking begins
after the source node is powered back on. This approach has a
longer outage but simpler execution.

Note: If the source node fails to reach a quiesced state within the specified timeout during
a warm clone, transactions resume on the source node and MWA does not track data
changes. Use cold clone for systems with long-running transactions.
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3.3.2 Method selection guide

Table 3-3 shows the manual migration methods that you can choose based on your

environment.

Table 3-3 Selecting a manual migration method based on your environment

Method Storage configuration Downtime Best for

FlashCopy Same external storage Minimal (warm) or Same data center
moderate (cold) migrations

Remote copy Different external storage Minimal (warm) or Cross-site migrations
moderate (cold) DR

Save and Any (no external storage Extended (full save Simple environments

restore required) duration) No external storage

Hybrid Source external and copy Moderate Mixed storage

internal environments

3.3.3 Preparation summary

Before you begin any manual migration, complete the following preparation tasks:

2

node).

Install the required software on the source node and the GUI node.

Configure the copy node resources (processor, memory, network, and storage).
Configure a secure environment according to IBM security guidelines.

Verify that the Service Tools user QSECOFR is enabled with a non-expiring password.
Run SYSTOOLS.CHECK_PRODUCT_OPTIONS() to identify software product issues.

Perform method-specific preparations (storage configuration, save media, and temporary

Important: For storage replication methods, ensure that the target volumes are consistent
copies that match source volumes in number, size, and type. For QSRMIGRATE, review other
preparation requirements in IBM Documentation.
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3.3.4 Configuration by using the Db2 Mirror GUI

Access the Db2 Mirror GUI at http://hostname:2001/Db2Mirror (or port 2007 if TLS is
enabled). Select IBM i Migrate While Active and then select Manual Migration as the
partition migration method. The wizard guides you through the configuration options that are
shown in Table 3-4.

Table 3-4 Wizard steps for configuration

Window Purpose

Source Authentication | Validate the source node connection and software requirements.

Node Details Configure the copy node system name, network, and replication IP
address pairs.

Cluster Details Review or configure the cluster and device domain information.

Migration Options Select the migration method (Storage Replication, Save/Restore, or

Hybrid) and clone type.

Summary Review all configuration settings before initiating the migration.
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SYSBAS replication and IASP
migration concepts and
procedures

Modern IBM i environments rely on flexible storage architectures that support mobility,
scalability, and continuous operations. Two core technologies that enable these capabilities
are SYSBAS replication and independent auxiliary storage pool (IASP) migration.

This chapter outlines the concepts, prerequisites, and procedures for both SYSBAS
replication and IASP migration. It explains why IASP migration differs from system-wide
replication, describes the strategic decisions that are involved in selecting an approach, and
provides guidance for configuring, running, validating, and managing these operations. The
chapter concludes with testing guidelines and common troubleshooting techniques to help
ensure predictable and repeatable outcomes in production environments.

This chapter covers the following topics:
» SYSBAS replication and object migration
» Migrating an IASP during Migrate While Active
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4.1 SYSBAS replication and object migration

Understanding which IBM i objects IBM i Migrate While Active (MWA) can migrate to the copy
node is a key consideration when planning and running a successful migration. This section

provides details about object migration based on IBM i object types and describes the support
that is provided during both the system migration phase and the data synchronization phase.

Replication of the SYSBAS environment focuses on duplicating the core system base, which
includes essential objects that are outside of an IASP. This replication is fundamental in
scenarios that require a synchronized system environment for recovery, workload mobility,
test environment provisioning, or system cloning. Because SYSBAS contains the IBM i
operating system, licensed program objects, middleware components, and various system
configuration artifacts, the replication method must account for system-wide dependencies
and IBM i architecture's tight integration.

MWA uses a combination of Db2 Mirror for i technology and traditional save and restore
mechanisms to synchronize changes in SYSBAS from the source node to the copy node. The
migration method that is used for each object type depends on its eligibility for Db2 Mirror
replication. Objects that can be mirrored take advantage of Db2 Mirror real-time replication
capabilities, while non-eligible objects are migrated through complementary save and restore
or synchronization techniques.

Note: Data within an IASP can be migrated outside MWA by using IASP replication
technologies in the IBM PowerHA SystemMirror for i (5770-HAS) product. For more
information about migrating an IASP with MWA, see Additional IBM i Migrate While Active
resources.

4.1.1 Object classification in Migrate While Active

60

MWA organizes IBM i objects into four categories based on their location within SYSBAS,
their object type, and their eligibility for Db2 Mirror for i replication. Understanding these
classifications is essential for determining how each object is migrated and synchronized
between the source and copy nodes.

Category 1: Db2 Mirror replication-eligible objects in libraries

These IBM i objects are in SYSBAS libraries that are eligible for replication through the Db2
Mirror environment. MWA uses the same Db2 Mirror technology to handle real-time
synchronization for object types commonly updated by user applications.

Db2 Mirror eligible objects include the following library-based types:

Db2 for i physical and logical files (FILE)
Data areas (DTAARA)

Data queues (DTAQ)

Programs (PGM)

Service programs (SRVPGM)

User spaces (USRSPC)

vyvyYvYyvYyYYvyy

These objects are synchronized through the QMRDBESYNC process, which detects tracked
changes and migrates them to the copy node.
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Category 2: Objects in libraries that are not eligible for Db2 Mirror
replication

This category consists of objects that are in SYSBAS libraries but are not eligible for Db2
Mirror replication. For these objects, MWA uses save and restore-based synchronization
techniques rather than real-time mirroring.

Examples of these objects include the following ones:

» Alert tables (ALRTBL)
» Class objects (CLS)

These object types are excluded from Db2 Mirror replication rules, meaning that changes are
captured and migrated through save-eligible processing rather than synchronous replication.

Category 3: Integrated File System objects

Integrated File System (IFS) objects that are within SYSBAS are largely supported by MWA.
Unlike Db2 Mirror, which covers only object types in its replication eligibility list, MWA
supports all save-eligible objects in SYSBAS, including ones in the IFS.

Typical IFS object types include the following ones:

» Stream files (STMF)
» Directories (DIR)

Because IFS objects are outside the traditional library structure, they are synchronized by
using save and restore operations during the initial migration and during change
synchronization.

Category 4: Pseudo objects

Pseudo objects are special entries that are used in the Object Tracking List (OTL) to
represent elements of the IBM i environment that do not exist as discrete system objects.
These references are required so that MWA can accurately track and synchronize changes to
system configuration attributes that are kept consistent between source and copy nodes.

Pseudo-object categories include the following ones:

v

System-level environment variables (ENVVAR)
» Security attributes (SECATR)

» System values (SYSVAL)

» Function usage identifiers (FCNUSG)

These pseudo entries help ensure that operational characteristics such as security settings,

system policies, and runtime environment definitions are fully replicated as part of the
migration process.
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4.1.2 Synchronization jobs

MWA uses the dedicated synchronization jobs that are listed in Table 4-1 to handle different
object categories during the data synchronization stage.

Table 4-1 Job and purpose

Job name Purpose

QMRDBESYNC Handles Db2 Mirror replication-eligible objects and pseudo objects from
the OTL.

QMRDBNSYNC Handles Db2 Mirror for i non-replication-eligible objects from the Library

Tracking List (LTL).

QMRDBISYNC Handles IFS objects from the IFS Tracking List (ITL).

These jobs run at scheduled intervals. When tracked changes exist in the respective tracking
lists, the jobs migrate the changes from the source node to the copy node.

4.1.3 Tracking lists

MWA uses the three tracking lists that are shown in Table 4-2 to record changes that must be
synchronized to the copy node.

Table 4-2 Tracking list

Tracking list Description

OTL Tracks Db2 Mirror for i replication-eligible objects and pseudo objects.
LTL Tracks Db2 Mirror for i non-replication-eligible library-based objects.
ITL Tracks IFS objects.

4.2 Migrating an IASP during Migrate While Active
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Migrating an IASP requires a fundamentally different approach from SYSBAS migration, and
understanding this distinction is essential for planning a complete MWA strategy. Although
SYSBAS migration is handled natively by MWA, IASP environments fall outside the scope of
its built-in replication mechanisms. This architectural separation drives the need for a
complementary, storage-based replication technology to achieve complete migration.

SYSBAS migration focuses on synchronizing the operating system, licensed program objects,
configuration artifacts, and Db2 Mirror eligible object types. This process is tightly integrated
with the IBM i platform and keeps the system base environment current on the copy node
throughout the migration.

However, IASPs represent a different domain: they contain user databases, application
libraries, and workload-specific objects that are physically isolated from SYSBAS by design.
Because of this separation, IASP content is not synchronized through MWA. Instead, it must
be migrated by using IBM PowerHA SystemMirror for i with geographic mirroring, which
provides asynchronous replication at the storage layer to keep the IASP consistent between
source and target systems.
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This division of responsibility means that IASP migration introduces its own operational
considerations. During an MWA scenario, the IASP must be quiesced at the appropriate
point, which is synchronized by using PowerHA geographic mirroring, and validated for
application readiness on the destination system. Factors such as network throughput,
bandwidth stability, storage topology, and the timing of cutover play critical roles in helping
ensure a reliable transition.

By understanding how SYSBAS and IASP migration workflows complement each other,
administrators can orchestrate a coordinated process that delivers a fully consistent
environment system base and application data at the target node.

Important: The migration of an IASP is not supported by MWA. This chapter provides a
process to perform IASP migration with MWA by using PowerHA geographic mirroring.

Table 4-3 shows key differences between SYSBAS and IASP migration.

Table 4-3 Differences between SYSBAS and IASP migration

Aspect Description

SYSBAS migration Handled natively by MWA by using Db2 Mirror technology. Automatic
tracking and synchronization of changes.

IASP migration Must be migrated separately by using PowerHA geographic mirroring.
Requires manual configuration and coordination with MWA stages.

Timing IASP migration occurs after the system migration stage but before the final
cutover while SYSBAS data synchronization is in progress.

Technology PowerHA SystemMirror for i (5770-HAS) with geographic mirroring is
required for IASP migration.

4.2.1 Migration concept

The basic process of migration includes the following steps:
1. Use MWA to migrate SYSBAS from the source node to the copy node.

2. During the data synchronization stage (while both nodes are active), configure PowerHA
geographic mirroring for the IASPs.

3. Synchronize IASP data from source to copy node by using geographic mirroring.
4. Unconfigure geographic mirroring before MWA cutover.
5. Complete the MWA cutover process.

For more information, see IBM Support.

4.2.2 PowerHA requirements, geographic mirroring setup, network, and
bandwidth

IASP migration within an MWA solution relies on IBM PowerHA SystemMirror for i and its
geographic mirroring capabilities. Unlike SYSBAS, which MWA handles natively, IASPs are
synchronized by using storage-level replication. The following subsections describe the
required software components, PTF levels, networking characteristics, and geographic
mirroring modes.
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Software requirements

IASP migration requires that all participating systems support geographic mirroring and
cluster resource management, as listed in Table 4-4. Geographic mirroring requires PowerHA
SystemMirror for i and current IBM i releases on all nodes.

Table 4-4 Required components

Component Requirement
PowerHA 5770-HAS must be installed on all participating systems (source, copy,
SystemMirror for i and high availability (HA) nodes). Geographic mirroring is an HA function

that is provided through PowerHA.

IBM i As a best practice, run the most current release on systems patrticipating
in geographic mirroring. If systems run different releases, the backup
system must run a later release. Supported HA releases include IBM i 7.4
and IBM i 7.5, which is consistent with current MWA support.

Clustering Systems must be configured in a cluster with device domain support.
requirements Option 41 (HA Switchable Resources) is required for managing
independent disk pools in clusters.

PTF requirements

All nodes in a PowerHA geographic mirroring environment must maintain current PTF levels
that are related to PowerHA, clustering, and geographic mirroring. Before configuring
replication, confirm that all required PTFs are installed.

Table 4-5 shows the applicable fixes for known issue DT400920 on multiple IBM i versions.

Table 4-5 Fixed issue DT400920
Known issue IBM i 7.5 fix IBM i 7.4 fix IBMi7.6

DT400920 MJ02654 MJ02653 Included in the base release (“Base”)

Network and bandwidth requirements

Geographic mirroring replicates disk writes over TCP/IP and requires adequate bandwidth
and properly segmented network traffic. Table 4-6 shows the network requirements.

Table 4-6 Network requirement and description

Requirement Description

Data port connections | The geographic mirroring data stream between the source and mirror
nodes requires dedicated IP addresses. These connections carry the
replicated disk writes.

Cluster Use a separate network for cluster heartbeat, cluster management traffic,
communication and command operations. This approach prevents the replication load from
network affecting cluster stability.

Bandwidth Bandwidth must be sufficient to accommodate the IASP write workload.

Geographic mirroring transmits every write operation from the production
disk to the mirror node.

Distance and latency Synchronous mode supports shorter distances due to latency sensitivity
considerations and is typically kept within tens of kilometers. Asynchronous mode tolerates
higher latency and greater distances.
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Geographic mirroring delivery modes

IBM PowerHA geographic mirroring supports synchronous (SYNC) and asynchronous
(ASYNC) modes. Table 4-7 describes these modes.

Table 4-7 Mode descriptions

Mode

Description

Synchronous (SYNC)

Each write operation is committed to both the production and mirror disks

before returning control to the application. This approach provides
maximum data protection but requires reduced-latency, high-bandwidth

connections.

Asynchronous
(ASYNC)

Write operations complete locally and are queued for remote transmission.

This mode supports longer distances and higher latency links, offering

improved performance but might result in minimal data loss during a failure.

Note: For IASP migration with MWA, ASYNC mode is a best practice because it provides

better performance during the synchronization period and is more tolerant of network

variations.

4.2.3 IASP migration scenarios

The approach to migrate an IASP with MWA depends on the source environment's current
HA configuration. Because MWA does not migrate IASPs natively, all IASP migration
operations are performed by using IBM PowerHA SystemMirror for i, with geographic
mirroring as the primary replication method. IASP migration steps vary depending on the

existing HA topology and must be selected.

Table 4-8 summarizes the supported approaches, followed by detailed explanations for each

scenario.

Table 4-8 Overview of IASP migration scenarios

Scenario

Current HA status

Migration approach

Stand-alone IASP

No existing HA

Configure geographic mirroring for migration.

Metro/Global Mirror
IASP

DS8000 or external
storage HA

Add geographic mirroring while preserving
storage replication.

Multi-target Geo Mirror
(IBMi7.5+)

Existing geographic
mirroring

Add a copy node as an extra target (requires
IBM i 7.5+).

Geographic Mirror
(IBMi7.4)

Existing geographic
mirroring

Unconfigure existing configuration and
reconfigure for migration.

4.2.4 Migration timeline and coordination with Migrate While Active

IASP migration must be carefully synchronized with the phases of MWA. Because SYSBAS
and IASPs are migrated by using different technologies, the process requires coordination to

help ensure data consistency, cluster integrity, and a clean cutover. The following sections
outline the necessary phases and their alignment with the MWA lifecycle.

Chapter 4. SYSBAS replication and IASP migration concepts and procedures




66

Phase 1: Preparing before the MWA system migration outage

Before initiating the MWA system migration outage, any existing HA configuration involving
IASPs must be cleanly shut down. This step helps ensure that clustering metadata and
storage ownership are in a known, stable state before SYSBAS migration begins.

Key activities include the following items:

» Cleanly shut down the existing cluster environment (if present).

» End all Cluster Resource Groups (CRGs) that are associated with IASPs.

» Vary off all IASPs on the source node to release ownership and prevent access during the
outage.

Completing these steps avoids conflicts during the system save and restore operations that
are performed by MWA and helps ensure that IASPs are not left in an indeterminate state.

Phase 2: After MWA system migration but before cutover

After the MWA system migration phase completes, both the source and copy nodes are
active. During this stage, SYSBAS synchronization is ongoing, so use this window to migrate
IASPs by using PowerHA geographic mirroring.

Complete the following actions:

1. Ensure that both nodes participate in the same cluster and device domain.
2. Configure geographic mirroring for each IASP to migrate.

3. Begin initial synchronization and ongoing replication of IASP data.

4. Allow replication to continue until the IASP is fully synchronized.

After synchronization completes, you can perform the following optional tasks:

1. Vary on the IASP on the copy node.
2. Perform application-level validation or testing to confirm data integrity and application
readiness.

This phase is critical because it allows IASP migration to occur in parallel with SYSBAS data
synchronization, minimizing the total migration window.

Phase 3: Final steps before MWA cutover

Before the MWA cutover, geographic mirroring must be cleanly dismantled so that the copy
node can assume full ownership of the IASPs without residual HA dependencies.

Complete the following steps:

1. Detach geographic mirroring on the copy node.

2. Unconfigure the geographic mirroring session.

3. Delete the associated CRG definitions.

4. Ensure that the IASP is fully consistent and ready to be brought online.

After completing these steps, the environment is ready for the cutover.

Phase 4: MWA cutover

The MWA cutover completes the migration by transferring production roles from the source
node to the copy node. At this point, the following conditions exist:

» SYSBAS is fully synchronized.
» |ASPs are locally owned and no longer mirrored.
» The copy node becomes the new production system.

IBM i Migrate While Active



After cutover, you can re-establish clustering and HA as needed, according to the target
architecture and operational requirements.

The success of an IASP migration with MWA depends on using the SYSBAS synchronization
window to perform IASP replication. When run correctly, this approach minimizes downtime,
preserves data integrity, and enables a predictable transition to the target system.

4.2.5 Step-by-step procedure

Important: The following procedures provide a high-level overview. For detailed command
syntax and parameters, see this IBM Support page.

Pre-migration: Before the MWA system migration outage

If an existing cluster is configured on the source node, complete the following steps before the
MWA system migration outage:

1. Vary off each IASP on source node, as shown in Example 4-1.

Example 4-1 Varying off IASP
VRYCFG CFGOBJ(<iasp-name>) CFGTYPE(*DEV) STATUS(*OFF)

2. End each CRG, as shown in Example 4-2

Example 4-2 Ending each CRG
ENDCRG CRG(<crg-name>)

3. End clustering on the source node, as shown in Example 4-3.

Example 4-3 Ending clustering on the source node

ENDCLUNOD NODE (<source-node-name>)

IASP migration: After the MWA system migration and before the cutover

While the SYSBAS data synchronization stage of MWA is in progress, complete the following
steps:

1. Create a CRG for the IASP.
The source node should be Primary, and the copy node should be Backup 1. Specify the
site names and IP addresses, as shown in Example 4-4.

Example 4-4 Creating a CRG

CRTCRG CRG(<crg-name>) CRGTYPE(*DEV) RCYDMN((<source-node-name> *PRIMARY *LAST
SITE1 ('<source-ip>')) (<copy-node-name> *BACKUP *LAST SITE2 ('<copy-ip>')))
CFGOBJ ((<iasp-name> *DEVD *CURRENT))

2. Vary off the IASP on source node, as shown in Example 4-5.

Example 4-5 Varying off IASP on the source node
VRYCFG CFGOBJ(<iasp-name>) CFGTYPE(*DEV) STATUS(*OFF)
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3. Configure geographic mirroring.

The IASP automatically varies on and synchronization starts. Use the command that is
shown in Example 4-6.

Example 4-6 Configuring geographic mirroring

CFGGEOMIR ASPDEV(<iasp-name>) ACTION(*CREATE) SSN(GEOMIRSSN)

4. Monitor the synchronization progress.

Wait until synchronization is complete before continuing. Use the command that is shown
in Example 4-7.

Example 4-7 Monitoring the synchronization

DSPASPSSN SSN(GEOMIRSSN)

5. (Optional) Test applications on the copy node.

If you want to verify that applications work before cutover, detach, test, and then reattach
and re-sync, as shown in Example 4-8.

Example 4-8 (Optional) Testing applications

CHGASPSSN SSN(GEOMIRSSN) ACTION(*DETACH) -- Perform testing on copy node --
CHGASPSSN SSN(GEOMIRSSN) ACTION(*REATTACH) DSPASPSSN SSN(GEOMIRSSN)

Cutover preparation
When you are ready to complete the MWA cutover, complete the following steps:

1. Detach and unconfigure geographic mirroring on the copy node, as shown in Example 4-9.

Example 4-9 Detaching and unconfiguring mirroring on the copy node

CHGASPSSN SSN(GEOMIRSSN) ACTION(*DETACH) CFGGEOMIR ASPDEV(<iasp-name>)
ACTION(*DELETE)

2. Delete the CRG, as shown in Example 4-10.

Example 4-10 Deleting the CRG

DLTCRGCLU CRG(<crg-name>)

3. Complete the MWA cutover process

Proceed with the standard MWA cutover procedure. After cutover, the IASP is on both
source and copy nodes as independent copies with no further replication.

4.2.6 Testing, validation, management, and troubleshooting
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Thorough validation and monitoring are essential to help ensure a successful IASP migration
when used with MWA. Because SYSBAS and IASPs are migrated by using different
technologies, you must validate prerequisites, monitor synchronization health, and confirm
application readiness at multiple points in the process.

The following sections provide validation steps before, during, and after IASP migration.
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Before IASP migration

Before configuring geographic mirroring or beginning synchronization, verify that the
environment meets the following requirements:

» Confirm that PowerHA SystemMirror for i is installed on all participating nodes (source,
copy, and any HA or DR nodes).

» Verify that all required PTFs for PowerHA, clustering, and geographic mirroring are applied
and at the correct levels.

» Validate network connectivity between nodes, including the following areas:

— Data port IP addresses that are used for geographic mirroring
— Separate network paths for cluster communication, if configured

» Ensure that disk capacity on the copy node is sufficient to accommodate the full size of
each IASP, including expected growth during migration.

Completing these checks reduces the risk of configuration failures and unplanned
resynchronization events.

During IASP synchronization

While geographic mirroring is active and data is synchronizing, complete the following
continuous monitoring tasks:

1. Use DSPASPSSN to monitor synchronization status, progress, and any reported errors.

2. Watch for automatic suspend conditions, which can occur due to network instability, disk
write delays, or storage issues.

3. Monitor network bandwidth and latency to help ensure that replication can keep pace with
the IASP write workload.

4. Review job logs and PowerHA messages for potential issues.

Addressing issues promptly during synchronization helps prevent extended resynchronization
times and reduces risk as cutover approaches.

After cutover

After MWA cutover completes and the copy node becomes production, validate operational
readiness by completing the following tasks:

1. Verify that each IASP varies on successfully and remains accessible.

2. Test application access to all IASP-resident data, including databases, user libraries, and
IFS paths.

3. Confirm that batch jobs, schedulers, and external interfaces function as expected.

4. If ongoing availability is required, configure an HA relationship, such as geographic
mirroring or storage-based replication, from the new production (copy) node to its
designated HA or DR node.

These post-cutover checks help ensure that the migrated environment is stable, consistent,
and ready for sustained production use.

Effective validation throughout the migration lifecycle helps distinguish transient
synchronization behavior from genuine configuration issues. By following a structured
checklist at each phase, administrators can reduce migration risk, shorten recovery time for
unexpected issues, and confidently transition workloads to the target environment.
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Table 4-9 show some common issues and provides some possible resolutions.

Table 4-9 Troubleshooting

Issue

Resolution

Geographic mirroring
auto-suspends.

Check the network connectivity and bandwidth. Review the QSYSOPR
messages. Use CHGASPSSN ACTION(*RESUME) to restart.

CFGGEOMIR fails.

Verify that the target disk units exist and are non-configured. Check
namespace creation for NVMe drives.

Synchronization is
slow.

Verify sufficient bandwidth. Consider ASYNC delivery mode. Check for
competing network traffic.

CRG creation fails.

Verify that both nodes are active in the cluster and in the same device
domain. Check the site names and IP addresses.

Table 4-10 shows common commands for key monitoring.

Table 4-10 Monitoring commands

Command Purpose

DSPASPSSN Displays the geographic mirroring session status and progress.
DSPCLUINF Displays the cluster information and node status.

WRKCLU Works with the cluster configuration.

DSPCRGINF Displays the CRG information and configuration.
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Abbreviations and acronyms

ASP
ASYNC
CRG
DST
ESS
FC

HA
HADR

IASP
IBM

IFS
ITL
LPM
LTL
MWA
OSPM

OTL
PASE

RHCE
SAN
SSHD
SWMA
SYNC
TIMI

VPC
VSl
VTL

auxiliary storage pool
asynchronous mode
Cluster Resource Group
Dedicated Service Tools
Entitled Systems Support
Fibre Channel

high availability

high availability and disaster
recovery

independent auxiliary storage pool

International Business Machines
Corporation

Integrated File System
IFS Tracking List

Live Partition Mobility
Library Tracking List
Migrate While Active

Open Source Package
Management

Object Tracking List

Portable Application Solutions
Environment

Red Hat Certified Engineer
storage area network

SSH daemon

Software Maintenance Agreement
Synchronous

technology-independent machine
interface

Virtual Private Cloud
Virtual Server Instance
virtual tape library
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Related publications

The publications that are listed in this section are considered suitable for a more detailed
description of the topics that are covered in this book.

IBM Redbooks

The following IBM Redbooks publications provide additional information about the topics in
this document. Some publications that are referenced in this list might be available in softcopy
only.

>

>

»

»

>

IBM i 7.6 features and function, SG24-8588

IBM PowerHA SystemMirror for i: Using Geographic Mirroring (Volume 4 of 4), SG24-8401
IBM Power Systems Virtual Server Guide for IBM i, SG24-8513

Introducing IBM i Modernization Engine for Lifecycle Integration - Merlin, SG24-8583
PowerHA SystemMirror for IBM i Cookbook, SG24-7994

You can search for, view, download, or order these documents and other Redbooks,
Redpapers, web docs, drafts, and additional materials, at the following website:

ibm.com/redbooks

Online resources

These websites are also relevant as further information sources:

>

Additional IBM i Migrate While Active resources
https://www.ibm.com/support/pages/node/7176812
Cleaning up disk storage

https://www.ibm.com/docs/da/i/7.5.0?topic=upgrades-cleaning-up-disk-storage-spa
ce

Configuring PowerHA 7.5 (external reference)

https://fortradocs.atlassian.net/wiki/spaces/IWT/pages/2994765846/Configuring+P
owerHA+7.5

IBM i Migrate While Active
https://www.ibm.com/support/pages/ibm-i-migrate-while-active

IBM i Migrate While Active product documentation
https://www.ibm.com/docs/en/i/7.6.0?7topic=availability-i-migrate-while-active
IBM i Migrate While Active — PTF information
https://www.ibm.com/support/pages/ibm-i-migrate-while-active-ptf-information
Manual migration by using storage replication and save and restore

https://www.ibm.com/docs/en/ssw_ibm i_75/mig/migmmgettingstarted.htm#migmmgetti
ngstarted prepstorageandsave
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https://www.ibm.com/docs/en/i/7.6.0?topic=availability-i-migrate-while-active
https://www.ibm.com/support/pages/node/7176812
https://www.ibm.com/docs/en/ssw_ibm_i_75/mig/migmmgettingstarted.htm#migmmgettingstarted__prepstorageandsave
https://www.ibm.com/docs/en/ssw_ibm_i_75/mig/migmmgettingstarted.htm#migmmgettingstarted__prepstorageandsave
https://www.ibm.com/docs/da/i/7.5.0?topic=upgrades-cleaning-up-disk-storage-space

» Manual steps for save and restore
https://www.ibm.com/docs/en/i/7.5.0?topic=migration-manual-steps-saverestore
» Manual steps for storage replication

https://www.ibm.com/docs/en/i/7.5.02topic=migration-manual-steps-storage-replic
ation

» Manual steps for storage replication and save and restore

https://www.ibm.com/docs/en/i/7.5.0?topic=migration-manual-steps-storage-replic
ation-saverestore

» Migrate an IASP with Migrate While Active
https://www.ibm.com/support/pages/node/7177936
» Migrating by using manual migration

https://www.ibm.com/docs/en/i/7.5.0?topic=active-migrating-using-manual-migrati
on

» PowerHA documentation (supported storage servers)

https://www.ibm.com/docs/en/i/7.4.0?topic=resiliency-powerha-supported-storage-
servers

» PowerHA: Steps to Configure Geographic Mirroring

https://www.ibm.com/support/pages/powerha-steps-configure-geographic-mirroring-
between-two-nodes

» Reducing system ASP disk space

https://www.ibm.com/support/pages/reducing-system-asp-disk-space-dasd-storage-u
sed

» Security guidelines
https://www.ibm.com/docs/en/i/7.5.02topic=concepts-security-guidelines
» Software requirements

https://www.ibm.com/docs/en/i/7.5.07topic=concepts-software-requirements

Help from IBM

IBM Support and downloads

ibm.com/support

Services from IBM Consulting

ibm.com/services

IBM Training

ibm.com/training
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